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Adding Garbled Circuits to the Trilithium Post-quantum Signature Protocol

Abstract:

There is a distributed two-party protocol Trilithium to implement the post-quantum digital
signature algorithm ML-DSA, but the proofs in Universal Composability framework for the
Trilithium protocol rely on non-standard security assumptions. This thesis proposes a solution
which integrates a three-party garbled circuit algorithm to Trilithium, so it is possible to use
standard assumptions to create the security proofs. The thesis points out two recurring mistakes in
the proofs of Trilithium, and proposes fixes to them. The thesis uses these fixes to create security
proofs of the modified algorithms from Trilithium, and the added garbled circuits protocol.
Implementation of Trilithium in Rust is also extended by adding the garbled circuits to it.
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Sasiahelate lisamine kvantkindlale digiallkirjastamise protokollile
Trilithium

Kokkuvõte:

On olemas hajus kahe osapoolega protokoll, mis implementeerib kvantkindlat
digitaalallkirjastamise protokolli ML-DSA. Paraku selle universaalse kompositsiooni
raamistikus loodud tõestused põhinevad ebastandartsetel turvaeeldustel. Käesolev töö käib välja
lahenduse, mis toob Trilithiumisse kolme osapoolega sasiahelate algoritmi, nii, et Trilithiumi
turvalisuse tõestustes saaks kasutada standartseid eelduseid. Töö toob välja ka kaks läbivat viga
Trilithiumi varasemates tõestustes ning pakub neile parandused. Töö kasutab neid parandusi,
et luua turvalisuse tõestused Trilithiumis muudetud algoritmidele ja lisatud garbled circuits
protokollile. Trilithiumi Rusti implementatsiooni täiendati samuti töö käigus sasiahelatega.
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1. Introduction
Scientists are working on building quantum computers, which could solve some problems much
faster than regular computers. However, quantum computers would also able to break many of the
currently used cryptographic algorithms much faster, which means that they pose a serious threat
for the functioning of modern society. In response, cryptographers are developing post-quantum
cryptography, meaning cryptography that is secure against both regular and quantum computers,
and the European Union member states have decided that all critical infrastructures should be
transitioned to use post-quantum cryptography as soon as possible, but at latest by the end of
year 2030 1.

Smart-ID is a solution that allows people to authenticate themselves and create digital signatures
via an app on a mobile device 2. From 2018, Smart-ID is a Qualified Signature Creation Device
(QSCD), which means that signatures created using Smart-ID are considered legally equal to
handwritten signatures in the European Union 3. Advantage of Smart-ID over the other QSCD-s
used in Estonia, ID-card and Mobile-ID, is that unlike the other solutions, using Smart-ID does
not require the client to have a hardware security module (HSM), which means that a regular
smart device is enough to use Smart-ID, making it very convenient. Smart-ID is widely used in
Estonia, having over 790 000 users there 4. That means it is used by over half of the population
and therefore it is important that Smart-ID remains secure even when quantum computers become
capable of breaking conventional cryptography.

The core technology in Smart-Id is SplitKey 5, the technical construction of which is described
in its whitepaper 6. SplitKey is based on public-key cryptosystem RSA. Instead of the client
storing its private key inside HSM, the security of SplitKey is achieved by the client splitting its
private key between itself and server, and storing its own share encrypted with AES. Both parties
sign the message separately, and due to homomorphic properties of RSA, these signatures can
be combined to get the full signature.

Since RSA is not quantum-resistant, another cryptographic algorithm should be used to make
SplitKey quantum-resistant. In 2024, National Institute of Standards and Technology (NIST)
announced Module-Lattice-Based Digital Signature Standard (ML-DSA) [1] as the primary
standard for post-quantum digital signatures 7. Since ML-DSA does not allow combining

1 https://digital-strategy.ec.europa.eu/en/news/eu-reinforces-its-cybersecurity-post-quantum-cryptography
2 https://www.smart-id.com/about-smart-id/
3 https://www.smart-id.com/e-service-providers/smart-id-as-a-qscd/
4 https://www.skidsolutions.eu/services/smart-id/
5 https://e-estoniax.com/solution/splitkey/
6 https://cyber.ee/uploads/Split_Key_White_Paper_3506f03c34.pdf
7 https://www.nist.gov/news-events/news/2024/08/nist-releases-first-3-finalized-post-quantum-encryption-standar
ds
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signatures the same way as RSA does, making server and client sign a document together is not
as straightforward with ML-DSA as it is with RSA.

Dufka et al. have proposed a distributed ML-DSA signing protocol Trilithium [2]. The protocol
has three parties: server and client, and an additional party called Correlated Randomness
Provider (CRP). The protocol is based on secure multiparty computation, executing the key
generation and signing algorithms of ML-DSA in a manner where the private values are secret-
shared between the client and the server. One step of signing is the execution of a hash function.
This execution would be expensive, if the inputs were secret-shared. Hence Trilithium makes
public the argument wH and runs the hash function on it without further protections. The security
of declassifying this value is argued in Trilithium, but the arguments are based on non-standard
security assumptions.

The goal of this thesis is to avoid declassifying wH by using a garbled circuit to calculate the hash
from the shares directly. This modification should be done in the theoretical protocol description,
and also in the existing implementation of Trilithium. Modifying the theoretical protocols also
includes modifying the proofs for the Trilithium protocol to prove that this modification is secure.
During working on the thesis, it was discovered that the proofs in Trilithium have two reoccurring
mistakes in them, so an additional goal of describing these mistakes and proposing the solutions
for them was added.

Artificial intelligence was used for this thesis to help to understand technical concepts and
scientific articles, help with syntax of LaTeX, help with syntax of Rust, and finding bugs in the
code. All results from artificial intelligence were carefully analyzed by the author of this thesis
and cross-verified either by reading the source material itself, or analyzing the produced code
and checking its output. Artificial intelligence was not used to design the garbled circuit protocol,
construct the security proofs or writing larger parts of code.

The second section of this thesis presents background information necessary to understand the
work of this thesis. The third section explains modifications made in the existing algorithms and
some proofs, and the discovered mistakes in the proofs. Fourth section describes the garbled
circuit protocol added to Trilithium, proofs for it, and the new proof for the main protocol, which
uses this new functionality of garbled circuits. The fifth section describes the implementation
details and presents the evaluation results. Conclusion concludes the thesis and describes how
the work of this thesis could be used going forward. Appendix 1 presents the protocols and
functionalities from Trilithium that are used in this work, but were not modified. Appendix 2
describes where to find the application code.
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2. Background
2.1 Digital Signatures and ML-DSA
A digital signature scheme consists of three algorithms: keygen, sign and verify. Algorithm
sk, pk = keygen() allows a party to generate themselves a key pair consisting of a secret and
a public key, where the first one is supposed to stay secret from everyone else, and the second
one is disclosed publicly. To sign message m, the party holding the secret key sk calculates the
signature σ = sign(m, sk). If some party later wants to check the validity of this signature, it
can be done by calculating bit b = verify(σ,m, pk) which shows whether the signature σ is a
valid signature for message m by the owner of pk. The signature scheme should be built in a way
that the signature verifies with public key pk if and only if it is generated using the corresponding
secret key sk. The public key pk and created signatures should not reveal any information that
makes it easier to guess the secret key sk. [3]

ML-DSA [1] is a post-quantum digital signature scheme. It uses construction of Fiat-Shamir-with-
Aborts (FSwA). In a signature scheme following the Fiat-Shamir paradigm, first an ephemeral
secret is generated, from which a public commitment is computed. The commitment and the to-
be-signed message are together hashed in order to generate a challenge value. Finally, a response
value is computed from the ephemeral secret, challenge, and the secret key, demonstrating the
knowledge of the secret key. The signature consists of the response and either the commitment
or the challenge. In FSwA paradigm, the signing may be restarted after computing the response
message, in case the response would leak something about the secret key. The repetition takes
place until a suitable randomness is generated and the result does not leak anything, in which
case the result can be made public.

Algorithm 1 shows the ML-DSA signing algorithm that Trilithium implements. For signing, a
fresh secret y is generated. A commitment w is generated by multiplying matrix A from the
public key by y. A challenge c is calculated by hashing the message µ together with the highbits
of w. Response z is calculated from the challenge c, secret y and s1, which is a part of secret key.
Lowbits of w are calculated, and then rejection sampling is performed. If rejection check passes,
then the signature consisting of the response z and challenge c is returned, but if the rejection
check fails, then the algorithm aborts.
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Algorithm 1: Signing attempt in the “template” scheme for Dilithium / ML-DSA [4]: SignAtt
Input: Keypair (A, t; s1, s2), message digest µ
Output: Signature σ = (z, c), or ⊥

1 y← S̄`
γ1

2 w← A · y

3 c ∈ Bτ ← H(µ,wH)

4 z← y + c · s1
5 r0 ← LowBits(w− c · s2)

6 if‖z‖∞ < γ1 − β and ‖r0‖∞ < γ2 − β

7 return (z, c)

8 else return ⊥

The parameters used in the algorithms and algebraic setting of the template scheme are described
in Trilithium: The parameters of the “template” scheme are a prime number q, data sizes
k, `, n, τ , and value sizes γ1, γ2, η. Also define α = 2γ2 and β = η · τ . The values must such that
α divides (q − 1). We use the ring Rq = Zq[X]/(Xn + 1). Let Sm ⊆ Rq [resp. S̄m ⊆ Rq] for
m ∈ N denote the set of polynomials with all coefficients between −m [resp. −m+ 1] and m.
Let Bτ ⊆ S1 denote the set of polynomials with exactly τ non-zero coefficients.

The hash function used in ML-DSA is SHAKE256 [5], which belongs to the SHA-3 family. It is
an extendable-output function, which means the length of the output is not determined, but can
be chosen. The underlying function is the Keccak-f sponge function, which is why the function
is called SHAKE: SHA for SHA-3, and KE for Keccak. The value 256 indicates the security
strength of the function.

2.2 Trilithium and Secret-sharing
As mentioned in the Introduction, Trilithium protocol has three parties: server, client and CRP.
Although in Trilithium, the term Phone is used for the client, in this thesis it is called a client to
reflect that the client does not have to be a phone, but can be another type of device. The server
and the client are the main parties who sign the message together, and CRP is a supporting party
that generates correlated randomness (CR) that the other two parties use to avoid disclosing
sensitive information to each other. The security of the protocol is proved against one malicious
party. The Trilithium paper generally considers CRP a trusted party, and analyses the case of
malicious CRP separately, while cases of malicious server or client are considered throughout
the paper.

Much of the data in the protocol is additively secret-shared between the server and the client.
That is, both parties hold only a share of the value, and the actual value can be calculated by
adding the shares together modulo some fixed modulus. Neither party is able to learn the actual
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value based on its share alone. A shared value is denoted by double square brackets. For example
if the value v is additively shared between the parties, it is denoted as JvK, with JvKS being the
server’s share and JvKC being the client’s share, such that JvKS + JvKC = v (mod q), where q is
the modulus used for sharing.

While such additive secret-sharing keeps the actual value a secret, it does not prevent one party
changing their share, and in result changing the final value. To avoid tampering with shares,
BeDOZa style Message Authentication Codes (MACs) [6] are used in Trilithium. Server and
client have their secret MAC keys ∆S and ∆C respectively. Instead of storing only the shares
of the value v, the parties also store the shares of the MACs needed to verify authenticity of
the shares. That is, party X stores the value 〈〈v〉〉X =

(
JvKX, JMSKX, JMCKX

)
. Value MX is

called X’s MAC on JvK and is used by X to check the authenticity of the share JvKX sent by
the other party X, which is done by checking that equation JMXKX + JMXKX = ∆X · JvKX is
satisfied (again modulo q; we will not be stating this explicitly anymore). For some data, the
server needs to verify the client’s share, but not the other way around, meaning the client’s MAC
can be omitted, in which case the X’s share is denoted as 〈|v|〉X =

(
JvKX, JMSKX

)
. To make it

clear what is the value being shared, and is it shared with two MACs or only server’s MAC,
notation 〈〈v〉〉 =

(
v〈〈v〉〉, MS

〈〈v〉〉, MC
〈〈v〉〉

)
or 〈|v|〉 =

(
v〈|v|〉, MS

〈|v|〉
)

is also used in some places.
Additionally, modulus is often clear from the context, but is sometimes shown as upper index in
parentheses, e.g. 〈〈v〉〉(q).

2.3 Garbled Circuits
To calculate SHAKE256 hash of a shared value without declassifying it, garbled circuit can be
used. Garbled circuits [7] are an approach which allow to do secure multiparty computation.
They were first introduced by Andrew Yao in 1980s in a series of talks but not as a formal
publication. The protocol has two parties who each have a secret input, and the want to apply
some function on the inputs to find out the result, but not disclose their secret input to the other
party. The function is encoded as a circuit, meaning it consists of wires and gates. Most important
wires are the input wires, where to function input is sent, and the output wires, where the function
output is received from. For a binary circuit, only AND-gates and XOR-gates are traditionally
used, since all operations can be expressed with only these gates.

In the traditional garbled circuit protocol, one party is called the garbler and the other party is
called the evaluator. For each wire, the garbler creates wirelabels, which are longer random
looking values. For example, for boolean circuit, each input wire is one bit, and usual length for
each wirelabel is 128 or 256 bits.

The garbler garbles each gate, with the garbled gate being essentially a table, where each row
corresponds to one combination of input wirelabels for the gate. Each row holds the encrypted
wirelabel of the gate output for that input combination. The decryption key needed to decrypt
the value on some row consists of the wirelabels corresponding to the gate input bits that were
used to find the wirelabel on that row.
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For each gate, the garbler shuffles all these encrypted gate output wirelabels and sends them
to the evaluator. The garbler also sends the wirelabels corresponding to its own inputs. The
evaluator then needs the wirelabels corresponding to its own input bits to encrypt the correct
rows. Since the garbler generated the wirelabels, the evaluator should somehow ask the garbler
what the correct wirelabels are. Since the evaluator does not want to disclose its own inputs to
the garbler, oblivious transfer is used. Oblivious transfer allows evaluator to receive the wirelabel
corresponding to some input bit from the garbler, without garbler knowing what the input bit
was.

Now the evaluator has all the correct input wirelabels, so the evaluator can try finding the output
wirelabels of the first gates in the circuit. For each of these gates, the evaluator tries decrypting
all values in the table, and if decryption succeeds for one row, then the evaluator has found the
output wirelabel corresponding to that gate. Since the evaluator has now found input wirelabels
to the next gates, the evaluator can decrypt more gates, and continue this until there are no gates
left. When the evaluator has found the wirelabels corresponding to the output of the function the
evaluator needs to find out the values corresponding to it. For that either the garbler can send the
decryption table to the evaluator, or the garbler could have constructed the wirelabels in a way,
that for each output wirelabel, the bit at one specific position corresponds to the ”color” of the
wirelabel, meaning it shows the actual value of the wirelabel. The evaluator also sends the output
wirelabels to the garbler. If color bits are used, then the garbler can also be sure that the evaluator
did not change the answer, as the evaluator only knows the output wirelabel corresponding to the
actual output.

Over the years, there have been improvements to the garbling scheme to reduce the size of the
garbled circuit. The current standard is optimization called half-gates[8], which allows to have 2
ciphertexts for each AND-gate, and does not require any ciphertexts for XOR-gates, which is
much more efficient than the traditional garbling scheme, where each binary gate produces 4
ciphertexts.

Since the security of the garbled circuit protocol relies on the underlying cryptographic primitives,
the implementation of garbled circuits protocol can be quantum-secure if post-quantum building
blocks are used.

The Yao’s two-party garbled circuit protocol is secure against semi-honest adversaries. This
means that neither party can deduce any information about the other party’s secret input while
following the protocol honestly. The protocol is also secure against malicious evaluator. This
means that if the evaluator does not follow the protocol honestly, then the garbler finds out
about it. However, the protocol is not secure against malicious garbler, which means that the
garbler can disobey the protocol, so it receives information about the evaluator’s secret inputs,
and the evaluator receives incorrect result, but the evaluator cannot detect this. Note that the
garbler cannot entirely change the circuit, because the structure of the circuit is detectable from
the structure of the garbled circuit, but the garbler can swap the operation done in the gate.
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For example, instead of encoding outputs of AND-gate, the garbler encodes the outputs of the
XOR-gate instead.

2.4 Three-party Garbled Circuit Protocol
To add security against malicious garbler, three-party garbled circuit protocol has been proposed
by Mohassel et al. [9]. The protocol introduces an additional garbler, so that the evaluator can
check that the garblers produce same messages. The garbled circuit protocol in the current thesis
is based on that article.

In the protocol, there are three parties: garblers P1 and P2, and evaluator P3. All parties have
previously agreed-upon function f(), the circuit that represents it, their respective inputs x1, x2

and x∗
3, and their goal is to calculate value y = f(x1, x2, x

∗
3). In the protocol, P3 does not give its

input directly to the circuit, but shares it additively between the garblers, so for convenience, there
is also defined a function f ′(x1, x2, x3, x4), known by all parties, that calculates f(x1, x2, x3⊕x4).
For simplicity of description, the protocol assumes that lengths of all inputs and function output
are equal, meaning m = |y| = |xi| for all xi.

The protocol assumes, there exists a garbling scheme G = (Gb, En, Ev, De, D̃e), which consists
of five algorithms. Algorithm Gb(1k, f)→ (F, e, d) transforms function f into garbled circuit
F , encoding information e, and decoding information d, using security parameter k. Algorithm
En(e, x) → X maps input x into garbled input X , using encoding information e. Algorithm
Ev(X,F )→ Y evaluates garbled circuit F with garbled input X and produces garbled output Y .
Algorithm De(d, Y )→ y decodes the garbled output Y into plaintext output y, using decoding
information d. Algorithm D̃e(Y ) → y is for ”soft decoding”, meaning it allows to decode
garbled output Y without using decoding information d, which means that authenticity is not
guaranteed with that. This corresponds to the idea of ”color bits” introduced in the previous
section.

The protocol assumes, there to be a non-interactive commitment scheme, such that if value x is
committed, the produced commitment and opening (C, σ)← Comcrs(x), and if the commitment
and opening are checked, then they produce the commited value x, i.e. Chkcrs(C, σ) = x. The
value crs denotes a common random string, which is known by all parties.

The exact protocol from the article is shown in algorithm 2. First, the evaluator creates common
random string crs and sends it to the garblers. Then, the evaluator takes its input and shares it
between the garblers. The garblers agree on a common randomness r and use a pseudorandom
function to produce a garbled circuit, encoding and decoding information, and a masking vector
b with the length of all inputs. For each input wire, the garblers create commitment for both
wirelabels corresponding to the possible values on that input wire. In the commitments table,
the commitments are masked using b. The garblers send the garbled circuit and all commitments
to the evaluator. The garblers also send part of the masking vector b that corresponds to the
evaluator’s secret input. In practice, the garblers can generate b such that the vector is all zeroes
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at the indices corresponding to evaluator’s input, so communication can be reduced with the
evaluator still knowing the needed part of b. The evaluator can now check that both garblers sent
the same values, and if not, then at least one of them is malicious, and evaluator aborts. Both
garblers send the openings of the wirelabels corresponding to their own secret shares and to their
share of the evaluators input. The evaluator can then open all the wirelabels. If a garbler did
not send correct opening to either of the commitments in a commitment pair, then the evaluator
aborts. The evaluator does not know what actual values were opened because of masking vector
b. Since the evaluator knows the part of b which corresponds to its own input shared between
the garblers, the evaluator can check that the opened wirelabels correspond to the values that
the garblers were supposed to input to the circuit. The evaluator evaluates the circuit on the
input wirelabels, and send the resulting output wirelabels to the garblers. The evaluator can use
the soft decoding function to find the actual output value, and the garblers can use the regular
decoding function to find the actual output value and to verify that the evaluator sent an actual
output wirelabel.

12



Algorithm 2: Three-party garbled circuit protocol
Par: function f ′(x1, x2, x3, x4), length m of each xi, security parameters λ, k
Input: x1 held by P1; x2 held by P2; x∗

3 held by P3

Output: y = f ′(x1, x2, x3, x4) where x3, x4 ∈ {0, 1}m s.t. x3 ⊕ x4 = x∗
3

Evaluator P3 Garblers P1 and P2

1 crs
$←− 0, 1n, send crs to P1, P2 ⇒ Receive crs

2 Choose x3, x4
$← {0, 1}m s.t. x3⊕x4 = x∗

3

3 Send x3 to P1, x4 to P2 to P1, P2 ⇒ P1: Receive x3; P2: Receive x4

4 P1: r
$←− {0, 1}k, send r to P2

5 P1 and P2, using PRF (r, ·):

6 (F, e, d)← Gb(1λ, f ′)

7 b
$←− {0, 1}4m

8 foreach j ∈ [4m], a ∈ {0, 1} do

9 (Ca
j , σ

a
j )← Comcrs(e[j, b[j]⊕ a])

10 Receive b[2m + 1 . . . 4m], F ,
{Ca

j }j∈[4m],a∈{0,1} from both garblers
⇐ Send b[2m + 1 . . . 4m], F ,

{Ca
j }j∈[4m],a∈{0,1} to P3

11 Abort if garblers sent different data

12 Receive openings for x1, x3 wirelabels ⇐ P1: Send σ
x1[j]⊕b[j]
j , σx3[j]⊕b[2m+j]

2m+j for j ∈
[m] to P3

13 Receive openings for x2, x4 wirelabels ⇐ P2: Send σ
x2[j]⊕b[m+j]
m+j , σ

x4[j]⊕b[3m+j]
3m+j for

j ∈ [m] to P3

14 foreach j ∈ [4m] do

15 X[j]← Chkcrs(C
o[j]
j , σ

o[j]
j ) for fitting o

16 Abort if any Chk returns ⊥

17 Abort if for some j ∈ [m] P1 didn’t
open C

x3[j]⊕b[2m+j]
2m+j or P2 didn’t open

C
x4[j]⊕b[3m+j]
3m+j

18 Y ← Ev(F,X) P1 and P2:

19 Send Y to P1, P2 ⇒ Receive Y

20 y ← D̃e(d, Y ) y ← De(d, Y )

21 Abort if y = ⊥

22 return y return y
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2.5 Universal Composability
Universal Composability (UC) is a framework proposed by Canetti [10]. It is widely used for
proofs in cryptography, including proofs for both Trilithium [2] and three-party computation
with garbled circuits [9] articles. The proofs in this thesis are also constructed in UC framework
to be compatible with Trilithium.

The first draft of the UC paper appeared on IACR’s Cryptology ePrint Archive in 2000, and
after that, a short version of the paper appeared in IEEE’s annual Symposium on Foundations of
Computer Science in 2001. Since then, Canetti has done many updates to the framework based
on bug reports and improvement ideas from other scientists. Last major update was made in
2020, when the paper was published in the Journal of the ACM. This is the final version of the
paper, although Canetti said in 2025 that there have been new bugs reported, so another update
will probably be published, but said that security analysis of the model will probably not be
affected. 8

In UC framework, there exists a concept of an ideal functionality, which is essentially a trusted
party that all other parties send their secret input to, and which then returns the output to each
party. The UC framework describes two possible ways an algorithm can be run: a real protocol
and an ideal protocol. Figure 1 illustrates the components and communication structure in the UC
framework for the real protocol Π and the ideal protocol IdealF , both marked with dashed boxes.
For both protocols, the figure shows two parties, X and X, to illustrate the two parties of the
Trilithium protocol. For both Π and IdealF , all inputs are sent to the machines by environmentZ ,
and in the end, the machines respond to Z with outputs. The real protocol consists of machines
MX andMX that can do calculations itself, communicate to other machines, and communicate
to ideal functionalities F1 . . .Fn. In contrast, the ideal protocol consists of dummy machines
DF

X and DF
X that just forward their inputs to the ideal functionality F , which responds with

the outputs. If an adversary A is controlling machineMX in the real protocol,MX forwards
all received messages to A, and sends to other machines only the messages that A tells it to.
In the ideal protocol, A does not communicate directly to DF

X , but it is communicating to the
simulator, whose task is to pretend to beMX of the real protocol, and pretend to be controlled
by A. The simulator communicates with the ideal functionality F through the dummy machine
DF

X . The environment Z controls the adversary A, meaning the Z tells A how to act, and Z
knows everything that A knows.

8 https://www.bu.edu/riscs/files/2025/08/Canetti.pdf
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...

Sim

Figure 1. Components and communication structure in the UC framework for the real protocol
Π and the ideal protocol IdealF

The goal of an UC proof is to prove for some real protocol Π that it is secure. To define what
secure means, an ideal functionality F corresponding to Π is described. UC-proof proves that
Π is as least as secure as F . The proof consists of a simulator for which it is clear that the
environment Z cannot distinguish whether it is communicating to machines in the real protocol
Π or ideal protocol IdealF . If such a simulator can be constructed, it means that Π acts the same
way as IdealF . If Π acted differently than IdealF , then Z would know to which protocol it is
communicating to, based on how it acts. The blue lines on figure 1 mark the boundary, across
which the exchanged messages must be indistinguishable between the real and ideal protocol
execution. Constructing such a simulator is not trivial because the simulator does not know the
secret input of the honest party, so it is hard to construct messages that the honest party or the
ideal functionalities communicating to the honest party would send. Since it is impossible to
construct the real protocols in a way that A cannot disrupt the protocol or learn any information
at all, the ideal functionalities must also include these possibilities for A, to make it possible
to construct proofs in the UC framework. For these cases, it should be clear that A disrupting
the execution, or learning some piece of information from ideal functionality does not make it
insecure, and proving these cases is outside the scope of UC framework.

UC framework is useful because if some protocol Πx is proved to be at least as secure as some
ideal functionality Fx in the UC framework, and some higher level protocol Π using Fx is
proven to be at least as secure as some ideal functionality F , then if Π uses Πx instead of Fx,
the resulting protocol is also at least as secure as F . This allows to prove security of smaller
components of the protocol separately, which might be easier to follow, and allows to reuse the
components.

Commands sent to and by the ideal functionalities follow format (command_name, session_id,
argument_1, argument_2, . . . ). If an ideal functionality receives a command with unexpected
format, it always aborts.
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In the ideal functionalities, when the malicious party is called S, denoting the combination of
the adversary A and the simulator.
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3. Modifications in Trilithium to get Inputs for the Garbled Circuit
This section describes modifications needed to make in Trilithium to get inputs to the garbled
circuits.

3.1 Changes in Trilithium Algorithms
This section describes all algorithms that were changed compared to the original Trilithium
article, and what exactly was changed. First, the highest level algorithm sign_trilithium is
described to explain motivation for all the changes. Next, all other changed algorithms are
described, starting from the lowest level algorithms, to make it easier to understand, what the
algorithms do. Finally, an additional algorithm, is explained, which was not used before in that
place, and explained why it is needed to use in that place. When describing algorithms, they are
described in enough detail to explain what was changed and why, with the parts that were not
changed, not explained as thoroughly.

All algorithms in this section, except declassify, are copied from Trilithium article, with the
changes made for this thesis marked with colored text. Red text marks the symbols that were
added, black text crossed with red line marks the symbols that were in Trilithium, but were
deleted for this thesis, and blue marks algorithm names, which were called in both original and
this thesis version, but that have changed in the version of this thesis. Some smaller ambiguities
from Trilithium algorithms were also clarified, but they are not marked explicitly.

3.1.1 sign_trilithium
Algorithm sign_trilithium (Algorithm 14 in Trilithium) shows the algorithm for one signing
iteration. This algorithm is the three-party version of algorithm 1. The modified version of
sign_trilithium for this thesis is algorithm 3. In the original Trilithium, value wH was declassified,
but the goal of this thesis is to calculate the hash without declassifying it by using a garbled
circuit. This means that both shares of wH should be given as inputs to the garbled circuit.
Originally wH was shared modulo q, even though the actual value is much smaller. The actual
value is at most 43 for ML-DSA-44, and at most 15 for ML-DSA-65 and ML-DSA-87. To make
using a garbled circuit on shares of wH more efficient, it was decided that the value wH will also
be shared with a smaller modulus. Since the modulo q value was used elsewhere, the modulo
q shares were not removed. The new modulus is denoted with P and it is equal to the lowest
prime that is bigger than the maximum possible value of wH , i.e. P = 47 for ML-DSA-44, and
P = 17 for ML-DSA-65 and ML-DSA-87. Additionally, the value wH shared modulo P does
not need client’s MAC because the client gets to check the final signature before server, and if
the server inserted incorrect values to the garbled circuit, the client can abort execution without
disclosing the incorrect signature to the server.

Next sections explain all changed algorithms up until gcom to achieve the value wH shared
modulo P . On this value, asymm_rp is called, which is also explained in a later section, and on
the result of asymm_rp, garbled circuit algorithm is called to calculate c.
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Algorithm 3: A signing attempt: sign_trilithium
Par: ML-DSA parameters, and d,Q,N,M, r, P

Input: A, t, 〈〈s1〉〉, 〈〈s2〉〉, µ
Output: Signature (z, c) on µ, or ⊥

1 〈〈y〉〉, 〈〈wH〉〉, 〈|wH |〉(P ) ← gcom[k, `, α, γ1, P ](A)

2 〈〈wL〉〉 ← A · 〈〈y〉〉 − α · 〈〈wH〉〉

3 c← GC[H](µ,asymm_rp(〈|wH |〉(P ))) H(µ,declassify(〈〈wH〉〉))

4 〈〈z〉〉 =
(∑255

t=0〈〈zi−1,t〉〉 ·X t
)`
i=1
← 〈〈y〉〉+ c · 〈〈s1〉〉

5 〈〈x〉〉 =
(∑255

t=0〈〈xi−1,t〉〉 ·X t
)k
i=1
← 〈〈wL〉〉 − c · 〈〈s2〉〉

6 if declassify(rej_check(〈|z|〉, 〈|x|〉))

7 S→C: JzKS

8 C: z← JzKS + JzKC

9 C: stop if ¬Verify((A, t), µ, (z, c))

10 C→S: z

11 return (z, c)

12 else return ⊥

3.1.2 declassify
Declassification means opening a secret-shared value. Algorithm declassify (Algorithm 5 in
Trilithium), meant for values shared with AA-security, takes as argument a share of 〈〈v〉〉 from
both parties. The server sends its shares JvKS and JMCKS to the client, who checks whether the
MAC verifies for the server’s share, and if not, then aborts. Then, the client sends its shares JvKC

and JMSKC to the server, who checks that the MAC for client’s share verifies, and if not, then
aborts. Finally, both parties have both shares of v, so they can both calculate v = JvKC + JvKS

and return it.

Changing algorithm declassify was not needed to calculate wH modulo P , but changes were
needed to create the proofs. The algorithm in the original Trilithium article is very unequal,
because the client gets to know the server’s share, and can choose its own share based on the
server’s share, with server not knowing about it. To make the algorithm more equal, a commitment
was added to the algorithm, so that the client has to commit to its value before receiving the
server’s share. Algorithm 4 is the algorithm with added commitment. In the beginning of the
algorithm, the client generates randomness r. Then, the client creates a commitment of the
values JvKC and JMSKC that are later supposed to be sent to server, committing them together
with the generated randomness r. The commitment is created by hashing the values. The client
sends the generated commitment to the server. The value r should have big enough entropy
that it is deemed infeasible for server to execute a brute force attack to find the hashed values.
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Then, the algorithm continues as previously, and when client needs to send JvKC and JMSKC to
the server, the client also sends the value r. Then, before the server checks the MAC for the
values, the server calculates the hash of the values sent by client, and if the hash is not equal to
the commitment previously sent by client, then the server aborts.

Algorithm 4: AA-Declassification protocol with same-time opening: declassify
Input: 〈〈v〉〉 = (JvK, JMSK, JMCK), where v ∈ Zq, MS = JvKC ·∆S and MC = JvKS ·∆C

Output: v

1 C: generate a random r of sufficient length

2 C→ S: h← H(JvKC, JMSKC, r)

3 S→ C: JvKS and JMCKS

4 C: stop if JvKS ·∆C − JMCKC 6= JMCKS

5 C→ S: JvKC, JMSKC and r

6 S: stop if h 6= H(JvKC, JMSKC, r)

7 S: stop if JvKC ·∆S − JMSKS 6= JMSKC

8 C and S: return JvKC + JvKS

For declassifying values shared with AP-security, the algorithm is mostly the same. The only
change is removing the client’s MAC: value MC is removed from line 3, and line 4 with the
client checking the MAC is also removed.

3.1.3 convbit
Algorithm convbit is described in the beginning of section 4 in Trilithium, but not explicitly
written out. The following description of the algorithm is taken from. The algorithm takes a
bit b shared modulo 2 as input and shares it modulo Q1, where Q1 is given as a parameter. The
algorithm uses CR, which consists of a bit shared modulo 2, denoted as 〈〈b′〉〉(2), and the same
bit shared modulo Q1, denoted as 〈〈c′1〉〉(Q1). The algorithm first calculates 〈〈b〉〉(2) + 〈〈b′〉〉(2) and
declassifies it. Since b′ is random, the declassified value also looks random. If the declassified
value is 0, it means that b = b′, meaning c′1 corresponds also to the bit b, and 〈〈c′1〉〉 is returned. If
the declassified value is 1, then b 6= b′, meaning c′1 does not correspond to the bit b, and 1−〈〈c′1〉〉
is returned.

For this thesis, it was needed that the algorithm returns value 〈|c2|〉(Q2) in addition to 〈〈c1〉〉(Q1).
Algorithm 5 shows this modified version. For the modification, value c′2 was added to CR, such
that c′1 = c′2. An additional parameter Q2 was also added, which marks the modulus which is
used to share c′2. The algorithm was modified to return also 〈|c′2|〉 or 1− 〈|c′2|〉 in addition to 〈〈c′1〉〉
or 1− 〈〈c′1〉〉. Client’s MAC of the value c′2 or 1− c′2 is discarded because it is not needed later.
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Algorithm 5: convbit (not written as algorithm in Trilithium)
Par: Moduli Q1, Q2

CR: 〈〈b′〉〉(2) and 〈〈c1′〉〉(Q1), 〈〈c′2〉〉(Q2), s.t. b′ = c1
′ = c′2

Input: 〈〈b〉〉(2)

Output: 〈〈c1〉〉(Q1), 〈|c2|〉(Q2), s.t. b = c1 = c2

1 d← declassify(〈〈b〉〉(2) + 〈〈b′〉〉(2))

2 if d = 0 then ∀i ∈ {1, 2} :〈〈ci〉〉(Qi) ← 〈〈ci′〉〉(Qi) else ∀i ∈ {1, 2} :〈〈ci〉〉(Qi) ← 1− 〈〈ci′〉〉(Qi)

3 return 〈〈c1〉〉(Q1), 〈|c2|〉(Q2)

3.1.4 symm_rp
Algorithm symm_rp, (Algorithm 9 in Trilithium), takes as input a number w shared modulo
q and shares it to characteristic vectors (CVs) of its digits using mixed-radix base r given as
parameter. Characteristic vector of value v means a vector with length equal to maximum possible
value of v, where each element is 0, except for the element in v-th position, which is 1. Algorithm
symm_rp is symmetric in relation to the parties, except the internal workings of the algorithm
declassify. Mixed-radix base r = (r0, r1, . . . , rn−1) ∈ Nn is chosen such that multiplying all
radixes results in a number at least 2q, meaning Rn > 2q where R0 = 1 and Ri = Ri−1 · ri−1.
For a value v ∈ [2q] there exists a unique representation v0, v1, . . . , vn in mixed-radix base r,
such that each digit is smaller than the radix corresponding to it, i.e. 0 ≤ vi < ri, and v can be
constructed using the formula v =

∑n−1
i=0 Ri · vi. The length of the CV corresponding to vi is ri,

as ri is the highest possible value for digit vi. The lower bound for the product of the radixes,
and the upper bound for v is 2q instead of q because the algorithm actually randomly chooses
whether to represent the value w or w + q, so both of these values have to be representable in r.

Algorithm symm_rp uses CR, which consists of a value s shared modulo q, and characteristic
vector di for each digit of s, shared modulo 2. First, the algorithm extends all these characteristic
vectors di with zeros, such that the length of the vector di becomes 2ri instead of ri to avoid
rotating the value 1 out of the vector later. Value 〈〈w〉〉 − 〈〈s〉〉 is calculated and declassified,
resulting in y. Note that subtraction is done modulo q, meaning y = w − s or y = w − s+ q.
Value y is represented in r as (z0, . . . , zn−1). After that, a loop iterates over the length of all
radixes in r, and for each iteration i, it rotates the vectors di right by the value zi or zi + 1

depending on whether 1 was needed to carry over from the previous vector. Since CV-s di

correspond to the digits of s, and CV-s zi correspond to the digits of y, the loop basically adds
together s and y, meaning the result corresponds to either y + s or y + s− q. If y is substituted,
it results in w, w + q or w − q, but result w − q would be out of bounds of [2q] so it is never
achieved. The result w or w + q of the loop is represented as vector (p0, . . . , pn−1) where the
length of each pi is 2ri, and each element in each vector is shared modulo 2. With another loop,
each vector is made into a true characteristic vector of the digit by summing up pi,j and pi,j+r for
each j ∈ ri. The algorithm convbit is also used inside this loop to make all elements in each
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vector shared modulo q instead of modulo 2. These bits shared modulo q are returned. Although
all elements in the characteristic vectors are returned, some of them can be considered dead,
meaning they will not be used when symm_rp is called inside high_bits.

For this thesis, it was needed that in addition to the CV-s of the digits of w or w + q shared
modulo q with AA-security, the same values are also returned modulo P with only AP-security.
The modified version of the algorithm is 10. The modification is achieved by returning also the
second output that the modified convbit produces.

Algorithm 6: Symmetric reshare to parts (Alg. 9 in Trilithium): symm_rp
Par: r = (r0, . . . , rn−1) and P , where

∏
ri ≥ 2q

CR: 〈〈s〉〉(q). 〈〈d0〉〉(2), . . . , 〈〈dn−1〉〉(2): CV-s of digits of s
Input: 〈〈w〉〉(q)

Output: 〈〈b0〉〉(q), . . . , 〈〈bn−1〉〉(q), CV-s of digits of either w or w + q (but never of 2q − 1),
〈|b′

0|〉(P ), . . . , 〈|b′
n−1|〉(P ), where ∀i: b′

i = bi

1 ∀i: append 〈〈di〉〉 with 〈〈0〉〉-s, s.t. its length becomes 2ri

2 y ← declassify(〈〈w〉〉 − 〈〈s〉〉)

3 (z0, . . . , zn−1)← the digits of y

4 for i = 0 to n− 1 do

5 〈〈p′
i〉〉 ← rotate_right(〈〈di〉〉, zi)

6 〈〈p′′
i 〉〉 ← rotate_right(〈〈di〉〉, zi + 1)

7 〈〈pi〉〉 ← if i = 0 then 〈〈p′
0〉〉 else 〈〈ci〉〉 ? 〈〈p′′

i 〉〉 : 〈〈p′
i〉〉;

8 〈〈ci+1〉〉 ←
∑2ri−1

j=ri
〈〈pi,j〉〉

9 for i ∈ [n], j ∈ [ri] do

10 (〈〈bi,j〉〉(q), 〈|b′i,j|〉(P ))← convbit[[q, P ]](〈〈pi,j〉〉(2) + 〈〈pi,j+ri〉〉(2))

11 /* 〈〈bi,j〉〉(q) is dead if i ≤ 3 and j ≥ 1. 〈|b′i,j|〉(P ) is dead if i ≤ 3 */

12 return 〈〈b0〉〉, . . . , 〈〈bn−1〉〉, 〈|b′
0|〉(P ), . . . , 〈|b′

n−1|〉(P )

3.1.5 zero_check
Algorithm zero_check (Algorithm 8 in Trilithium) takes value 〈〈v〉〉(q) as input, and returns
〈〈b〉〉(q), which is a boolean value that shows whether v = 0. The algorithm expects v to be smaller
than parameter B. The algorithm uses CR, which consists of 〈〈m〉〉(q) and characteristic vector
〈〈t〉〉(q) of value bm/ac, where a = bq/Bc. The algorithm calculates d ← declassify(〈〈m〉〉 +
a · 〈〈v〉〉) and then returns the value at index bd/ac of t. If v = 0, then d = m, meaning that
tbd/ac = tbm/ac, which is equal to 1 since t is the characteristic vector of bm/ac. If v 6= 0, then
the difference between d and m is big enough that bd/ac 6= bm/ac, which means that tbd/ac is 0.
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For this thesis, it was needed that the algorithm returns in addition to bit b shared modulo q with
AA-security, also the same bit shared modulo P with AP-security. The modified version of the
algorithm is algorithm 7. The modification is achieved by generating CR such that in addition to
CV t shared modulo q with AA-security, also the same CV is generated shared modulo P with
AP-security. The index, on which the element that is supposed to be returned by the algorithm,
is calculated the same way as for the first CV t.

Algorithm 7: Checking whether a value is 0 (Alg. 8 in Trilithium): zero_check
Par: B ∈ N and P . Denote a = bq/Bc
CR: 〈〈m〉〉(q). 〈〈t〉〉(q), 〈|t′|〉(P ), s.t. |t| = B + 1, t = cv(bm/ac), t′ = t
Input: 〈〈v〉〉(q), where v < B

Output: 〈〈b〉〉(q), 〈|b′|〉(P ) s.t. b ∈ {0, 1}, b = 1⇔ v = 0, b′ = b

1 d← declassify(〈〈m〉〉+ a · 〈〈v〉〉)

2 return 〈〈tbd/ac〉〉, 〈|t′bd/ac|〉(P )

3.1.6 high_bits
Algorithm high_bits (algorithm 10 in Trilithium) takes a shared value w as input, and using
parameter α, it returns wH = bw/αc, which basically shows that if all numbers in [q] were
divided into s = (q − 1)/α buckets, each with size α, then in which bucket the value w falls
into. First, w′ is calculated by adding about half of one bucket size to w. Mixed-based radix r
is selected based on whether the value of α is 190464 or 523776. The value w′ (or w′ + q) is
converted to a number in base r using algorithm symm_rp. For both cases of r, the product
of r1, . . . , r3 is equal to α, which means that if w′ is stored in base r, then the most significant
digit basically holds the value wH = bw/αc, and if w′ + q is stored, then the most significant
digit holds the value wH + s since the digits of q are (1, 0, 0, 0, s). Value f is constructed by
summing up the first element of the CV for the first 4 digits, and summing up the second half of
the CV of the last digit. Bit c is calculated using algorithm zero_check on the value 5− f , and
it shows whether it is true that the first 4 digits of w′ in r are zeros and the last digit is bigger
than s. The final result v is constructed using the CV of the most significant digit, and bit c. If
the value of the most significant digit is less than s, then the digit itself is selected, and if it is at
least s, then s is subtracted from the value of the digit, except when the bit c is 1, in which case
s− 1 is subtracted from the digit.

For this thesis, it was needed that in addition to 〈〈v〉〉(q), also value 〈|v′|〉(P ) is returned, such
that v = v′. This modification can be seen in algorithm 8. The modification is achieved by
using the modified version of symm_rp and zero_check to receive second output from both of
them, with the second output shared with AP-security modulo P , and then using these values to
calculate result 〈|v′|〉(P ) the same way as 〈〈v〉〉(q) is calculated using the original values.
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Algorithm 8: Finding the high bits of a value (Alg. 10 in Trilithium): high_bits
Par :ML-DSA parameter α = 2 · γ2. Let s = (q − 1)/α. P
Input: 〈〈w〉〉
Output: 〈〈v〉〉, 〈|v′|〉(P ), s.t. v = wH= v′

1 〈〈w′〉〉 ← 〈〈w〉〉+ (α/2− 1)

2 r← (r0, . . . , r4) =

(31, 24, 16, 16, 2s+ 1), if α = 190464

(31, 33, 32, 16, 2s+ 1), if α = 523776

3 (〈〈b0〉〉, . . . , 〈〈b4〉〉), (〈|b′
0|〉(P ), . . . , 〈|b′

4|〉(P ))← symm_rp[r, P ](〈〈w′〉〉)

4 〈〈f〉〉 ←
∑3

i=0〈〈bi,0〉〉+
∑2s

i=s+1〈〈b4,i〉〉

5 〈〈c〉〉, 〈|c′|〉(P ) ← zero_check[6, P ](5− 〈〈f〉〉)

6 〈〈v〉〉 ←
(∑s−1

i=0 i · 〈〈b4,i〉〉
)
+
(∑2s

i=s(i− s) · 〈〈b4,i〉〉
)
− 〈〈c〉〉

7 〈|v′|〉(P ) ←
(∑s−1

i=0 i · 〈|b′4,i|〉(P )
)
+
(∑2s

i=s(i− s) · 〈|b′4,i|〉(P )
)
− 〈|c′|〉(P )

8 return 〈〈v〉〉, 〈|v′|〉(P )

3.1.7 gcom
Algorithm gcom (algorithm 11 in Trilithium) takes as input the matrix A, which is part of the
public key, and generates Fiat-Shamir-with-Aborts (FSwA) commitment. First, a secret shared
ephemeral secret y is generated, and then w = A · y is calculated, and algorithm high_bits is
used on that to get wH . The algorithm returns secret shared y and wH from that.

For this thesis, it is needed that in addition to 〈〈wH〉〉(q), also 〈|wH |〉(P ) is returned, which is
achieved by using the modified high_bits algorithm, and also returning its second outputs in
addition to the first outputs. The modified algorithm is algorithm 9.

Algorithm 9: Computing the FSwA commitment (Alg. 11 in Trilithium): gcom
Par: P , ML-DSA parameters k, `, α, γ1
Input: A
Output: commitment 〈〈wH〉〉 and 〈|wH |〉(P ), ephemeral secret 〈〈y〉〉

1 foreach i ∈ [`], t ∈ [256], u ∈ [(log γ1) + 1] do

2 〈〈bi,t,u〉〉 ← randbit()

3 〈〈y〉〉 ←
(∑255

t=0(−γ1 +
∑log γ1

u=0 2u · 〈〈bi−1,t,u〉〉) ·X t
)`
i=1

4 〈〈w〉〉 =
(∑255

t=0〈〈wi−1,t〉〉 ·X t
)k
i=1
← A · 〈〈y〉〉

5 foreach i ∈ [k], t ∈ [256] do

6 〈〈wH
i,t〉〉, 〈|wH

i,t|〉(P ) ← high_bits(〈〈wi,t〉〉)

7 return 〈〈y〉〉, 〈〈wH〉〉, 〈|wH |〉(P )
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3.1.8 asymm_rp
Output of gcom holds integer values, but since the circuit for SHAKE256 hash function requires
bit manipulation, binary values are needed. Although it is possible to have integer input wires,
and then convert the values to bits, it is cheaper to do the conversion before inserting the values
in the garbled circuit. To convert integers to bits, function asymm_rp from Trilithium is used.

Algorithm asymm_rp (algorithm 12 in Trilithium) takes as input a value v, which is shared with
AP-security modulo q. There are parameters for output modulus Q, radix r ≤ Q+1

2
and output

length d. The algorithm uses CR which consists of value m given only to C, a MAC M shared
modulo q for server to check m, and MAC r shared modulo Q for server to check value split(m),
where split operation splits its input value into d digits in base r. The algorithm returns vector p
shared with AP-security modulo Q, such that when each digit is declassified modulo Q, and the
digits are combined together using radix r to calculate the full value, then the result is equal to
the input value v modulo q.

The algorithm starts by client sharing its secret input JvKC into 2 parts, with m being the first
one, and the second part w is calculated accordingly. The client also calculates the MAC for w,
and sends it to server together with w. The server checks the MAC for w. Now, m is considered
client’s share, and JvKS +w is considered server’s share. Both parties split their share into digits
and return the result.

The algorithm asymm_rp was not used in original Trilithium for the value wH , but it was used
only later in the algorithm. Using the algorithm for wH required changing only the parameters.
The algorithm with modified parameters is algorithm 10. In the original algorithm, ML-DSA
parameter q was used as the input modulus, but since the modulus of 〈|wH |〉 is P , the input
modulus should not be fixed, so the input modulus q′ was added as a parameter. To get input
for garbled circuit, asymm_rp is used with parameters q′ = P,Q = 2, r = 2. For original
Trilithium, there is restriction r ≤ Q+1

2
, but in the current use case, violating it is acceptable.
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Algorithm 10: Asymmetric reshare to parts (Alg. 12 in Trilithium): asymm_rp
Par: input modulus q′, output modulus Q, radix r ≤ Q+1

2
, output length d

CR: m ∈ Z′
q to C. JMK(q′) = Jm ·∆(q′)

S K(q′) and JrK(Q) = Jsplit(m) ·∆(Q)
S K(Q)

Input: 〈|v|〉(q′) = (JvK(q′), JV K(q′))
Output: 〈|p|〉(Q), s.t. split−1(JpK(Q)

C + JpK(Q)
S ) = v (mod q′)∑|r|−1

i=0 Ri · (JpiKC + JpiKS) = v (mod q′)

1 C: w ← JvK(q
′)

C −m and Mw ← JV K(q
′)

C − JMK(q
′)

C

2 C→S: w,Mw

3 S: stop if Mw 6= w ·∆(q′)
S − (JV K(q

′)
S − JMK(q

′)
S )

4 S: 〈|p|〉(Q)
S ← (split((JvK(q

′)
S + w) mod q′), JrK(Q)

S )

5 C: 〈|p|〉(Q)
C ← (split(m), JrK(Q)

C )

6 return 〈|p|〉(Q)

According to algorithm 3, output of asymm_rp is used as input to the garbled circuit, which
will be described later.

3.2 Mistakes in Existing Trilithium Proofs
The proofs of Trilithium were studied for this thesis to add necessary modifications so that the
proofs correspond to the modified versions of the algorithms. During analyzing the Trilithium
proofs, it was discovered that the simulators have two reoccurring errors in them. The first
mistake assumes behavior from the adversary, which does not correspond to the real protocol
execution. The second mistake has incorrect logic in the proofs. The two subsections of this
section describe these mistakes and the possible solutions. These solutions are both used in the
proofs created for this thesis.

3.2.1 Adversary Sending its Secret Input to the Simulator
The simulators in the original Trilithium article expect the adversary to send their secret input to
the simulator when computation is started. An example of this is in section B.8 of Trilithium in
the simulator for corrupted client, where there is a sentence During computation, the simulator
receives the input (compute, sid, 〈〈w〉〉C) fromA. This behavior fromA is not realistic, because
if the adversary thinks that they are controlling a machine in the real protocol, they might not send
their secret input to the machine, but rather send exact messages that the machine is supposed to
forward to the other machine and ideal functionalities in the protocol.

Luckily, from these messages, it is mostly possible to calculate, what the adversary should send
to the ideal functionality that the simulator is communicating to. This is possible, because the
inputs to the ideal functionalities in the protocol are calculated by adding or subtracting the CR
from A’s original shares, or with some other kind of easy computation that the simulator has all
inputs for and thus can calculate itself.
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However, it is not possible for the simulator to calculate the corrupted party’s share of the
corrupted party’s MAC, as A has never a reason to send it or anything calculated from it to any
other component. The simulator needs to know this MAC share to be able to construct valid
pairs of a value and its share of MAC. The ideal functionalities can be modified to give this MAC
share to the simulator. For example, if X is corrupt, then the ideal functionality can use honest
X’s input and X’s MAC key to calculate mX〈〈v〉〉X = v〈〈v〉〉X ·∆X − mX〈〈v〉〉X, and send it to the
simulator. It is acceptable for the ideal functionality to disclose this information to the attacking
party, because the attacker already knows this value.

In Trilithium proofs, sometimes the adversary’s share of CR is even generated after the simulator
gets to know adversary’s secret input, for example in Trilithium section B.7, in the simulator for
corrupted client, A sends the CR request to the simulator after the simulator knows adversary’s
shares. Theoretically, in such proofs, the simulator could generate the adversary’s share of CR
using adversary’s secret input. Using adversary’s secret input to generate CR for adversary is
not realistic, because in many real protocols, already the first message sent by some machine is
expected to be constructed using the CR, which means that the simulator has to generate CR
and send it to the adversary before receiving any messages containing adversary’s secret inputs,
so the simulator has no way of knowing the adversary’s secret inputs. Fortunately, none of the
proofs in Trilithium depends on this loophole for CR generation.

3.2.2 Assuming the adversary Does not Know the Honest Party’s MAC Key
Second problem with proofs in Trilithium is that when the ideal functionality in the protocol
is supposed to perform MAC check on the adversary’s input, then the simulators just check
whether the value and the share of MAC corresponding to it match the expected values. This is
done for example in section B.9 in Trilithium in the simulator for corrupted client, where it is
written If the adversary changes either the v-component or the ms-component of 〈〈w′〉〉C, then
the simulator tells Fhigh_bits to stop.

In reality, performing MAC check is not equal to checking whether the received value matches the
expected value, so this kind of simulators do not make the ideal functionality indistinguishable
from the real protocol, as UC proofs should do. In all functionalities besides FML-DSA, the MAC
keys are given by the environment. Since environment and adversary basically work together to
distinguish whether they are communicating to the real or ideal protocol, the environment can
tell the honest party’s MAC key to the adversary. When the adversary is expected to send a share
of a value and a share of its MAC in the protocol, the adversary can choose a different value
and MAC pair such that MAC check would pass. For example, when adversary corrupting X is
expected to send JvKX and JMXKX, adversary knowing honest party’s MAC key ∆X can calculate
JMXKX using equation JvKX ·∆X = JMXKX + JMXKX. Now, the adversary can choose Jv′KX such
that Jv′KX 6= JvKX, and calculate JM ′

XKX such that Jv′KX · ∆X = JM ′
XKX + JMXKX. When the

adversary sends Jv′KX and JM ′
XKX to X through the corrupted X in the real protocol, then X checks

the MAC and accepts. But when the adversary sends the same values to the simulator in the
ideal protocol, then the simulator rejects because Jv′KX 6= JvKX. Since ideal and real protocol
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behave differently in this case, the adversary can distinguish between the protocols, meaning the
current simulators do not prove the protocols secure in the UC framework.

The simulators cannot be modified to do the MAC check as real uncorrupted machine X does in
the real protocol, because the simulator does not know the honest party’s secret inputs, meaning
it cannot know JMXKX.

The solution would be to add a new command, to each ideal functionality that performs MAC
checks, for checking the honest party’s MAC key. Command 1 (check_delta, sid,∆′

X) checks
whether ∆′

X = ∆X where the latter is the MAC key given to the ideal functionality by the honest
party during initialization. If the check fails, then ideal functionality will abort its execution and
will not reply to any more messages. If the check passes then ideal functionality does not even try
to be secure anymore and discloses all honest party’s secret inputs to the simulator and expects
to receive back what the adversary wants the output to honest party to be. This makes it easier to
construct actions of the simulator so that the simulator continues the protocol exactly as the real
protocol would continue. It is acceptable that if the attacker guesses the honest party’s MAC
key, then the ideal functionality does not try to be secure, because in practice, the adversary
should not be able to know the honest party’s MAC key, and if the adversary knows it, then it is
clear that the protocol is not secure anymore. Adversary now having the possibility to call this
check_delta command does not make the ideal functionality less secure because the adversary
already had the possibility of knowing whether they know the honest party’s MAC key by trying
to construct correct share of MAC for some incorrect value, and seeing whether the protocol
continues or is aborted.

• On input (check_delta, sid,∆′
X) from X

1. If ∆X has not been initialized, abort.
2. If ∆′

X 6= ∆X, abort and stop answering to the next commands.
3. If some other computation command is not currently running, abort.
4. Stop the running computation command. Send all inputs that X gave for the running

computation to X. Expect to get back command (result, sid, R) from X, where R matches
the format of the result that the ideal functionality is supposed to return to X as the result of
the running command. Send R to X as the output of the running command.

Command 1. Additional command check_delta for all ideal functionalities with MAC check

When the simulator finds out the honest party’s secret input, then to continue the protocol as
honest party and ideal functionalities would do, the simulator calculates what should have the
honest party’s shares of the generated CR been for all messages simulator sent to the adversary to
correspond to the messages that the honest party would have sent in the real protocol, and based
on that, the simulator can calculate all shares that the honest party should hold at the current
step of the protocol.
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For each simulator for an ideal functionality that does MAC check, the first time when the
adversary supposedly invokes some ideal functionality which does MAC check, then the simulator
propagates the check to the ideal functionality. When next ideal functionalities are supposedly
invoked, then the simulator simulates the MAC check by first checking whether the value
corresponds to the expected value, and if not, then calculating what should have the honest
party’s MAC key been for both the expected and sent MACs to verify, and executing check_delta
command.

3.3 Updated Functionalities and Proofs
This section presents the new proofs for some of the algorithms that were changed, also taking
into account the mistakes in the original proofs, and fixing them. For the proofs to work, some
functionalities also needed changes. The updated functionalities are also presented in this section.
Since the changes were quite big, this section does not explicitly show the modifications, only
the new version is shown. All protocols and functionalities shown in this section were modified
from the original Trilithium versions.

The section describes simulators for FAA
declassify, FAP

declassify, Fconvbit and Fsymm_rp. Although the
algorithms zero_check, high_bits and gcom were also changed in the thesis, the proofs of
them would be very similar to the proof of Fsymm_rp, because they all are symmetric and are
instances of the same generic functionality, and the protocols corresponding to them are all
instances of generic protocol 4 and use FAA

declassify and the same generic functionality that they
implement themselves. The simulator for Fasymm_rp is not presented, as the algorithm itself was
not changed, only the parameters.

3.3.1 declassify
AA-secure declassification functionality and protocol
Functionality 1 is FAA

declassify (Functionality 2 in Trilithium) and it implements the declassification
algorithm with AA-security, described as algorithm 4.
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• On input (init, sid,∆X) from all honest parties X: Store ∆X.
• If both parties are honest: on input (declassify, sid, 〈〈v〉〉C) from C and (declassify, sid, 〈〈v〉〉S)

from S, where 〈〈v〉〉X = (JvKX, JMSKX, JMCKX), proceed as follows:

1. Compute v ← JvKC + JvKS. Let the boolean bX indicate whether MX verifies. Let
vX ← bX ? v :⊥.

2. Send (result, sid, vC) to C.
3. If bC, send (result, sid, vS) to S.
4. If ¬bC, send (result, sid,⊥) to S.

• If party X is corrupt: on input (declassify, sid, JvKX, JMXKX) from S and
(declassify, sid, 〈〈v〉〉X) from X:

1. Compute v ← JvKC + JvKS. Let the boolean bX indicate whether MX verifies. Let
vX ← bX ? v :⊥.

2. If C is corrupt: send (input, JvKS, JMCKS) to S. Get back (proceed, sid, bcont). Send
(result, sid, bcont ? vS :⊥) to S.

3. If S is corrupt: send (result, sid, vC) to C. If bC then send (input, JvKC, JMSKC) to S.

Functionality 1. FAA
declassify: updated ideal functionality for declassification

The description of the algorithm can be turned to the description of the real system consisting
of machinesMC andMS, and the ideal functionality for a random oracle FRO; this protocol
description is given in Protocol 1 (Protocol 2 in Trilithium). The description of FRO is given as
Functionality 2. To show that Protocol 1 securely implements Functionality 1, the simulators are
constructed.

• Internal state: A partial mapping R : U → {0, 1}η for some universal set U (that could be
thought of as a subset of all bit-strings), and for a statistical security parameter η. Initially empty.

• On input (query, sid, x) fromMC orMS or the adversary, where x ∈ U , check whether R(x) is
defined. If not, then sample h ∈ {0, 1}η and update R(x) := h. Return (answer, sid, R(x)) to
the machine that queried it.

Functionality 2. Ideal functionality FRO for a random oracle
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• On input (init, sid,∆X) from X toMX: store ∆X.
• On input (declassify, sid, 〈〈v〉〉S) from S toMS, the machineMS works as follows:

– Expect (msg0, sid, h) fromMC.
– Send (msg1, sid, v〈〈v〉〉S, mp〈〈v〉〉S) toMC.
– Expect back (msg2, sid, v〈〈v〉〉C, ms〈〈v〉〉C, r).

∗ If the message was (msg2, sid,⊥), then send (result, sid,⊥) to S and do not proceed
further.

– Send (query, sid, (v〈〈v〉〉C, ms〈〈v〉〉C, r)) to FRO.
– Receive (answer, sid, h′) from FRO.
– If h 6= h′, send (result, sid,⊥) to S (and finish).
– Recover v ← v〈〈v〉〉C + v〈〈v〉〉S.
– Verify S’s MAC: check that v〈〈v〉〉C ·∆S = ms〈〈v〉〉C + ms〈〈v〉〉S
– If the MAC verifies, send (result, sid, v) to S.
– If the MAC does not verify, send (result, sid,⊥) to S.

• On input (declassify, sid, 〈〈v〉〉C) from C toMC, the machineMC works as follows:

– Generate a random r ∈ {0, 1}η.
– Send (query, sid, (v〈〈v〉〉C, ms〈〈v〉〉C, r)) to FRO.
– Receive (answer, sid, h) from FRO.
– Send (msg0, sid, h) toMS.
– Expect (msg1, sid, v〈〈v〉〉S, mp〈〈v〉〉S) fromMS.
– Recover v ← v〈〈v〉〉C + v〈〈v〉〉S.
– Verify C’s MAC: check that v〈〈v〉〉S ·∆C = mp〈〈v〉〉C + mp〈〈v〉〉S
– If the MAC verifies, send (msg2, sid, v〈〈v〉〉C, ms〈〈v〉〉C) toMS and (result, sid, v) to C.
– If the MAC does not verify, send (msg2, sid,⊥) toMS and (result, sid,⊥) to C.

Protocol 1. AA declassification protocol

Simulator for AA-secure declassification with corrupted Client.
During declassification, the simulator receives (msg0, sid, h) from A. The value h may
have been previously generated by the simulator while it was simulating FRO. In this
case, with overwhelming probability, there is only a single entry (v〈〈v〉〉C, ms〈〈v〉〉C, r) that
corresponds to h in the partial function R, so the simulator knows v〈〈v〉〉C and ms〈〈v〉〉C that
were supposedly hashed. Simulator sends (declassify, sid, v〈〈v〉〉C, ms〈〈v〉〉C) to FAA

declassify and
gets back (input, sid, v〈〈v〉〉S, mp〈〈v〉〉S). If h was not previously sent by the simulator to A,
then simulator generates random values v〈〈v〉〉C and ms〈〈v〉〉C to send to FAA

declassify, in which
case FAA

declassify will later most likely send ⊥ to the honest server, which corresponds to the real
protocol, because if the client did not calculate h honestly, then most likely the commitment
check made later by the server would also fail. Simulator sends (msg1, sid, v〈〈v〉〉S, mp〈〈v〉〉S)
to A and gets back (msg2, sid, v〈〈v〉〉C, ms〈〈v〉〉C, r) or (msg2, sid,⊥). Simulator checks that
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R(v〈〈v〉〉C, ms〈〈v〉〉C, r) = h, and if it holds true, then sends (proceed, sid, true) to FAA
declassify.

Otherwise, simulator sends (proceed, sid, false) to FAA
declassify.

Simulator for AA-secure declassification with corrupted Server.
During declassification, the simulator generates a random h ∈ {0, 1}η and sends (msg0, sid, h)
to A. The adversary responds with (msg1, sid, v〈〈v〉〉S, mp〈〈v〉〉S) and the simulator sends
(declassify, sid, v〈〈v〉〉S, mp〈〈v〉〉S) to the ideal functionality. If the ideal functionality responds
with (input, sid, v〈〈v〉〉C, ms〈〈v〉〉C), then the simulator generates a random r, and sends
(msg2, sid, v〈〈v〉〉C, ms〈〈v〉〉C, r) to A. If A sends message supposedly to FRO querying the
value corresponding to (v〈〈v〉〉C, ms〈〈v〉〉C, r), then the simulator always responds with h.

AP-secure declassification functionality and protocol
Functionality corresponding to FAP

declassify is functionality 3 (Functionality 6 in Trilithium), and
protocol corresponding to it is protocol 2 (Protocol 3 in Trilithium).

• On input (init, sid,∆S) from honest S: Store ∆S.
• If both parties are honest: on input (declassify, sid, 〈|v|〉C) from C and (declassify, sid, 〈|v|〉S)

from S, where 〈|v|〉X = (JvKX, JMSKX), proceed as follows:

1. Compute v ← JvKC + JvKS. Let the boolean bS indicate whether MS verifies. Let
vS ← bS ? v :⊥.

2. Send (result, sid, v) to C and (result, sid, vS) to S.

• If one party is corrupted, then on input (declassify, sid, 〈|v|〉C) from C or S, and either
(declassify, sid, 〈|v|〉S) from honest S or (declassify, sid, JvKS) from S , proceed as follows:

1. Compute v ← JvKC + JvKS. Let the boolean bS indicate whether MS verifies. Let
vS ← bS ? v :⊥.

2. If C is corrupt: send (input, JvKS) to S . Get back (proceed, sid, bcont). Send
(result, sid, bcont ? vS :⊥) to S.

3. If S is corrupt: send (result, sid, v) to C, and send (input, JvKC, JMSKC) to S.

Functionality 3. FAP
declassify: updated ideal functionality for declassification
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• On input (init, sid,∆S) from S toMS: store ∆S.
• On input (declassify, sid, 〈|v|〉S) from S toMS, the machineMS works as follows:

– Expect (msg0, sid, h) fromMC.
– Send (msg1, sid, v〈|v|〉S) toMC.
– Expect back (msg2, sid, 〈|v|〉C, r).
– Send (query, sid, (〈|v|〉C, r)) to FRO.
– Receive (answer, sid, h′) from FRO.
– If h 6= h′, send (result, sid,⊥) to S (and finish).
– Recover v ← v〈|v|〉C + v〈|v|〉S.
– Verify S’s MAC: check that v〈|v|〉C ·∆S = ms〈|v|〉C + ms〈|v|〉S
– If the MAC verifies, send (result, sid, v) to S.
– If the MAC does not verify, send (result, sid,⊥) to S.

• On input (declassify, sid, 〈|v|〉C) from C toMC, the machineMC works as follows:

– Generate a random r ∈ {0, 1}η.
– Send (query, sid, 〈|v|〉C, r) to FRO.
– Receive (answer, sid, h) from FRO.
– Send (msg0, sid, h) toMS.
– Expect (msg1, sid, v〈|v|〉S) fromMS.
– Recover v ← v〈|v|〉C + v〈|v|〉S.
– Send (msg2, sid, 〈|v|〉C, r) toMS and (result, sid, v) to C.

Protocol 2. AP declassification protocol

Simulator for AP-secure declassification with corrupted Client.
During declassification, the simulator receives (msg0, sid, h) from A. The value h may have
been previously generated by the simulator while it was simulating FRO. In this case, with
overwhelming probability, there is only a single entry (〈|v|〉C, r) that corresponds to h in the
partial function R, so the simulator knows 〈|v|〉C that was supposedly hashed. Simulator sends
(declassify, sid, 〈|v|〉C) to FAP

declassify and gets back (input, sid, v〈|v|〉S). If h was not previously
sent by the simulator to A, then simulator generates random values v〈|v|〉C and ms〈|v|〉C to send
to FAP

declassify, in which case FAP
declassify will later with overwhelming probability send ⊥ to the

honest server, which corresponds to the real protocol, because if the client did not calculate h

honestly, then the commitment check made later by the server is expected to also fail. Simulator
sends (msg1, sid, v〈|v|〉S) toA and gets back (msg2, sid, 〈|v|〉C, r) or (msg2, sid,⊥). Simulator
checks that R(〈|v|〉C, r) = h, and if it holds true, then sends (proceed, sid, true) to FAP

declassify.
Otherwise, simulator sends (proceed, sid, false) to FAP

declassify.

Simulator for AP-secure declassification with corrupted Server.
During declassification, the simulator generates a random h ∈ {0, 1}η and sends
(msg0, sid, h) to A. The adversary responds with (msg1, sid, v〈|v|〉S) and the simulator
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sends (declassify, sid, v〈|v|〉S) to the ideal functionality. When the ideal functionality
responds with (input, sid, v〈|v|〉C, ms〈|v|〉C), then the simulator generates a random r, and sends
(msg2, sid, v〈|v|〉C, ms〈|v|〉C, r) to A. If A sends message supposedly to FRO querying the value
corresponding to (v〈|v|〉C, ms〈|v|〉C, r), then the simulator always responds with h.

3.3.2 convbit
A new generic functionality 4 is presented, which can be used for the modified algorithms, which
now take inputs shared with AA-security, and return some outputs shared with AA-security and
some with AP-security. This is based on Functionality 3 in Trilithium. The predicate B() is
always 1 for all algorithms except zero_check, where it might be also 0, but in practice never
is, as described in Trilithium. This functionality simulates the generic protocol 4.

Protocol for Fconvbit uses FAA
declassify and Foffl

Alg (instance of functionality 7).

• On input (init, sid,∆X) from a party X: Store ∆X.
• On input (compute, sid, 〈〈vpriv〉〉X, vpub) from all honest parties X, and if applicable then input
(get_mac, sid) from dishonest party X, do the following:

– If X is corrupt, calculate mX〈〈v
priv〉〉X = v〈〈vpriv〉〉X ·∆X − mX〈〈v

priv〉〉X and send it to S.

– Expect input (compute, sid, v,mX〈〈vpriv〉〉X) from X.

– Recover vpriv from the shares; check the MACs. If an honest party’s MAC does not verify,
then stop.

– Generate random r of the type expected by f .
– If B(vpriv, vpub) = 0, then send (vpriv, vpub) to S and get back w1, w2. Otherwise compute

w1, w2 = f(vpriv, vpub, r).
– If a party X is dishonest, then receive (output, sid, 〈〈w1〉〉X, 〈|w2|〉X) or abort command

from S.
– Secret-share w1 (using ∆C and ∆S)and w2 (using ∆S), resulting in 〈〈w1〉〉and 〈|w2|〉

respectively. If S sent X’s share in the previous step, use that share, otherwise share
randomly.

– Send (result, sid, 〈〈w1〉〉X, 〈|w2|〉X) to all honest parties X.

Functionality 4. Generic functionality for computing a function f with AA-secure input, and
AA- and AP-secure outputs

Simulator for corrupted client
During initialization, the simulator receives the initialization message fromA, and learns Client’s
MAC keys ∆C from it. The simulator forwards the same command to Fconvbit.

The simulator waits for A to ask for correlated randomness, and sends random 〈〈b′〉〉C, 〈〈c′1〉〉C
and 〈〈c′2〉〉C to the adversary, as if coming from Foffl

convbit.

The simulator sends command (get_mac, sid) to Fconvbit and receives mp〈〈b〉〉C. The simulator
calculates mp〈〈d〉〉C = mp〈〈b〉〉C + mp〈〈b′〉〉C.
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The simulator receives the input (declassify, sid, v〈〈d〉〉C, ms〈〈d〉〉C) meant for FAA
declassify from A.

The simulator chooses random v〈〈d〉〉S and calculates mp〈〈d〉〉S = v〈〈d〉〉S ·∆C − mp〈〈d〉〉C and
sends them to A, who sends back bit bcont. If bcont = false, then simulator aborts 9.

If A sends check_delta command during time where FAA
declassify is supposedly running, the

simulator sends the same command with same argument to Fconvbit. If Fconvbit aborts, simulator
also aborts. If Fconvbit does not abort for the check_delta command and responds with 〈〈b〉〉S,
then simulator calculates what should have 〈〈b′〉〉S been for the MACs to verify, and if v, mp〈〈d〉〉S
is already sent to A, then also v, mp〈〈d〉〉S = v, mp〈〈b〉〉S + v, mp〈〈b′〉〉S to hold, and then calculates
〈〈d〉〉S = 〈〈b〉〉S + 〈〈b′〉〉S, and sends 〈〈d〉〉S to A. The simulator waits A to send the value d

to the simulator, and generates valid 〈〈c′1〉〉S and 〈〈c′2〉〉S such that the MACs would verify and
b′ = c′1 = c′2, and calculates the final result as honest S would do and sends it to Fconvbit.

The simulator calculates v, ms〈〈b〉〉C = v, ms〈〈d〉〉C− v, ms〈〈b′〉〉C and sends that toFconvbit. IfFconvbit

aborts because MAC check failed, forward the abort to A. This MAC check result is the same as
FAA

declassify would produce due to the homomorphic properties of the MACs. If Fconvbit does not
abort for the MAC check, it waits for the output share of C.

The simulator knows d, 〈〈c′1〉〉C and 〈|c′2|〉C, so it can calculate 〈〈c1〉〉C and 〈|c2|〉C as C would do,
and sends them to Fconvbit.

Simulator for corrupted server
The simulator for corrupted server works almost the same as the simulator for corrupted client, the
only difference comes from the fact that FAA

declassify is asymmetric. In the simulator for corrupted
server, if A sends their input to FAA

declassify, then the simulator does not send v〈〈d〉〉C and ms〈〈d〉〉C
to A immediately, but sends the input to Fconvbit and waits for the MAC check result, and only if
the MAC check passes, then sends its shares toA. Additionally, since FAA

declassify does not allow S
to abort execution, the simulator for corrupted server does not expectA to send bit bcont denoting
whether to continue or abort.

3.3.3 symm_rp
Fsymm_rp is an instance of functionality 4 and simulates protocol 4. The protocol uses FAA

declassify,
Fite (also an instance of functionality 4), Fconvbit and Foffl

Alg (instance of functionality 7).

Simulator for corrupted client
During initialization, the simulator receives the initialization message fromA, and learns Client’s
MAC keys ∆C from it. The simulator forwards the same command to Fsymm_rp.

9Since Fconvbit does not expect the abort message yet, actually the simulator continues communication with Fconvbit
with random messages, until there is possibility to abort, and then aborts. SinceFconvbit does not send the termination
cause to honest S, it is not a problem if the random messages cause the MAC check to fail, and thus Fconvbit aborts
itself. This footnote applies to all simulators for cases where simulator is supposed to abort but ideal functionality
does not expect an abort message yet.
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The simulator waits for A to ask for CR, and sends random 〈〈s〉〉C and 〈〈d0〉〉C, . . . , 〈〈dn−1〉〉C to
the adversary, as if coming from Foffl

symm_rp.

The simulator sends command (get_mac, sid) toFsymm_rp and receives mp〈〈w〉〉C. The simulator
calculates mp〈〈y〉〉C = mp〈〈w〉〉C − mp〈〈s〉〉C.

The simulator receives the input (declassify, sid, v〈〈y〉〉C, ms〈〈y〉〉C) meant for FAA
declassify from A.

The simulator chooses random v〈〈y〉〉S and calculates mp〈〈y〉〉S = v〈〈y〉〉S ·∆C − mp〈〈y〉〉C and
sends them to A, who sends back bit bcont. If bcont = false, the simulator aborts.

If A sends check_delta command directed to some ideal functionality Fsub used in the real
protocol, while Fsub is supposedly being executed, then the simulator sends check_delta
command with the same arguments to Fsymm_rp. If Fsymm_rp aborts, the simulator also aborts.
If Fsymm_rp does not abort and responds with 〈〈w〉〉S, then the simulator calculates what should
have 〈〈s〉〉S and 〈〈d0〉〉S . . . 〈〈dn−1〉〉S been for the MACs to verify, values di to be CV-s of digits
of s, and if v, mp〈〈y〉〉S is already sent to A, then also v, mp〈〈y〉〉S = v, mp〈〈w〉〉S − v, mp〈〈s〉〉S to
hold. Now the simulator has all S’s secret inputs and CR that honest S would have gotten from
Foffl

symm_rp. The simulator can construct the input that the honest S would have given to Fsub, and
send it to A. If the execution of the protocol is far enough that some ideal functionality has
already been supposedly executed, the simulator can calculate, what should have the unclassified
output of this supposedly executed functionality been, and using C’s share sent by A, calculate,
what should have S’s share been, and use that share going forward. The simulator continues the
protocol as honest S would do, and in the end sends 〈〈b0〉〉S, . . . , 〈〈bn−1〉〉S, 〈|b0|〉S, . . . , 〈|bn−1|〉S
to Fsymm_rp.

To continue simulating FAA
declassify, the simulator calculates v, ms〈〈w〉〉C = v, ms〈〈y〉〉C + v, ms〈〈s〉〉C

and sends that to Fsymm_rp. If Fsymm_rp aborts because MAC check failed, forward the abort to
A. This MAC check result is the same as FAA

declassify would produce due to the homomorphic
properties of the MACs. If Fsymm_rp does not abort, it waits for the output share of C.

Next,Awill invokeFite n−1 times in a row. Since the simulator knows the declassified value y, it
can calculate y’s digits (z0, . . . , zn−1), and also having generated the values 〈〈d0〉〉C, . . . , 〈〈dn−1〉〉C
itself, the simulator can calculate all inputs that A should send to Fite, and also C’s share of C’s
MAC that Fite is supposed to send to A, which the simulator will send to A when needed.

When A sends message (compute, (v,ms〈〈ci〉〉C, v,ms〈〈p′′
i 〉〉C, v,ms〈〈p′

i〉〉C)) to the simulator, the
simulator checks whether these inputs correspond to the expected values. If they do, then the
simulator waits for A to send output share 〈〈pi〉〉C. If any of the inputs does not correspond
to the expected value, then the simulator calculates ∆S

′ based on the expected value and the
real value that A sent, and sends command (check_delta,∆S

′) to Fsymm_rp. If Fsymm_rp aborts,
the simulator forwards the abort message to A. If Fsymm_rp does not abort, it instead sends S’s
private input 〈〈w〉〉S to the simulator, the simulator can calculate suitable CR and continue the
protocol as honest S would, the same way as described for case when A sends check_delta
command.
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After all executions of Fite are finished, A will invoke Fconvbit n − 1 times in a row. Again,
the simulator knows for each iteration the value that A is supposed to send, and C’s share of
C’s MAC, because parameter r is public, and A sent each 〈〈pi〉〉C to the simulator, except for
〈〈p0〉〉C, which the simulator can calculate itself from 〈〈d0〉〉C and z0. If A sends the expected
input, then the simulator waits for A to send output 〈〈bi,j〉〉C and 〈|bi,j|〉C. If A does not send
the expected input, then the simulator again calculates ∆S

′ and sends it to Fsymm_rp, and based
on the response either aborts or gets the honest S’s input 〈〈w〉〉S, the latter meaning that the
simulator can calculate suitable CR and continue the protocol as honest S would, the same way
as described for case when A sends check_delta command.

If A always gave expected inputs, meaning check_delta command was never executed on any
ideal functionality, then finally, the simulator forwards all 〈〈bi,j〉〉C and 〈|bi,j|〉C sent by A to
Fsymm_rp.

Simulator for corrupted server
The simulator for corrupted server works almost the same as the simulator for corrupted client.
The only differences are in handling FAA

declassify, and these differences are the same as described
in the simulator for Fconvbit.
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4. Adding Garbled Circuit to Trilithium
This section explains how the garbled circuit protocol works in Trilithium.

4.1 Garbled Circuit Protocol for Trilithium
In the three-party garbled circuit protocol in the background section of this thesis, the two
garblers behave almost the same way and they each have their own input. In Trilithium, there are
only two main parties, and a supporting party CRP who does not have its own input. The role of
evaluator is assigned to the server, and CRP and the client are the garblers. CRP should create
its input before the signing starts, so instead of the server creating the shares of its inputs and
sending them to the garblers, CRP generates its own share and sends it to server, and then server
calculates the client’s share and sends it to the client. The garblers agree on a shared randomness
r by using the master randomness seed chosen during the initialization of the application on the
client machine.

In the three-party garbled circuit protocol from the article, the garblers can choose their own
shares freely, but in Trilithium, the server needs to verify that the client inserted the correct
value to the circuit. For this, CRP generates the color bits of zero wirelabels of the client’s input
and corresponding MAC to it. Only the MAC is sent to server, so when the client sends the
wirelabels corresponding to its inputs, the server can verify the MAC for them, but not learn the
actual values. Since the color bit of wirelabel is equal to the color bit of zero wirelabel XORed
together with the actual bit, the server can check the MAC for wirelabels using the MACs of
zero wirelabels’ color bits and MAC of the actual values.

Algorithm 11 shows how the CRP generates CR for the garbled circuit protocol. First, the CRP
generates random values to be used as CRP’s share of the server’s input. Then, garbled circuit
and encoding and decoding information is generated. Masking vector b is generated such that
only the client’s input is masked, and CRP’s and client’s shares of the server’s input are unmasked,
and also the message µ to be signed is unmasked, because the server should be able to check all
these values. The CRP creates commitments for all wirelabels, and calculates the color bits for
the zero wirelabels of client’s secret input. Then, CRP calculates also the server’s MAC for these
color bits. The whole MAC will be given to server, so it can be imagined, that the client’s share
of the MAC is all zeroes. CRP returns to server the CRP’s share of the server’s secret input,
openings to the wirelabels of these inputs, garbled circuit, commitments to all input wirelabels
and the MAC of the color bits.
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Algorithm 11: Correlated randomness generation for garbled circuits in Trilithium
Par: circuit C, one input length l, length m of the message to be signed, total input length

t = 3 · l +m, security parameter λ
Input: randomness r, common random string crs

Output:
• To Server: CRP’s share v〈|wH |〉SCRP

of Server’s input to GC, openings
(σv〈|wH |〉SCRP

[j]⊕b[j]

j )j∈[l] of wirelabel commitments for CRP’s share, garbled circuit C̃,
commitments (Ca

j )j∈[t],a∈{0,1} for both possible values of all GC input wires, MAC

MS
〈|c0C|〉 for zero-wirelabels of Client’s input;

1 v〈|wH |〉SCRP

$←− {0, 1}l

2 C̃, e, d← Gb(1λ, C;PRF (r, "gb"))

3 b← 02l ‖ z ‖ 0m where z PRF (r,"b")←−−−−−− {0, 1}l

4 foreach j ∈ [t], a ∈ {0, 1} do

5 (Ca
j , σ

a
j )← comcrs(e[b[j]⊕ a][j])

6 v〈|c0C|〉C ← e[b[j]][j][0] for j ∈ 2l + 1 . . . 3l

7 MS
〈|c0C|〉 ← v〈|c0C|〉C ·∆S

8 return To S: v〈|wH |〉SCRP
, (σv〈|wH |〉SCRP

[j]⊕b[j]

j )j∈[l], C̃, MS
〈|c0C|〉

The garbled circuit protocol for Trilithium is shown on algorithm 12. It closely follows the
protocol from the three-party garbled circuits article explained in section, with the main difference
being that one garbler’s share is already generated in the beginning of the protocol. The value µ
is considered in this protocol the same way as client’s share of server’s input, meaning it is not
masked. Additionally, the server checks the MAC of the wirelabels of client’s secret input. In
this protocol, the evaluator does not send the output wirelabels to the garbler, for garbler to verify
that the evaluator send the honest output, but the evaluator sends already the final output to the
garbler. This does not make the protocol insecure to use in Trilithium, because in the signing
protocol, the client can check the validity of the signature before it is sent to the server. Note that
if CRP is assumed to be honest, then the client does not even need to send the garbled circuit
and the commitments to the server in the protocol, but since this assumption does not hold true
entirely, it is safer to still include it, especially since the cost of this is quite small in the actual
implementation.
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Algorithm 12: Protocol for computing c̃ during signing
Par: circuit C, hash function H(), one input length l; length m of the message to be signed;

total input length t = 3 · l +m;
CR: Output of algorithm 11: For S: v〈|wH |〉SCRP

, (σv〈|wH |〉SCRP
[j]

j )j∈[l], C̃, (Ca
j )j∈[t],a∈{0,1} ;

shared: MS
〈|c0C|〉, to both: crs

Input: shared: 〈|wH |〉(P ); to both: message to be signed µ

Output: hash c̃

Server S Client C

1 v〈|wH |〉SC
← v〈|wH |〉S ⊕ v〈|wH |〉SCRP

2 Send v〈|wH |〉SC
⇒ Receive v〈|wH |〉SC

3 C̃, e, d← Gb(1λ, C;PRF (r, "gb"))

4 b← 02l‖z‖0m where z PRF (r,"b")←−−−−−− {0, 1}l

5 foreach j ∈ [t], a ∈ {0, 1} do

6 (Ca
j , σ

a
j )← comcrs(e[b[j]⊕ a][j])

7 Receive (C̃)recv, (Ca
j )

recv ⇐ Send C̃ and (Ca
j )j∈[t],a∈{0,1}

8 Abort if (C̃)recv 6= C̃ or (Ca
j )

recv 6= Ca
j

9 Receive openings for v〈|wH |〉SC
, v〈|wH |〉C,

µ wirelabels
⇐ Send σv〈|wH |〉SC [j]

l+j , σv〈|wH |〉C[j]⊕b[2l+j]
2l+j for

j ∈ [l], and σ
µ[j]
3l+j for j ∈ [m]

10 foreach j ∈ [t] do

11 X[j]← Chkcrs(C
o[j]
j , σ

o[j]
j ) for fitting o

12 Abort if any Chk returns ⊥

13 MS
〈|cC|〉S ← MS

〈|c0C|〉S + MS
〈|wH |〉S MS

〈|cC|〉C ← MS
〈|c0C|〉C + MS

〈|wH |〉C
14 Receive MS

〈|cC|〉C ⇐ Send MS
〈|cC|〉C

15 Abort if ∃j ∈ [l] or ∃k ∈ [m] s.t. CRP

didn’t openC v〈|wH |〉SCRP
[j]

j or C didn’t open

C v〈|wH |〉SC [j]

l+j or didn’t open C
µ[k]
3l+k

16 Abort if MS
〈|cC|〉 doesn’t correspond to

color bits of opened wirelabels of v〈|wH |〉C
17 Y ← Ev(F,X)

18 c̃← D̃e(Y )

19 Send c̃ ⇒ Receive c̃

20 return c̃ return c̃
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The circuit that the parties evaluate is shown on algorithm 13. First, the server’s input is composed
of the CRP’s share and client’s share of the servers input. Then, the value wH is calculated by
adding the server’s and client’s input modulo P . Then some bits are discarded using function
w1Encode described in the ML-DSA specification [1], because these bits do not hold any
information. After that, the SHAKE256 hash function is applied to the result. In the end, this
result is sent through identity gates, meaning gates that do not change the values, and is XOR-ed
with outputs from zero-gates. This does not change the result, but is important to create valid
proof later.

Algorithm 13: C: the circuit for calculating c̃ from output of asymm_rp
Par: modulus P with which numbers are shared, collision strength of c̃ : λ
Input: v〈|wH |〉SCRP

, v〈|wH |〉SC
, v〈|wH |〉C, µ

Output: hash c̃

1 v〈|wH |〉S ← v〈|wH |〉SCRP
⊕ v〈|wH |〉SC

2 wH ← v〈|wH |〉S + v〈|wH |〉C (mod P )

3 w1← w1Encode(wH)

4 c̃← SHAKE256(µ ‖ w1, 2λ)

5 c̃[i]← IDENTITY(c̃[i])⊕ ZERO(v〈|wH |〉C[i]) for i in [len(c̃)]

6 return c̃

4.2 Proof for the Garbled Circuit Protocol
Functionality 5 is defined for calculating the SHAKE256 hash. It takes secret input 〈|wH |〉 and
message µ to sign from both parties. If malicious party wants, they can change their given µ

based on the µ given by the honest party. The functionality checks that the values of µ are equal,
recovers wH from the shares, and calculates the hash of the combination of µ and wH . The
functionality sends the output c̃ to both parties, but if the server is dishonest, then the adversary
has the possibility to change the value of c̃ that is sent to the client, as in the real protocol.
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• On input (init, sid) from C and (init, sid,∆S) from S: Store ∆S.
• On input (gc_rel, sid, 〈|wH |〉C, µC) from C and (gc_rel, sid, 〈|wH |〉S, µS) from S, do the

following:

– Allow the malicious party to query the honest party’s µ, and let malicious party change their
given µ based on the honest party’s µ.

– If µC 6= µS :

∗ If S is dishonest, send µC to S, S replies either ”abort” or ”continue”, proceed
accordingly.

∗ If S is honest, abort.

– Recover wH from the shares. Check the MAC for C’s input. If S is honest, but the MAC
does not verify, then abort.

– Calculate c̃ = H(µ ‖ wH).
– If S is honest:

∗ Send c̃ to S and C.

– If S is dishonest:

∗ Send c̃ to S.
∗ S replies with c̃′.
∗ Send c̃′ to C.

Functionality 5. Functionality FGC−related

Generic protocol 4 ΠAlg which was presented in Trilithium is used to create the protocol
corresponding to algorithm 12.

Since the client does not interact with CRP, the simulator for malicious client can easily be
constructed using the general idea from the three-party garbled circuits article. Since the server
communicates to the CRP, and communication timing between the evaluator and this garbler has
changed from the original article, the proof for malicious server cannot use the same general
idea as the proof in the article does.

Simulator for malicious client
The simulator can run the real protocol in place of CRP to generate CR. Since the simulator
does exactly the same things as CRP would in the real protocol, the CR generated by simulator
is indistinguishable from the CR generated by CRP in the real protocol, which means that the
real protocol and ideal protocol are indistinguishable by the adversary in this step. Note that
the simulator knows randomness r shared between the CRP and client, because the simulator is
simulating this CRP, so it has communicated that with the client.

When the server is expected to send v〈|wH |〉SC
to the client in the real protocol, the simulator

can send a random bitstring with the correct length l to the adversary. Since in the real protocol

v〈|wH |〉SC
= v〈|wH |〉S ⊕ v〈|wH |〉SCRP

, where v〈|wH |〉SCRP
is a random value generated by CRP,
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the value v〈|wH |〉SC
also looks random in the real protocol, which means that the protocols are

indistinguishable by the adversary in this step.

When the adversary sends C̃ and (Ca
j )j∈[t],a∈{0,1}, and expects the server to check that these

values match to the values sent by CRP, then the simulator can check them exactly how the
server would in the real protocol, using C̃ and Ca

j that it generated earlier when playing the role
of CRP. Similarly, when the adversary sends openings of wirelabels of v〈|wH |〉SC

, v〈|wH |〉C and
µ, then the simulator can check that the openings correctly open the commitments, using Ca

j ,
and also check that for v〈|wH |〉SC

, the commitment in the correct location was opened in each
commitment pair. Since the simulator does the checking operations exactly as the server does in
the real protocol, the protocols are indistinguishable by the adversary in this step.

Since the adversary sent openings of v〈|wH |〉C to the simulator, the simulator knows for each
commitment pair, whether first or second commitment was opened. Since simulator generated
CR, it knows b which is used to mask the committed values in Ca

j . Using these two pieces of
information, the simulator can calculate actual values behind the opened commitments, finding
out v〈|wH |〉C.

Since the simulator generated MS
〈|c0C|〉C itself, and the adversary sends MS

〈|cC|〉C to the simulator,
the simulator can calculate MS

〈|wH |〉C = MS
〈|cC|〉C − MS

〈|c0C |〉C.

Using openings of wirelabels of µ that the adversary sent, the simulator can construct µC, which
is the input that the adversary put into to the circuit as µ. This is done the same way as the server
does in the real protocol.

The simulator sends µC and 〈|wH |〉C = (v〈|wH |〉C, MS
〈|wH |〉C) to FGC−related.

If µC is not equal to µ that the dummy server gave toFGC−related, thenFGC−related aborts and the
simulator forwards the abort message to the adversary. Since both FGC−related in ideal protocol
and the server in the real protocol do the same check on the same values, the adversary cannot
distinguish between the protocols from knowing whether protocol was aborted in this step or not.

If MS
〈|wH |〉C does not correspond to 〈|wH |〉C, then FGC−related aborts. In that case, the simulator

forwards the abort message to the adversary. Adversary cannot distinguish whether this abort
message came originally from FGC−related in ideal protocol or it came from the server in the real
protocol, because of the homomorphic properties of MACs.

If FGC−related does not abort, it sends c̃ to the simulator. The simulator constructs such Y

that De(d, Y ) = c̃, which is easy to do in all practical garbling schemes, as discussed in the
three-party garbled circuit article [9]. Simulator sends c̃ to the adversary.

Discussion about simulator for malicious server
In the proof from the three-party garbled circuit article, the simulator gets both shares of the
evaluator’s input, uses XOR operation on them, sends it to FGC−related and gets the final answer
y as a result, and then based on y, it constructs garbled circuit, and sends it to the evaluator, as
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coming from both garblers. However, this construction cannot be used for the protocol in current
work, since CRP needs to send garbled circuit C̃ to the adversary before the adversary sends the
simulator the client’s share of the server’s input, thus before the simulator knows the final result.

There was considered option, where simulator creates false circuit, that plainly returns part of
client’s input, so simulator can just input the desired output to the circuit, but it was deemed to
be very time consuming or even impossible to construct such a circuit in a way, that evaluator
would not be able to distinguish it from the correct circuit. This is because only the operation
inside the gate can be changed unbeknownst to the evaluator, and input and output wires cannot
be changed because evaluator sees what wires are used for each gate. Since the circuit in this
work includes a hash function and hash function obfuscates, it is hard to change the gates in a
way that part of the input passes through the circuit.

Simulator for malicious server
When the adversary asks the simulator for CR, then the simulator constructs the CR the same
way as CRP would in the real protocol, with the only exception that it changes the circuit in such
way that the final identity and zero gates are swapped. Previously c̃ went through the identity
gate and first part of client’s input went through the zero gate, so using XOR operation on these
resulted in value equal to c̃. After swapping the gates, the circuit outputs the first part client’s
input instead. The adversary cannot distinguish this new garbled circuit from the original one
because the input and output wires all stay the same, and only the gate’s internal operation is
changed. Since the adversary cannot distinguish the garbled circuit from the real protocol one,
and the simulator created all other CR the same way as real CRP would, the adversary cannot
distinguish between real protocol and ideal protocol in this step.

When the adversary sends v〈|wH |〉SC
to the simulator, simulator can construct the whole v〈|wH |〉S,

because it also knows v〈|wH |〉SCRP
, as it generated it itself. Simulator sends v〈|wH |〉S to

FGC−related, queries honest client’s given µ and uses the same one, and gets c̃ as result.

When the adversary expects garbled circuit C̃ and commitments (Ca
j )j∈[t],a∈{0,1} from the client,

the simulator sends the exact same values as it did previously when playing the role of CRP.
Since in real protocol with honest CRP and the client, the values are also equal, the simulator
cannot distinguish between the protocols in this step.

When the adversary expects openings of µ, v〈|wH |〉SC
and v〈|wH |〉C from the client, the simulator

sends openings of wirelabels of µ and v〈|wH |〉SC
the same way as real client would, but constructs

v〈|wH |〉C by concatenating c̃ with the correct number of random bits. Value v〈|wH |〉C is masked
using b, as in the real protocol. Since b is a random vector only known by the garblers, the XOR
result will look random, thus the adversary cannot distinguish whether correct v〈|wH |〉C was
masked with b or a fake v〈|wH |〉C was masked with b. Since the adversary cannot distinguish
between the openings of wirelabels of v〈|wH |〉C in the real and ideal protocols, and µ and openings
of wirelabels of v〈|wH |〉SC

are created exactly the same way as in real protocol, the adversary
cannot distinguish between the protocols in this step.
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When the adversary expects the client to send client’s part of the server’s MAC on color bits of the
wirelabels corresponding to v〈|wH |〉C, the simulator can choose suitable value for MS

〈|cC|〉C such
that MS

〈|cC|〉C + MS
〈|cC|〉S is equal to ∆S multiplied by color bits of the wirelabels of v〈|wH |〉S.

Simulator can calculate it because it knows ∆S because the adversary sent it to the simulator for
CR generation, and the simulator knows MS

〈|cC|〉S because it generated it itself. Since there is
only one correct relationship between value and its MAC, and the simulator generated the MAC
in a way that this relationship is satisfied, the generated MAC is undistinguishable from the MAC
generated by the real protocol, and the adversary cannot distinguish between the protocols.

4.3 Updated Proof for sign_trilithium
Modified protocol ΠML−DSA (Protocol 1 in Trilithium) is shown in Protocol 3. The signing part
of the protocol uses ideal functionalities Fgcom (instance of generic functionality 4), FAP

declassify
(functionality 3), Frej_check (instance of generic functionality 8) and Fasymm_rp (functionality 9).
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• On input (keygen, sid) from X toMX, machineMX generates MAC keys ∆X. Sends
(init, sid,∆X) to all ideal components that have to be initialized (Messages fromMC to Frej_check
and FAP

declassify do not include ∆C). MachineMX will then

1. send (generate, sid) to FU
pubrand and get back (result, sid,A);

2. send (compute, sid) to Fkeygen and get back (result, sid, 〈〈s1〉〉X, 〈〈s2〉〉X);
3. Compute 〈〈t〉〉X ← A · 〈〈s1〉〉X + 〈〈s2〉〉X;
4. send (declassify, sid, 〈〈t〉〉X) to FAA

declassify and get back (result, sid, t).
It stores the received values and sends (pkey, sid,A, t) back to X.

• On input (sign, sid, µ) from C toMC, the machineMC works as follows, where X ≡ C:

1. Send (compute, sid,A) to Fm
gcom and get back (result, sid, 〈〈y〉〉X, 〈〈wH〉〉X, 〈|wH |〉(P )

X )

2. Compute 〈〈wL〉〉X ← A · 〈〈y〉〉X − α · 〈〈wH〉〉X
3. Send (declassify, sid, 〈〈wH〉〉X) to FAA

declassify and get back (result, sid,wH)

4. Send (compute, sid, 〈|wH |〉(P )

X ) to FGC−related and get back (result, sid, c̃). Expand c̃ to c

5. Compute c← H(µ,wH), 〈〈z〉〉X ← 〈〈y〉〉X + c · 〈〈s1〉〉X, 〈〈x〉〉X ← 〈〈wL〉〉X − c · 〈〈s2〉〉X
6. Obtain 〈|z|〉X and 〈|x|〉X from 〈〈z〉〉X and 〈〈x〉〉X by forgetting the shares of C’s MACs
7. Send (compute, sid, 〈|z|〉X, 〈|x|〉X) to Frej_check and get back (result, sid, 〈|b|〉X)
8. Send (declassify, sid, 〈|b|〉X) to FAP

declassify and get back (result, sid, b)
9. If b = 0, send (result, sid,⊥) to X

10. If b = 1, then receive (ss, sid, JzKS) fromMS. Recover z. Verify the signature (z, c) on the
message µ. If it verifies, send (sig, sid, z) toMS and (signature, sid, (z, c)) to C. If it does
not verify, then stop working.

• On input (sign, sid, µ) from S toMS, the machineMS works as follows:

1. Perform the steps (1)–(8 9) above, with X ≡ S
9. If b = 1, then send (ss, sid, JzKS) toMC. Receive (sig, sid, z) fromMC. Verify the

signature (z, c) on the message µ. If it verifies, send (signature, sid, (z, c)) to S. If it does
not verify, then stop working.

Protocol 3. ML-DSA protocol (Protocol 1 in Trilithium): ΠML-DSA

If ΠML−DSA is proven secure, it means that realizes some ideal functionality. Define
functionalities F 0

ML−DSA and F 1
ML−DSA shown in functionality 6. The goal of Trilithium is to

create protocol, that is proven to be at least as secure as F 0
ML−DSA. We can show that ΠML−DSA

is at as least secure as F 1
ML−DSA. We can also show that F 1

ML−DSA can be easily used to construct
a protocol that is at least as secure as F 0

ML−DSA.
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• On input (keygen, sid) from both C and S, use template keygen algorithm to generate a new
keypair (A, t; s1, s2). Send (pkey, sid,A, t) to S. Receive (proceed, sid) from S and send
(pkey, sid,A, t) to the honest party(s). Accept no further (keygen)-commands.

• On input (sign, sid, µ) from both C and S:

– compute σ ← SignAtt(A, t; s1, s2;µ).
– If c = 1, then send (signature, sid, µ, σ, c̃) to S.
– If c = 0 then send (signature, sid, µ, σ) to S.
– Receive (proceed, sid) from the adversary.
– Send (signature, sid, σ) to the honest party(s).

Functionality 6. F c
ML-DSA where c ∈ {0, 1}: ideal functionality for 2-party ML-DSA (c = 0) and

a modification

First, the proof for c = 1 is constructed.

Simulator for corrupted client
The simulator knows the public key (A, t), and since the simulator generated the corrupted
client’s secret key itself during the key generation, the simulator also knows 〈〈s1〉〉C and 〈〈s2〉〉C.
Since A sent ∆C to simulator during key generation, the simulator also knows ∆C.

When A supposedly invokes Fgcom, then A sends its chosen output shares 〈〈y〉〉C, 〈〈wH〉〉C and
〈|wH |〉C to the simulator.

When A sends 〈|wH |〉C supposedly to Fasymm_rp, the simulator can check that v, ms〈|wH |〉C
corresponds to the previously generated value, and if not, then abort as if the MAC check
failed inside Fasymm_rp. If simulator does not abort, it responds with random C’s share as if
coming from Fasymm_rp

10. If A aborts then the simulator forwards it to F1
ML-DSA.

The simulator can simulate the MAC check in that way, because since the MAC key ∆S is not
used anywhere yet, A could not have constructed a different 〈|wH ′|〉C that would verify with the
MAC key. It can be imagined that the simulator generates new ∆S and S’s share ms〈|wH |〉S,
such that the S’s MAC does not verify, and this will not cause contradiction with the previous
messages sent by the simulator. This applies to all cases in this simulator, where A sends a
value with MAC supposedly to some ideal functionality. If A sends check_delta command
supposedly to some ideal functionality, then also since ∆S is not yet fixed, and can be changed,
the simulator always responds with abort to A.

When A sends the output of Fasymm_rp together with µ supposedly to FGC−related, then again
the simulator can check that the first argument is correct, and if not, then abort as if the MAC

10If it is later understood that Fasymm_rp should be rewritten such that A sends its own share, then it can be changed
here, and it does not make a difference. This also applies to Frej_check.
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check failed. If the simulator does not abort, it sends µ to F1
ML-DSA (as the argument to the

sign-command), and receives either signature σ = (z, c) or c. The simulator forwards c to A, as
if coming from FGC−related.

When A sends 〈|z|〉C and 〈|x|〉C to Frej_check, the simulator can calculate expected v, ms〈|z|〉C and

v, ms〈|x|〉C from public key and previously generated C’s shares. If the values do not match the
expected ones, the simulator aborts as if the MAC check failed. The simulator returns random
C’s share and aborts if C aborts.

If F1
ML-DSA returned σ = (z, c), then the result of declassifying rej_check result should be 1,

denoting that rejection check passed, and if F1
ML-DSA returned c, the declassification result should

be 0, denoting that rejection check failed. Since the simulator sent the C’s share of rejection
check result toA, the simulator knows it, and can calculate S’s share such that the declassification
result would be correct. The simulator plays declassification as FAP

declassify would.

After the rejection check result is declassified, if declassification result is 0, then the simulator
aborts. If declassification result is 1, then the simulator calculates what should JzKS be such
that JzKS + JzKC = z, where JzKC is the previously calculated value. The simulator sends the
calculated JzKS to A. The simulator receives z′ from A. The simulator checks whether the
signature (z′, c) verifies, and if yes, then sends proceed command to F1

ML-DSA.

Simulator for corrupted server
The simulator for corrupted server is symmetric to the simulator for corrupted client, up until
invocation of FGC−related. After the simulator sends c to A as if coming from FGC−related, then
A replies with c′, and the simulator uses this value instead of c going forward.

When Frej_check is supposedly invoked, simulator knows what the output b0 should be. The
simulator generates random share 〈|b0|〉S, sends it to A, and calculates v〈|b0|〉C = b0 − v〈|b0|〉S
and generates valid MAC for it. When A sends A, then the simulator can calculate the supposed
output of Frej_check, and share it between A and itself as Frej_check would do. Since the simulator
has C’s share of the input to FAP

declassify, the simulator can simulate FAP
declassify as if it were in the

real protocol.

If the declassification result is 0, then the simulator aborts. If declassification result is 1, then
the simulator calculates what should JzKC be such that JzKS + JzKC = z. The simulator receives
Jz′KS from A, calculates z′ = Jz′KS + JzKC, and checks whether the signature (z′, c) verifies, and
if yes, then sends the signature to A, and sends proceed command to F1

ML-DSA.

Securely implementing F0
ML−DSA

We introduce the protocol Π0 that securely implements F0
ML-DSA. It consists of the machines

MC,MS, and the machine / functionality F1
ML-DSA. The machinesMC andMS work by simply

forwarding every message from Z to F1
ML-DSA and vice versa.

The simulator Sim between the machine F0
ML-DSA and the adversary A that wants to attack Π0,

works as follows:
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• During key generation: forward all messages between F0
ML-DSA and A.

• On input (signature, sid, µ, σ) from F0
ML-DSA:

– If σ = (z, c̃), then send (signature, sid, µ, σ, c̃) to A.

– If σ = ⊥, then generate a random c̃ from the range of H . Send
(signature, sid, µ, σ, c̃) to A.

• If A sends (proceed, sid), then forward this to F0
ML-DSA.

The indistinguishability of Π0 from F0
ML-DSA‖Sim follows from two things. One of them is an

assumption that we’re going to give next. The other one is an existing assumption from the
security proof of Dilithium signatures.

The new assumption is as follows: For any µ and A, the random variable

H(µ,HighBits(A · y))

is uniformly distributed over the range of H , where y is sampled as in Alg. 1.

The existing assumption is as follows: For any public-private key pair, and any message µ, the
c̃-component in an ML-DSA signature is uniformly distributed [11:Def. 2.5]

If c̃ is uniformly distributed when considering all executions of SignAtt, and also uniformly
distributed when considering only successful executions of SignAtt, then it is also uniformly
distributed when considering only unsuccessful executions of SignAtt (for any fixed keypair and
message). Thus the simulator generating c̃ by itself is indistinguishable for it being generated as
part of an unsuccessful excution of the signing algorithm.
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5. Implementation
There is an existing implementation for Trilithium in Rust created by the authors of Trilithium. All
modifications to Trilithium discussed in this thesis were added to the Trilithium implementation
as part of this thesis. The only changes that are required to implement the solution presented in
this work but were not added by the author themselves, are creating a circuit based on a Bristol
Fashion file, and creating a circuit for SHAKE256 hash function, both with accompanying tests,
and also handling buffer for Swanky, which were all created by Martin Suomalainen, one of the
advisors of this thesis, and only refactored by the author of this thesis.

5.1 Library suite Swanky for Garbled Circuits Implementation
Since implementing garbled circuits efficiently and securely requires significant amount of time,
and there already exist working solutions for garbled circuits, it was decided that a third-party
library will be used for that. A rust library suite Swanky11 was chosen. Swanky is an open source
project developed by Galois, Inc.12 that provides different libraries for secure computation. It
was chosen because it is written in Rust, which makes integration with Trilithium easier, and the
advisors of this thesis and their colleagues had previously had a good experience collaborating
with Galois, Inc.

The garbled circuits are implemented in fancy-garbling13 crate of Swanky. The implementation
uses oblivious transfer to allow for evaluator to find the wirelabels corresponding to its input.
The library uses optimizations where garbling AND gates in boolean circuits produces two
ciphertexts, and garbling the XOR gates is free. The library supports streaming, meaning that
the garbled gates are sent to the evaluator immediately after they have been created, so they do
not have to be stored in memory, which is useful for extremely large circuits.

Since the fancy-garbling crate is meant as a ready-to-use solution for two-party secure
computation, and not as an exact implementation of the traditional garbling scheme which
is used as a base for the three-party protocol, some problems arose while implementing the three-
party garbled circuits protocol. The problems stem from the fact that the three-party protocol
requires different messages than the two-party protocol. For example, in the three-party protocol,
the garblers should send the commitments of both possible values for all input wirelabels, while
two-party protocol requires no such thing, so the implementation in fancy-garbling does not
create variables for both possible wirelabels of each input wire. All this kind of problems could
be solved, and in the end, a working three-party garbled circuit protocol was implemented using
Swanky. The streaming functionality of Swanky was not used, as the circuit needed for Trilithium

11 https://github.com/GaloisInc/swanky
12 https://www.galois.com/
13 https://github.com/GaloisInc/swanky/tree/dev/edge/fancy-garbling
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is small enough for the protocol to work without streaming, and changing the streaming to work
with three-party protocol and integrating it to Trilithium is not trivial.

Swanky is a research software and is not meant for production use. The libraries are divided into
core and edge crates based on how well they have been documented and tested, and how stable
they are. The fancy-garbling crate is an edge crate, and there is no release version of it, so the
work in this thesis is built on one fixed commit of fancy-garbling repository, pinned during the
development of this thesis.

5.2 Circuit Evaluation
Circuit size was determined with CircuitAnalyzer from Swanky. Results can be seen on table 1.

Category AND-gates XOR-gates
ML-DSA-44 294 912 1 179 930
ML-DSA-65 300 288 1 200 538
ML-DSA-87 387 584 1 549 126

Table 1. Number of AND-gates and XOR-gates for the final circuit for each ML-DSA variant

5.3 Differences Between the Protocol from This Thesis and the
Implementation

In practice when the client sends the garbled circuit and commitments for the server to verifiy,
hash of them is calculated instead to use less bandwidth.

The described circuit uses identity gates, but since Swanky does not support them, XOR-ing
with constants is used.

5.4 Architecture
The Trilithium code repository source directory main files are keygen.rs and sign.rs, which
contain the overall logic of Trilithium and will be executed by both the server and the client. These
files call functions from the subprotocols subdirectory, which describe the specific subprotocols.
The subdirectory cr contains necessary logic for generating CR.

Trilithium can be run in two different configurations. One configuration is where all
communication between parties is done over tcp. In the second configuration, Trilithium is run
as a single process, as written in local.rs. The networked variant of Trilithium runs as three
different processes: Client, Server and CRP. The Client, Server and CRP communicate with
each other over tcp. Server listens on port 3001 and CRP listens on port 3000. The client is the
initiating party, Server listens to Client’s commands and sends commands to CRP and CRP only
listens to commands and responds to them. The Client generates a random number and sets it
as the seed and sends it to CRP. Then it starts the keygen process. First it sends the command
KEYGEN to the Server to tell the Server to perform its side of keygen. For each round of keygen,
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the Client gets the output of keygen.next_round(), sends it to the Server and waits for the Server
to send its keygen.next_round() output. The Server does the same. When the keygen process is
completed, the Client starts the signing process, which is performed in a similar manner to the
keygen process. First, the Client sends the SIGN command to the Server. Then the client does a
round of signing, sends the output to the Server and waits for the Server’s output.

The local.rs program performs the process of Client, Server and CRP without the parties
communicating over the network. Instead necessary values are passed directly between the
Client and Server. The role of CRP is performed by local.rs itself. Otherwise the local.rs
program performs the same process as the three party version.

It wasn’t possible to measure the performance of Trilithium with parties communicating over
the network because the Client and Server would sometimes get stuck waiting for each other’s
outputs. It didn’t happen with ML-DSA-44 but happened with ML-DSA-65 and ML-DSA-87,
which might mean that sometimes the data sent by parties was too big to be stored in the incoming
data buffers and the processes would be deadlocked because they start reading (and emptying)
the data buffers only after sending all of their data first.

Unit tests were created for all smaller components of the implementation.

5.5 Execution of the application
To execute the project, first Rust needs to be installed on the machine. The recommended way to
install Rust is using rustup14.

The Trilithium application can be run either as a single process, or a distributed system, where
each party has their own process. The usage examples are in the README.md file of the
Trilithium repository.

By default, the application runs with parameters of ML-DSA-44, but the other versions can also
be run by changing the ML-DSA version in the src/params/mod.rs file.

The Trilithium application uses quite a lot of memory, even before adding the garbled circuits, so
for some commands, the default stack size might not be enough. The stack size can be increased
using command RUST_MIN_STACK.

5.6 Evaluation
Performance of the original Trilithium application, and performance of the version after adding
garbled circuits, were both measured as part of the thesis. The experiments were run on Lenovo
ThinkPad P14s Gen 2a laptop with AMD Ryzen™ 5 PRO 5650U processor and Ubuntu 24.04.4

14 https://rust-lang.org/tools/install/
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LTS operating system. The original Trilithium signing protocol had 14 rounds of communication,
and after adding garbled circuits to the protocol, there are 17 rounds of communication.

Communication volume
The amount of data send by CRP to server, by client to server, and by server to client was
measured. The results can be seen on Table 2. Each row represents one ML-DSA parameter set,
and each column represents one direction of a communication channel. In each cell, there is
shown the data volume sent in the original Trilithium application, and the data volume sent in
the Trilithium version with garbled circuits added, with the values given as before → after.

Category CRP⇒S C⇒S S⇒C
ML-DSA-44 65→ 89 MiB 101 → 304 KiB 97 → 93 KiB
ML-DSA-65 85 → 116 MiB 133 → 384 KiB 127 → 122 KiB
ML-DSA-87 114 → 156 MiB 179 → 511 KiB 171 → 164 KiB

Table 2. The amount of data sent between parties during a successful signing attempt, before
and after adding garbled circuits (values given as before → after)

Since in practice, during the application setup on the client machine, the client and CRP agree on
a random master seed, and the client uses this seed to generate all needed CR itself, the volume
of CR needed by the client is not relevant for this table.

The amount of data transferred was measured using the bandwidth example script in the project
repository.

Time needed for signing
The local example script was run to measure time for one signing iteration. Time for 100 iterations
was measured, and the arithmetic average of these times is presented in table 3.

Category Without GC With GC
ML-DSA-44 359 ms 1512 ms
ML-DSA-65 480 ms 1685 ms
ML-DSA-87 665 ms 2282 ms

Table 3. The time needed for one signing iteration before and after adding garbled circuits
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6. Conclusion
This thesis improved the ML-DSA based digital signature protocol Trilithium by adding garbled
circuits. Garbled circuits make it possible to prove the protocol secure in UC framework
using standard assumptions, instead of non-standard assumptions that were used in Trilithium.
Additionally, two reoccurring mistakes were discovered in the proofs in Trilithium, for which
solutions were proposed. For some of the modified algorithms, the proofs were rewritten using
the solutions to the found mistakes. The proofs were not created for all modified algorithms
because the proofs for the other algorithms are very similar to one of the created proofs, and
constructing them is trivial. The proofs of other algorithms in Trilithium were not rewritten,
because this would have been out of the scope for this thesis. Since not all proofs were fixed,
the highest level proof presented in this thesis uses the components from the original Trilithium
article, which are insecure because of the discovered mistakes.

As a result of this thesis, the garbled circuits were added also to the implementation of the
Trilithium protocol. The implementation was evaluated to know the cost of adding garbled
circuits to it.

For future work, all proofs in Trilithium should be rewritten, if they were not rewritten in this
thesis, or revised, if this thesis uses insecure components. It also should be analyzed, whether
the cost of adding garbled circuits to the protocol is worth the better security proofs. It is also
possible that another implementation of a garbling scheme would result in a faster protocol, so
the efficiency of the used Swanky library could also be analyzed. If the Trilithium version of
garbled circuits will be used in production, the security analysis on the implementation should
also be done.
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Appendices
6.1 Used Protocols and Functionalities from Trilithium
This section shows the protocols and functionalities that were presented in Trilithium, and are
used in this thesis unmodified.

• On input (init, sid,∆X) from X to machineMX, store ∆X and send (init, sid,∆X) to all ideal
components as coming from X. Call (init, sid,∆X) for the ideal functionalities in ΠAlg. If ΠAlg is
AP-secure, then there is no ∆C.

• On input (compute, sid, inputsX) from X toMX, it proceeds as follows:

1. If Alg uses correlated randomness, then send (crreq, sid) to Foffl
Alg . Get back RX.

2. Execute steps of the algorithm Alg on inputsX and RX, adding to the intermediate values
intermX. In particular:

– In order to invoke a subroutine sub: come up with a session identifier sid′ in a
deterministic manner, e.g. adding the name of the invoked subroutine and the line in
Alg containing that invocation to sid. Send (compute, sid′, argsX) to Fsub, where
argsX contains the public, and shares of the private arguments to sub. Get back
(result, sid′, resX) and add it to intermX.

– In order to rearrange data (e.g. rotate vectors) or perform local computations: do them.
– In order to perform linear computations on secret-shared values (including the sharing

of constants): perform them on local shares, including the MAC shares.
– In order to send a message M (only in Alg. 10): send (msg, sid,M) toMX, where
{X,X} = {C,S}.

– In order to receive a message M : receive (msg, sid,M) fromMX.

3. The execution has computed resX. Send (result, sid, resX) back to X.

Protocol 4. Generic two-party protocol from the description of an algorithm “Alg”: ΠAlg

• On input (init, sid,∆C) from C and (init, sid,∆S) from S: Store ∆C and ∆S.

– For AP-secure functionalities, the message from C does not contain ∆C.

• On input (crreq, sid) from both C and S:

– Generate the random values according to the desired distribution. Let RC be the values
meant for C, and RS the values meant for S.

– If no party is corrupted, then send (proceed?, sid) to S. If party X is corrupted, then send
(cr, sid,RX) to S.

– Wait for S to send back (proceed!, sid).
– Send (cr, sid,RX) to any honest party X.

Functionality 7. Foffl
Alg : Generic ideal functionality for precomputations in an algorithm “Alg”
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• On input (init, sid) from C and (init, sid,∆S) from S: Store ∆S.
• On input (compute, sid, 〈|vpriv|〉C, vpub) from C and (compute, sid, 〈|vpriv|〉S, vpub) from S, do

the following:

– Recover vpriv from the shares; check the MAC. If S is honest, but the MAC does not verify,
then stop.

– Generate random r of the type expected by f .
– If S is honest, then compute w = f(vpriv, vpub, r).
– If S is corrupted, then randomly generate the output share 〈|w|〉S and send it to the adversary.
– If S is corrupted, then receive the description of an algorithm A from the adversary,

compute w = A(〈|vpriv|〉C, r); it must have the correct format.
– Compute a sharing of w, giving 〈|w|〉. If 〈|w|〉S already exists, then compute 〈|w|〉C according

to it and w and ∆S.
– If C is corrupted then send (proceed?, sid, 〈|w|〉C) to S and receive (proceed!, sid) back.

Send (result, sid, 〈|w|〉S) to S.
– If C is honest then send (proceed?, sid) to S and receive (proceed!, sid) back. Send
(result, sid, 〈|w|〉X) to any honest party X.

Functionality 8. Generic AP-secure functionality for the function f

• On input (init, sid) from C and (init, sid,∆S) from S: Store ∆S.
• On input (compute, sid, 〈|v|〉C) from C and (compute, sid, 〈|v|〉S) from S, do the following:

– Recover v from the shares; check the MAC. If S is honest, but the MACs does not verify,
then stop.

– Pick random vC ∈ Zq and put vS ← (v − vC) mod q.

– Let xC ← split(vC) and xS ← split(vS). Let r← xC ·∆
(Q)
S . Secret-share r as JrK(Q).

– Define 〈|p|〉C ← (xC, JrKC) and 〈|p|〉S ← (xS, JrKS).
– If X is corrupted, then send 〈|p|〉X to S . Wait for the adversary’s permission to proceed.
– Send (result, sid, 〈|p|〉X) to the honest X.

Functionality 9. Fasymm_rp: Ideal functionality for asymmetric reshare to parts

6.2 Application code
The original Trilithium application with the changes presented in this thesis is added to this
thesis in file trilithium-garbled-circuit.zip.
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