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Large, Fast, Free? A Base Model for the Next Generation of Estonian Machine Translation

Abstract:

This thesis contributes to the renewal of the Neurotõlge translation service operated by the

TartuNLP group at the University of Tartu by (i) preparing a training dataset suitable for next-

generation Estonian neural machine translation and (ii) comparing four open-weight large lan-

guage models as the base model for the follow-on production training run. The dataset chapter

delivers two assembled training sets (∼1.49B and∼703M segment rows) covering twelve source

languages paired with Estonian in both directions, produced through a documented collection-and-

cleaning pipeline. The base-model comparison runs under a single fair-comparison fine-tuning

recipe; each candidate is prompted through its own native chat template, evaluated with a

reference-free quality-estimation metric, and ranked on translation quality, training step time,

engineering complexity, stability, and licensing. The recommendation, defended on five criteria,

is Apertus-8B-Instruct. Three transferable methodological lessons — prompt-format choice for

continued pretraining on chat-trained decoder-only LLMs, validation-infrastructure sanity check-

ing on the first checkpoint, and three-axis overfit detection for LLM-based machine translation

— are extracted from work that did not, on the first attempt, produce the intended result. Both

the dataset and the base-model recommendation are reusable for the production-scale training

run that follows this thesis.

Keywords: neural machine translation, large language models, Estonian, continued pretraining,

supervised fine-tuning, base model selection, LUMI, ROCm, COMET-Kiwi, FLORES-200,

WMT24++.

CERCS: P170 Computer science, numerical analysis, systems, control
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Suur, kiire, vaba? Alusmudel järgmise põlvkonna eesti masintõlkele

Lühikokkuvõte:

Käesolev magistritöö panustab Tartu Ülikooli arvutiteaduse instituudi keeletehnoloogia uurimis-

rühma arendatava Neurotõlke tõlketeenuse uue põlvkonna alusmudeli valikusse: (i) valmistab

ette masintõlke treenimiseks taaskasutatava andmestiku ning (ii) võrdleb nelja avatud kaaludega

suurt keelemudelit järgmise põlvkonna neurotõlke alusmudelina. Andmestiku peatükk annab

kaks koondatud treeningandmestikku (∼1,49mld ja ∼703mln lõiku), mis katavad 12 lähtekeelt

paarides eesti keelega mõlemas suunas ja on ette valmistatud dokumenteeritud kogumis- ja

puhastusts̈ukli abil. Alusmudelite võrdlus luuakse ühtsetes ja võrreldavates tingimustes; iga

kandidaatmudel promptitakse tema enda chat-template’i kaudu, tõlkekvaliteeti hinnatakse refe-

rentsivaba kvaliteedimetrikaga ning järjestatakse tõlke kvaliteedi, treenimise kiiruse, keerukuse,

stabiilsuse ja litsentsi alusel. Viie kriteeriumi alusel osutus soovitatud alusmudeliks Apertus-

8B-Instruct. Töö käigus saime kolm õppetundi treenimistest, mis jäid pooleli, kuna ei andnud

oodatud tulemust – prompti formaadi valiku kohta jätkutreenimisel, valideerimise kontrollimise

kohta esimesel salvestuspunktil ja ülesobitumise tuvastamise kohta LLM-põhise masintõlke

puhul. Mõlemad tulemused (andmestik ja alusmudeli soovitus) on taaskasutatavad lõputööle

järgnevates treeningutes.

Võtmesõnad: neurotõlge, suured keelemudelid, eesti keel, jätkuõpe, juhendatud peenhäälestus,

alusmudeli valik, LUMI, ROCm, COMET-Kiwi, FLORES-200, WMT24++.

CERCS: P170 Arvutiteadus, arvutusmeetodid, süsteemid, juhtimine (automaatjuhtimisteooria).
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Chapter 1

Introduction

This chapter sets out the motivation for the thesis, states the two specific objectives that the work

delivers, lists what is delivered on each, and gives a roadmap of the remaining chapters and the

appendix.

1.1 Motivation

Open machine translation for Estonian is developed at the University of Tartu within the Neu-

rotõlge project of the TartuNLP research group; the public online translation service is at

translate.ut.ee [1]. The first large-scale publicly deployed system from this line of work

was the MTee platform,1 which covered six translation directions (Estonian to and from English,

German, and Russian) across several text domains and released the trained models, data, and

workflows as open source [2]. The currently deployed model family was introduced by Ko-

rotkova and Fishel [3]: it reuses the multilingual encoder of NLLB-1.3B2 and trains a separate

Transformer decoder for each target language, providing 18 translation directions into and out of

Estonian and outperforming both NLLB and earlier Estonian-focused open systems.

Since that system was deployed, the base model it builds on — an encoder–decoder Transformer
1MTee is the open-source machine translation platform delivered through an Estonian governmental procurement

to the Estonian government in 2022 by TartuNLP in collaboration with Tilde; the platform supports six translation

directions (Estonian to/from English, German, Russian) and several text domains, and its software, data, and training

workflows are released for further use and research [2].
2NLLB — “No Language Left Behind” — is Meta AI’s massively multilingual machine translation effort that

released the NLLB-200 model and the FLORES-200 evaluation benchmark, supporting 200 languages including

Estonian [4].

7



descended from NLLB — has become outdated relative to recent progress in large language

models (LLMs), which have driven substantial improvements in open machine translation. To

keep Neurotõlge competitive, the group is therefore moving towards a modern LLM as the

underlying base model and training it on a substantially larger dataset than previous iterations of

the service. The present thesis contributes to that transition on the data and model-selection side.

1.2 Research goal and questions

This thesis supports the ongoing effort of the TartuNLP group to refresh the base model behind

the Neurotõlge translation service. Out of the broader goal of replacing the currently deployed

model, the present work is scoped to two specific objectives:

1. Prepare a training dataset suitable for fine-tuning a neural machine translation model for

Estonian, covering 12 source languages (English, German, Finnish, Latvian, Lithuanian,

Russian, Ukrainian, Swedish, French, Spanish, Chinese, Arabic) paired with Estonian

in both directions, and assembled in a form that can be reused directly by the follow-on

production training run.

2. Compare four candidate base models (Tower-Plus-9B [5], EuroLLM-9B-Instruct [6],

Apertus-8B-Instruct [7], and Qwen3.5-9B) under a single fair-comparison fine-tuning

recipe on the LUMI supercomputer and, on the basis of translation quality, training step

time, engineering complexity, stability, and licensing terms, recommend one model as the

basis for the next production Neurotõlge system.

Specifically, the work delivers:

1. Two assembled training sets in HuggingFace datasets format — the full trainset/

(∼1.49B segment-level rows produced by a paragraph-preserving collection pipeline,

across the 24 directions) and a more native-leaning trainset_mini/ (∼703M rows) —

both produced through a documented collection→ alignment→ COMET-Kiwi-filtered

cleaning pipeline applied uniformly across nine source-corpus families and three back-

translation pipelines (Chapter 2).

2. A separately-assembled, model-agnostic supervised fine-tuning (SFT) comparison training

set (trainset_partial/, ∼11.5M rows) drawn from trainset_mini/ under a native-

first selection rule, then formatted four times— once per candidate’s native chat template—

through a shared model_format.py module so that the four-way fine-tuning comparison
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is reproducibly fair (Section 3.11.1).

3. A documented training pipeline on LUMI: ROCm-PyTorch container setup, DeepSpeed

Zero Redundancy Optimizer (ZeRO) Stage-3 sharding [8], per-model attention imple-

mentation, gradient checkpointing, and bf16 full-parameter fine-tuning at 8-node scale

(Sections 3.4–3.7).

4. A multi-criterion comparative evaluation of the four candidates on FLORES-200 de-

vtest [4] and WMT24++ [9] with COMET-Kiwi (wmt23-cometkiwi-da-xl) [10] as the

reference-free metric, including a three-axis overfitting-detection methodology (training/-

validation loss, COMET trajectory, generation-quality diagnostics) for LLM-based MT

(Section 3.11.3).

5. A single recommended base model for the production training run, defended against

per-criterion alternatives (Section 3.12).

6. Three transferable methodological lessons that emerged from what did not work: the

prompt-format choice for continued-pretraining on chat-trained decoder-only LLMs (Sec-

tion 3.10.2); the remove_unused_columns=False bug in the SFT loss-mask pipeline

(Section 3.8); and the necessity of diagnostic generation-quality signals (hit_max_ne

w_tokens, repetition detection, alternate stop-token sets) in any LLM-based MT eval

pipeline.

1.3 Structure of the thesis

Chapter 2 describes the construction of the training dataset: the inventory of human-translated

and synthetic parallel corpora used, the preparation pipeline applied to each family, and the

assembly of the two training set variants together with the trainset_partial/ subset used

for the four-way model comparison. Chapter 3 describes the comparative test training of four

candidate base models on the LUMI supercomputer, the overfitting-detection methodology used

to read the per-checkpoint results, the lessons learned from the earlier continued-pretraining

run on EuroLLM, and the analysis that supports the recommendation of one model for the next

production Neurotõlge system. Chapter 4 summarises the contributions, returns to the two

stated objectives above, and outlines the open work that the production training run will pick up.

Related work is discussed where it directly informs the methodology, in the Motivation section

above and in Section 3.1 of Chapter 3.
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Appendix A maps the code artefacts that accompany the thesis. The bundled thesis/scripts/

directory is organised by phase (data preparation, continued-pretraining, supervised fine-tuning,

evaluation) with per-folder README files and a top-level pointer; the appendix lists what each

subfolder contains and includes a short walkthrough of how a single training run is reproduced

end-to-end. The interactive notebook thesis/figures/figures.ipynb is the source for the

COMET trajectory figures in Chapter 3 and regenerates them on demand from the live evaluation

outputs.

Use of AI tools

AI tools were used during the preparation of this thesis. The model used was the Anthropic

Claude 4 family (Opus and Sonnet) accessed through the Claude Code command-line client [11].

The author retains full responsibility for the contents of the thesis. AI assistance covered the

following activities, in line with the procedural-use category of ATI §3.2.2:

• File and data consolidation across two high-performance-computing (HPC) systems

(LUMI and rocket): locating, comparing, and copying scripts and evaluation outputs

between the two file trees; producing the per-folder README.md files in Appendix A.

• Parallel script execution: composing the sbatchwrappers and launching them in batches;

reading back exit statuses and aggregating logs.

• Evaluation-script drafting: drafting the patches to evaluate.py and evaluate_w

mt24pp.py that exposed --repetition_penalty, --no_repeat_ngram_size, and

--eos_token_ids flags (Section 3.8); the salvage-decoding re-evaluation sbatch for the

continued-pretraining (CL) checkpoints.

• Translation and stylistic editing: translating the author’s working notes from Estonian

to English; copy-editing for academic style and consistency.

All AI-generated text and code were reviewed line-by-line by the author. The substantive

scripts on which this work rests — the data-preparation pipeline that produced trainset/ and

trainset_mini/ (Chapter 2), and the original continued-pretraining trainer used for the first

EuroLLM CL run (Section 3.10) — were authored by the thesis author without AI assistance,

and form the basis on which all later adaptations rest. AI assistance entered afterwards and took

the form of: adapting these author-written scripts to assemble trainset_partial/ and to drive

the four-way supervised fine-tuning comparison (Sections 3.11.1 and 3.11.2); the per-criterion
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patches to the evaluation scripts listed below; and parallel mass execution of sbatch jobs across

LUMI and rocket. No part of the thesis text was generated end-to-end by an AI tool; the author’s

working notes are the basis of every chapter, with AI used for editing, structuring, and translation

between the working notes and the academic English text.
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Chapter 2

Dataset construction

This chapter documents the assembly of the training dataset that the follow-on production training

run uses. It catalogues the human-translated and synthetic-back-translation corpora drawn into

the project, describes the cleaning pipeline (OpusTools-extended collection → OpusCleaner

filter chains→ COMET-Kiwi quality filtering) that brings them to a comparable quality level,

and specifies how the cleaned corpus families are concatenated into the two final training set

variants (trainset/, trainset_mini/) used by the base-model comparison in Chapter 3.

2.1 Overview

The next-generation Neurotõlge model is intended to support translation between Estonian and

twelve other languages in both directions, covering English, German, French, Spanish, Finnish,

Latvian, Lithuanian, Swedish, Russian, Ukrainian, Arabic, and Chinese (Table 2.1).

Table 2.1. Translation directions supported by the target model (24 in total).

et–en–et et–de–et et–fr–et

et–es–et et–fi–et et–lv–et

et–lt–et et–sv–et et–ru–et

et–uk–et et–ar–et et–zh–et

The training dataset assembled for these directions combines two families of parallel data. The

first family consists of human-translated corpora: parallel texts where both sides were produced
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by people, obtained from the OPUS open parallel corpus collection [12]. The second family

consists of synthetic parallel data: corpora where one side was generated by machine translation,

produced in an earlier TartuNLP effort [3] and further processed for training use by Pastarus [13].

The two families had substantially different quality characteristics and therefore required different

preparation pipelines.

The preparation work runs in two stages. Collection (Sections 2.2 and 2.3) reads the source

distributions of each family into a uniform Hugging Face Datasets layout. Cleaning (Section 2.4)

takes that uniform output through rule-based filtering and a learned quality-estimation cut,

producing the canonical training-ready artefact. The cleaned data are then assembled into two

final training sets, trainset/ and trainset_mini/ (Section 2.5), used by the base-model

comparison in Chapter 3; that comparison itself uses a smaller derived subset, trainset_par

tial/, built in Section 3.11.1.

The intermediate outputs of these two stages are preserved on disk as six numbered layers, so

that a downstream experiment can restart from the right point without repeating the earlier work.

Table 2.11 in Section 2.4.1 gives the layer-by-layer on-disk breakdown.

2.2 Human-translated corpora

The human-translated portion of the dataset was drawn from the OPUS collection [12]. The

specific corpora and versions used are listed in Table 2.2.

Table 2.2. Human-translated corpora included in the dataset (from OPUS).

Corpus Version Reference

OpenSubtitles v2024 [14]

ParaCrawl v9 [15]

TildeMODEL v2018 [16]

JRC-Acquis v3.0 [17]

Europarl v8 [18]

EOPC v2022 [19]

WikiMatrix v1 [20]

An earlier iteration of the dataset also included EUbookshop (v2), but that corpus was excluded
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from the final dataset because data-quality issues observed during preparation would have

degraded training.

2.2.1 Translation unit: why paragraphs

For most of the neural-MT era models translated sentence by sentence, which is computationally

convenient but blind to discourse phenomena — anaphora, lexical cohesion, register, sentence-

level disambiguation — that depend on surrounding text [21]. The community has steadily

moved toward larger translation units. The WMT24 General Machine Translation shared task

replaced its long-standing sentence-level test set with a paragraph-level one, with each paragraph

on a single line and with surrounding paragraphs available to the evaluator as in-context [22].

Karpinska and Iyyer [23] report on a controlled human evaluation across 18 language pairs that

paragraph-level translation by an LLM contains approximately 24% fewer mistranslations, 35%

fewer grammatical errors, ∼12× fewer inconsistency errors, and ∼3× fewer register errors than

the same model translating the same text sentence by sentence. The supervisor’s requirement

for the present dataset — that paragraph-level context be preserved wherever the underlying

corpus allows it — is consistent with this trajectory: the training data should let the next-

generation Neurotõlge model learn to translate the unit that current evaluation campaigns and

recent empirical work treat as the right one.

Two boundary cases were considered explicitly during data preparation. At one extreme, treating

the entire source document as a single “paragraph” is sometimes attractive because it maximises

the available context, but it is impractical at scale: many OPUS source documents run to

thousands of sentences, far exceeding both the context window of any candidate base model and

the working-memory budget of training. The empirical literature on document-level translation

also reports diminishing or negative returns as the context window grows past a genuinely

coherent unit, because attention degrades on long sequences and the model is forced to allocate

capacity to information it does not need to translate the current sentence [21, 23]. At the other

extreme, fabricating “pseudo-paragraphs” by concatenating arbitrary fixed-size sentence runs

trades genuine coherence for size and introduces a discourse-level form of noise: when joined

sentences discuss unrelated topics, the model is asked to learn translations within a context that

does not actually constrain meaning, and recent analyses of context-aware MT find that random

or scrambled context does not consistently outperform a regularised sentence-level baseline,

suggesting that apparent context-window gains may reflect regularisation effects rather than
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genuine document-level understanding [21]. The pragmatic position adopted in this thesis is

therefore the intermediate one: keep paragraphs that exist in the source as paragraphs, but do

not fabricate paragraphs where the source has only sentences. Where the source corpus offers

no paragraph structure (notably WikiMatrix), the sentences are kept individually; constructing

pseudo-paragraphs from them is left as a clearly-flagged future-work option, with a concrete

Estonian-tuned recipe and a 2000-character prototype already documented in Section 2.3.1.

2.2.2 Source format: the OPUS raw layer

OPUS distributes each corpus in several pre-processed formats — raw, xml, parsed, mono,

moses, tmx, truecaser, ud, freq, smt, and dic [12, 24] — that trade off between how much of the

original document structure is retained and how directly the data can be consumed. Given the unit

choice argued in Section 2.2.1, the format used must preserve paragraph and document structure

wherever the underlying corpus recorded it. Most OPUS formats have already been collapsed to

the sentence level (for example the Moses files contain non-empty alignments with duplicates

and no enclosing structure [24]), so they provide no route back to paragraph boundaries. The

raw distribution, in contrast, is XML-like and still carries <s> sentence markers and, where

the original corpus had them, <p> paragraph markers. For this reason raw was chosen as the

source layer for all human-translated corpora used in this dataset; the one unavoidable exception

is EUbookshop, whose raw distribution was not available for en–et, forcing the use of the Moses

files for that corpus (and ultimately contributing to its exclusion; see Section 2.4).

2.2.3 Reading the corpora: extended OpusTools

To read the raw XML distributions into language-pair-aligned data, OpusTools v1.6.2 [24] was

used as a starting point. Writing a new parser from scratch for a dozen heterogeneous corpora

would have been both time-consuming and error-prone, so the existing library, whose specific

purpose is exactly this task, was preferred. However, the stock opus_read tool emits its output

in flat pair formats (TMX, Moses, or printed links) that discard document and paragraph context

— precisely the context the present work needs to keep. A fork of OpusTools was therefore

produced,3 with two principal additions:

1. a new reader (opus_read_ext.py) and a matching formatter (formatting_ext.py) that
3The fork is bundled with the thesis at scripts/data_collection/opustools/ (Appendix A) and published

online at https://gitlab.cs.ut.ee/msc/thesis.
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emit, per alignment, a nested structure grouping <s>-level sentences under their enclosing

<p> paragraphs and under their source-document identifiers, so that the original document

hierarchy is recoverable downstream (and pseudo-paragraphs can be reconstructed for

corpora whose raw files lack <p> tags, such as WikiMatrix);

2. an instrumentation layer that collects per-document statistics (paragraph counts, sentence-

per-paragraph and words-per-paragraph distributions for both sides of each alignment)

during reading, so that no second pass over the data is required to obtain the inventory

used later in this thesis.

The fork lives alongside the data-preparation scripts used to drive it; the upstream behaviour is

preserved for the unmodified code paths.

2.2.4 Storage format: Hugging Face Datasets

The second-layer output of the reading pipeline had to be suitable both for the present thesis

and for any later reuse of the machine-translation corpus in other Estonian-language-technology

work. JSON was considered early on as an obvious serialisation choice. However, at corpus-

wide volumes JSON is awkward to stream, lacks a typed schema, and offers no built-in support

for the filtering, batching, and lazy-iteration patterns that downstream training pipelines rely

on. The Hugging Face datasets library [25] was adopted instead because it provides a typed

schema, memory-mapped Apache Arrow storage that scales from small datasets to corpora that

do not fit in RAM, native interoperability with Pandas, NumPy, and framework tensors, and

straightforward export back to JSON, CSV, or Parquet when required. This made it possible

to treat the growing Neurotõlge corpus as a first-class NLP resource usable by any tool in the

Hugging Face ecosystem without writing bespoke loaders, while still satisfying the original goal

of a JSON-exportable artefact.

The second-layer schema stores one row per source document, with typed columns capturing the

corpus, version, alphabetically-sorted source and target language codes, the document identifiers

on each side, and two parallel list-of-list columns holding the actual text (outer list: paragraphs;

inner list: sentences). An excerpt of the schema is shown in Listing 2.1.
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Listing 2.1. Second-layer dataset schema (example: ar–et).

Dataset({

features: ['corpora', 'version', 'source', 'target',

'src_doc_ids', 'trg_doc_ids', 'ar', 'et'],

num_rows: 22654

})

One practical caveat of the library is that its datasets are immutable [25]: any mutation re-

quires materialising a new copy on disk, which is expensive at the scale of the larger corpora.

OpenSubtitles was the first and only native corpus where this constraint became a bottleneck at

the collection stage — the v2024 distribution, at roughly 138 million paragraphs over eleven

language pairs (see Table 2.3), exceeded the working-memory budget and had to be read in

chunks into temporary datasets that were then concatenated into the final artefact. The same

class of size-driven workarounds appears again in the synthetic portion of the dataset, and is

discussed further in Section 2.3.4.

2.2.5 Second-layer output and inventory (human-translated corpora)

Running the extended reader over the seven human-translated corpora (plus the initially included

EUbookshop) produced the second layer of the dataset, stored under 02_corpora/ with one

sub-directory per <corpus>_<version>_raw (respectively _moses for EUbookshop). Table 2.3

summarises the volume of data that entered this first layer, aggregated from the per-document

statistics collected alongside the reader.
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Table 2.3. Second-layer read-in statistics for the human-translated corpora, aggregated across

all contributing language pairs. EUbookshop (Moses) is included for completeness but was

excluded from the final dataset (see Section 2.4).

Corpus Rows Pairs Paragraphs Sentences (src/trg) Words (src/trg)

OpenSubtitles v2024 182 877 11 138.5M 156.1M / 152.1M 778.6M / 729.0M

JRC-Acquis v3.0 129 066 8 7.34M 10.03M / 10.23M 155.3M / 152.3M

ParaCrawl v9 171 1 8.54M 8.93M / 8.94M 136.6M / 103.3M

Europarl v8 72 973 8 5.02M 5.19M / 5.24M 99.1M / 95.0M

WikiMatrix v1 11 11 5.93M 5.93M / 5.93M 77.4M / 69.0M

TildeMODEL v2018 22 9 4.10M 4.11M / 4.11M 79.9M / 59.6M

EOPC v2022 15 6 2.01M 2.04M / 2.02M 40.3M / 37.3M

EUbookshop v2 (Moses) 12 12 3.18M 4.35M / 4.36M 60.6M / 58.3M

OpenSubtitles dominates the corpus by volume, accounting for over 80% of all paragraphs and

sentences in the second layer. ParaCrawl, in contrast, yields data for only en–et because the

remaining alignment files required for the target language pairs are not distributed by OPUS

(all other pairs were listed as missing during reading). The remaining corpora cover between

6 and 11 of the 12 target pairs, with structural differences that are reflected in the row counts:

TildeMODEL, WikiMatrix, and EOPC ship a handful of very large source documents, whereas

Europarl and JRC-Acquis are split into tens of thousands of small per-sitting or per-legislation

files.

The per-pair aggregate (Table 2.4) makes the coverage imbalance concrete. en–et is supplied by

all seven corpora and contains over 33M paragraphs; the Baltic pairs (et–lt, et–lv) and et–zh

are supplied by only one to five corpora and trail the coverage of the best-served pairs by one to

two orders of magnitude. et–zh is an extreme case: among the human-translated corpora only

WikiMatrix provides data. As with every human-translated source, that data is usable in both

directions (et→zh and zh→et); the asymmetric word counts (4.75M / 0.67M) are an artefact of

whitespace-based word counting, since Chinese is not space-separated and the per-line token

count therefore drops sharply on the zh side, not a sign that the corpus itself is single-directional.

These coverage imbalances propagate into the training corpus and motivate the addition of the

synthetic back-translation data discussed in Section 2.3.
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Table 2.4. Second-layer read-in statistics aggregated per language pair, across all contributing

corpora (EUbookshop excluded; OpenSubtitles v2024 only). “Corpora” is the number of corpora

that supply data for the pair.

Pair Corpora Paragraphs Segments (src/trg) Words (src/trg)

ar–et 2 16.83M 20.23M / 18.90M 95.18M / 91.01M

de–et 6 19.53M 21.93M / 21.46M 188.75M / 151.42M

en–et 7 33.49M 36.66M / 35.32M 366.02M / 274.28M

es–et 5 20.25M 22.73M / 22.38M 168.20M / 131.07M

et–fi 6 17.56M 19.72M / 19.00M 108.67M / 92.36M

et–fr 6 17.93M 20.04M / 20.09M 122.38M / 160.07M

et–lt 5 4.39M 4.85M / 4.95M 39.13M / 40.38M

et–lv 4 3.39M 3.96M / 3.97M 39.68M / 43.30M

et–ru 4 15.06M 16.28M / 16.99M 83.35M / 89.55M

et–sv 6 17.45M 20.03M / 19.39M 123.54M / 142.84M

et–uk 2 5.17M 5.53M / 5.76M 27.70M / 28.41M

et–zh 1 0.39M 0.39M / 0.39M 4.75M / 0.67M
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Table 2.5. Second-layer source segments per language pair and corpus (excluding OpenSubtitles

v2018 and EUbookshop; in millions, three significant figures). A segment is the corpus’s native

row unit — typically a sentence for the OPUS sentence-aligned corpora, but counted as it ships,

since some corpora pre-split or pre-merge differently. “—” indicates the corpus does not provide

data for that language pair.

Pair EOPC Europarl JRC OpenSub ParaCrawl Tilde WikiMat.

ar–et — — — 19.9 — — 0.308

de–et 0.396 0.610 1.54 16.6 — 2.01 0.749

en–et 0.462 0.654 0.798 22.8 8.93 2.07 0.956

es–et — 0.623 1.62 19.9 — 0.004 0.601

et–fi 0.405 0.649 0.018 18.2 — 0.005 0.466

et–fr 0.090 0.665 1.68 17.0 — 0.004 0.645

et–lt — 0.653 1.04 2.90 — 0.005 0.256

et–lv — 0.661 1.72 1.57 — 0.005 —

et–ru 0.314 — — 15.3 — 0.001 0.655

et–sv 0.373 0.671 1.62 16.9 — 0.004 0.452

et–uk — — — 5.08 — — 0.449

et–zh — — — — — — 0.392

Table 2.5 gives the full per-corpus, per-language-pair breakdown at the source-segment level (i.e.

each cell counts how many source-side rows the corresponding corpus contributes to the pair,

before any paragraph grouping or cleaning). The row sums therefore reproduce the “Segments

(src)” column of Table 2.4.

2.3 Synthetic corpora

Table 2.6. Machine-translated (synthetic) corpora included in the dataset.

Corpus Version Translation direction(s)

OpenSubtitles v2018 en→et

UNPC v1.0 en→et

ENC v2021 et→{ar, de, en, es, fi, fr, lt, lv, ru, sv, uk, zh}
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The synthetic portion of the dataset reuses machine-translated text produced by the TartuNLP

group during earlier work on Estonian-centric MT [3], in which monolingual and English-aligned

source data were translated into Estonian (or, for the Estonian National Corpus, from Estonian

into the twelve target languages). The specific corpora and versions used are listed in Table 2.6.

2.3.1 Background: how the synthetic corpora were produced

The synthetic side of the dataset originates in earlier work by Korotkova and Fishel [3], who built

up a back-translation corpus to support training Estonian-centric MT models. The technique

they apply is the standard back-translation of Sennrich, Haddow, and Birch [26]: an existing MT

system is used to translate a monolingual corpus, and the resulting parallel data is reversed so that

the noisy, machine-translated text ends up on the source side and the cleaner, original-language

text ends up on the target side, which lets the trained model learn target-language generation

from genuine data [3]. For the non-English-centric directions, Korotkova and Fishel used the

1.2 B-parameter version of the M2M-100 multilingual MT model [13].

Three corpora from this earlier effort enter the present thesis. The English monolingual sides of

OpenSubtitles (v2018) and the United Nations Parallel Corpus (v1.0) were translated en→et to

provide back-translation data for the et→en training direction. The Estonian monolingual side of

the Estonian National Corpus (v2021), comprising eleven sub-corpora that together cover the

broad written-Estonian distribution (Balanced, Reference, Web 2013/2017/2019/2021, Wikipedia

2021, Wikipedia Talk 2017, DOAJ, Feeds, and Fiction), was translated et→{ar, de, en, es, fi, fr,

lt, lv, ru, sv, uk, zh} to provide back-translation data for the eleven X→et training directions and

a second source for en→et. Note that the synthetic OpenSubtitles side is fixed at v2018 because

that was the version available when Korotkova and Fishel produced the translations [13]; the

human-translated side of this thesis was later rebased on the larger v2024 (Section 2.2.5), so the

two families intentionally use different OpenSubtitles releases.

Immediately preceding this thesis, Pastarus [13] processed the same three machine-translated

corpora. Pastarus restored the original document-level sentence order of the translations by

aligning them back to the source corpora’s documents, and repaired a portion of the machine-

translation artefacts — in particular, sentences in which the translation model had emitted <unk>

tokens. Pastarus reports that roughly 7% of the original sentences were lost overall and that

approximately 41.7% of initially missing sentences were recovered through this processing [13].

The output of that work is the layer-1 input that this thesis consumes (Table 2.11 for the on-disk
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location).

Why the synthetic side is so much larger than the human-translated side. Because Ko-

rotkova and Fishel translated the full monolingual side of each source corpus rather than the

intersection between two language sides, the resulting synthetic corpora cover the entire source-

language inventory of the underlying data. For OpenSubtitles, this meant the complete English

monolingual portion — 446 000 documents and 441million sentences according to the descrip-

tion in Pastarus [13] — was translated. The human-translated OpenSubtitles distribution at

native v2024, in contrast, only contains the subset of English documents whose counterparts

also exist in each partner language, and the largest single language pair (en–et) carries 22.8M

source sentences. The synthetic en→et OpenSubtitles is therefore roughly an order of magnitude

larger in sentence count than the human-translated en–et side. The same effect, multiplied by

twelve target languages, applies to the ENC corpus and explains why the synthetic ENC totals

reach billions of sentences (Table 2.8).

The three corpora arrive in three different file formats, which constrains the layer-1→layer-2

reader for each corpus:

• OpenSubtitles v2018 (en→et) — restored line-aligned plain-text subtitle files mirroring

the original OpenSubtitles directory structure (one document per file, sentences on con-

secutive lines). Sentences whose translation could not be recovered are tagged in line by

Pastarus with __PUUDU__ (“missing”) or __KUSTUTATUD__ (“deleted”).

• UNPC v1.0 (en→et) — restored XML files preserving the original sentence, paragraph,

and document nesting of the United Nations Parallel Corpus, with the same __PUUDU__

and __KUSTUTATUD__ markers in place of unrecovered sentences.

• ENC v2021 (et→twelve targets) — the eleven sub-corpora of the Estonian National

Corpus (Balanced, Reference, Web 2013/2017/2019/2021, Wikipedia 2021, Wikipedia

Talk 2017, DOAJ, Feeds, Fiction) in the corpus’s native .prevert format, where document

boundaries are marked by <doc> tags that carry a filename, optional article, or url

attribute, and sentences are interleaved at the line level with their machine translations.

ENC is the only corpus among the three synthetic sources where the original document boundaries

are explicitly preserved by the source format: every <doc> block in a .prevert file corresponds

to a single web page, journal article, or other source document, so its sentences are guaranteed

to be on the same topic. This makes ENC the natural place to extend the dataset toward longer
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training units in the future. Two extensions remain open as follow-on work and are not imple-

mented in this thesis: (i) merging each <doc> into a single document-length training segment,

which would push the unit length beyond what current models can attend to without additional

engineering and is therefore deferred until a target architecture is fixed; and (ii) constructing

pseudo-paragraphs of three to five consecutive same-document sentences as a middle ground

between sentences and full documents. The second option was discussed in the team but not

adopted, because even within a single source document the running topic can shift (particularly

in web sub-corpora) and arbitrary fixed-size grouping risks introducing the discourse-level noise

discussed in Section 2.2.1. The same-document guarantee provided by ENC’s <doc> markers

does mitigate this concern compared to fully arbitrary concatenation, so both options remain

viable extensions for a future iteration of the dataset.

Recipe for Estonian pseudo-paragraphs. If the pseudo-paragraph option is reopened, the

construction must be tuned to Estonian text statistics rather than to a fixed sentence count alone,

because Estonian sentences vary in length by an order of magnitude across genres. Aggregated

from the per-document statistics of the human-translated second layer (Tables 2.3–2.4, com-

puted during this thesis), the average sentence on the Estonian side runs to roughly 5 words in

OpenSubtitles dialogue (4.99words/sentence), 15–16 words in JRC-Acquis legal text, and 19–20

words in Europarl, TildeMODEL, and EOPC formal-administrative text. Eesti Keele Instituut’s

example-sentence guideline, established for dictionary work, recommends sentence lengths of

between 5 and 20 words and individual word lengths capped at 30 characters [27]; this matches

the upper range of the corpus statistics and gives an empirical anchor for “a sentence of normal

Estonian length”.

Combining these two observations, a pseudo-paragraph constructed by sentence count alone

gives very different units depending on which sub-corpus it is sampled from — a five-sentence

chunk of subtitles would carry only ~25 words, while five sentences of Europarl would carry ~100

words, and the same five sentences of a long-clause legal document could exceed that further.

A sentence-count-only rule would therefore yield wildly heterogeneous training units, with the

short ones giving the model little context beyond a single utterance and the long ones risking

truncation in the training pipeline. The recipe recommended for any future implementation is

to bound pseudo-paragraphs jointly: a minimum of about three same-document sentences and

a minimum character (or token) count to ensure that subtitle-style chunks accumulate enough

context, and a maximum of about five sentences and a maximum character (or token) count

23



below the candidate base model’s training context to ensure that legal- or fiction-style chunks do

not overshoot.

The exact upper bound depends on the candidate base model’s context window and tokeniser. The

general practice in NLP chunking pipelines is to start at around 250 subword tokens (roughly 1000

characters under BPE-style tokenisers) and to aim for at most ~ 80% of the model’s positional

limit so that tokenisation overhead and special tokens do not push individual training pairs

over the limit. For an older encoder–decoder neural machine translation (NMT) model with a

512-token context this implies a bound near 1500–2000 characters, while for modern LLM-based

MT base models with 4 000 tokens of context or more the same percentage gives substantial

headroom even at 2000 characters per segment.

A first prototype of the upper-bound half of this recipe was implemented during the present

thesis but was not promoted into the production pipeline. The driver scripts/data_colle

ction/native/build_paragraphs.py calls a paragraph splitter that targets a maximum of

2000 characters per emitted paragraph: when the joined sentence list of a source paragraph

exceeds this limit, sentences are accumulated greedily until adding the next sentence would push

the segment over the threshold, at which point the segment is closed and a new one started; an

isolated sentence longer than 2000 characters by itself is kept as its own segment. The choice

of 2000 characters places the prototype at the upper end of the chunking-literature range above

and is well matched to a modern LLM-based base model; on a model with a 512-token context,

the bound would need to be tightened roughly by half. The 2000-character bound is plumbed

through the splitter API as a parameter, so a future iteration can change it without touching the

calling code. Two refinements remain open: tuning the bound to the subword-context sweet spot

of the chosen base model once that choice is fixed, and adding the lower-bound “≥ 3 sentences

and ≥N characters” rule above so that subtitle-style chunks do not appear at the floor.

2.3.2 One-directional usability of synthetic data

A consequence of how the synthetic corpora were produced is that each synthetic pair is usable in

only one of the two training directions, in contrast to the human-translated side where every par-

allel document supports both directions of the corresponding pair. Standard back-translation [26,

28] relies on the asymmetry between the two sides: only the original, human-authored text on

the target side teaches the model to generate fluent and accurate output, whereas the machine-

translated source side is treated as a noisy input that the model learns to be robust against.
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Reversing this polarity — using the noisy machine output as the training target — would teach

the model to reproduce translation artefacts rather than native-quality text and is consistently

reported to harm rather than help model quality [3, 26, 28].

Tagging the synthetic side. Throughout the dataset, the machine-translated side carries a

_synth suffix in its language tag (e.g. et_synth, zh_synth) so that the same surface tag never

refers to both human-authored and machine-translated text. The model therefore sees an explicit

synthetic-vs-real distinction at every training row, both in the src/trg columns and in the prompt

template that embeds those tags. This follows Caswell, Chelba, and Grangier [29], who showed

that prepending an explicit tag to back-translated source sentences allows the model to discount

their style during training and yields consistent quality gains over untagged back-translation; the

language-tag suffix used here serves the same function within a multilingual prompt-template

setting. The supervisor required this tagging convention for the present dataset on the strength

of that line of evidence.

Table 2.7. Mapping between the direction in which each synthetic corpus was generated and the

direction in which it can be used during training, following the back-translation convention [26].

Corpus Generation direction Usable training direction(s)

OpenSubtitles v2018 en (real)→ et (synth) et→en

UNPC v1.0 en (real)→ et (synth) et→en

ENC v2021 et (real)→ X (synth) X→et, for each of the 12 X

Concretely, this gives the directional rules summarised in Table 2.7: the OpenSubtitles and UNPC

synthetic corpora, where Estonian is the noisy machine-translated side, contribute exclusively to

the et→en training direction; and the ENC synthetic corpus, where Estonian is the clean original

side, contributes to the X→et training direction for each of its twelve target languages X. ENC

therefore provides synthetic data for all twelve into-Estonian directions, while only the et→en

direction is also covered by the OpenSubtitles and UNPC synthetic side. The remaining eleven

et→X directions have no synthetic contribution in this dataset and rely on the human-translated

side alone.
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2.3.3 Reading the synthetic raw into datasets

Because the three synthetic corpora do not follow the OPUS distribution layout, the extended

OpusTools reader used for the human-translated side is not applicable: there are no OPUS

alignment files to drive it. The synthetic layer-2 is therefore produced by three bespoke per-

corpus loaders— load_OS_synth.py, load_UNPC_synth.py, and load_ENC_sub.py—each

tailored to the format described above and each emitting the same HuggingFace-datasets schema

as the human-translated layer-2 (see Listing 2.1 for the schema).

The three readers share a common pre-filter at the line level: any sentence pair where either

side contains a __PUUDU__ or __KUSTUTATUD__ marker is discarded at read-in. This removes

the unrecovered sentences that Pastarus had explicitly tagged and ensures that all rows reaching

layer 2 contain genuinely aligned machine-translated content. The OpenSubtitles loader walks

the directory tree of subtitle documents and pairs each source file with its restored translation;

the UNPC loader walks the same kind of tree but parses each XML file with lxml and preserves

the <p>-level paragraph nesting on output; the ENC loader reads each .prevert file once per

target language and builds one output row per source-document boundary marked by <doc>.

Documents whose two sides could not be aligned (different sentence counts, parse errors,

completely empty contents) are recorded in a problematic-files side dataset under statistics

/problematic_files/ rather than silently dropped. Representative listings of the three loaders

and their SLURM wrappers are included in Appendix A.

2.3.4 Statistics collected as a separate pass

A practical consequence of the synthetic corpus volume is that the inline statistics-collection

used on the human-translated side (Section 2.2.3) was not workable here: the per-document

counts and per-paragraph distributions cannot be computed in the same pass as the dataset

construction without exhausting available RAM, especially for OpenSubtitles. The reader

scripts therefore emit only the layer-2 dataset, and statistics are gathered by a separate program

(load_synth_stat.py) that streams the materialised layer-2 datasets back through the same

statistics schema used on the human-translated side. The output is stored under statistics/s

ynthetic_data_statistics/, mirroring the layout of the OPUS statistics in Section 2.2.5.
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2.3.5 Second-layer output and inventory (synthetic corpora)

The synthetic layer-2 datasets are stored under 02_corpora/ with one sub-directory per

<corpus>_<version>_synthetic. Table 2.8 summarises the volume of synthetic data that en-

tered the second layer, aggregated from the per-document statistics collected by the separate-pass

program described above.

Table 2.8. Synthetic second-layer read-in statistics, aggregated across all contributing language

pairs. ENC v2021 totals across its eleven sub-corpora.

Corpus Rows Pairs Paragraphs Sentences (src/trg) Words (src/trg)

ENC v2021 (synth) 140 983 080 12 2,177M 2,216M / 2,225M 27.3B / 30.4 B

OpenSubtitles v2018 (synth) 446 465 1 439.5M 441.5M / 440.9M 2.47B / 2.15B

UNPC v1.0 (synth) 159 320 1 22.5M 33.5M / 33.5M 666M / 463M

The synthetic side of the dataset is roughly two orders of magnitude larger than the human-

translated side at the raw layer-2 stage: ~2.7 billion synthetic source sentences compared to

~201M source sentences across the seven human-translated corpora. The ENC synthetic corpus

alone accounts for over 80% of this volume, distributed approximately uniformly across the

twelve translation directions because each Estonian sub-corpus was translated into all twelve

target languages in full (Table 2.9).
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Table 2.9. Synthetic second-layer read-in statistics aggregated per language pair, across all

contributing corpora. “Corpora” is the number of synthetic corpora that supply data for the pair.

Pair Corpora Paragraphs Segments (src/trg) Words (src/trg)

ar–et 1 184.7M 188.0M / 185.9M 2.33B / 2.86B

de–et 1 191.9M 195.3M / 203.9M 2.40B / 3.05B

en–et 3 653.3M 669.7M / 670.7M 5.53B / 5.89B

es–et 1 174.7M 177.8M / 176.9M 2.19B / 3.17B

et–fi 1 179.3M 182.5M / 182.3M 2.26B / 2.10B

et–fr 1 175.6M 178.7M / 179.2M 2.21B / 3.19B

et–lt 1 175.8M 179.0M / 182.1M 2.21B / 2.27B

et–lv 1 176.1M 179.3M / 178.9M 2.21B / 2.35B

et–ru 1 192.7M 196.1M / 197.9M 2.42B / 2.74B

et–sv 1 173.6M 176.6M / 177.3M 2.18B / 2.63B

et–uk 1 177.1M 180.3M / 179.5M 2.23B / 2.48B

et–zh 1 184.3M 187.6M / 185.3M 2.31B / 0.27B

The en–et row in Table 2.9 is the only pair that draws frommore than one synthetic corpus: it sums

the OpenSubtitles and UNPC en→et translations alongside the ENC et→en translations. After

applying the directional rules of Section 2.3.2, the OpenSubtitles and UNPC contributions feed

only the et→en training direction, whereas the ENC en–et portion feeds en→et. The asymmetry

of the et–zh target-side word count (0.27 B vs 2.31 B on the source) reflects the fact that Chinese

is written without spaces, so a whitespace-based word count understates Chinese token volume

relative to Estonian; the sentence and paragraph counts are the more reliable comparisons across

languages.

2.4 Cleaning

The training corpus that emerges from Sections 2.2–2.3 is already non-trivial in volume but

still noisy: the human-translated side carries OCR artefacts in subtitles, mismatched numerals

in legal documents, mixed scripts in WikiMatrix, and HTML residue in ParaCrawl; the syn-

thetic side carries the usual symptoms of large-scale machine translation, including length-ratio

anomalies and low-confidence translations that survived Pastarus’s restoration [13]. The dataset

is therefore put through a two-step cleaning pipeline: a rule- and heuristic-based first step using
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OpusCleaner [30], and a quality-estimation-based second step using COMET-Kiwi [31]. The

two steps produce two new layers (layers 5 and 6) on top of the layer-4 Moses files, and the

training-set construction described in Section 2.5 starts from the COMET-cleaned output.

2.4.1 Pipeline stages and reuse points

The dataset preparation as a whole is organised into three stages. Stage 1, collection and

preparation, is everything described in Sections 2.2 and 2.3; it produces layers 1 (raw downloads),

2 (parsed HuggingFace datasets, document-grouped), 3 (paragraph-flattened datasets), and 4

(language-pair-wise Moses-format files, gzipped). Stage 2, cleaning, is the OpusCleaner +

COMET-Kiwi pipeline of this section; it consumes layer 4 and produces layer 5 (OpusCleaner

output, corpus_datasets/05_OC_clean/) and layer 6 (COMET-Kiwi-filtered output, corp

us_datasets/06_comet_clean/ and corpus_datasets/06_comet_clean_after_OC/).

Stage 3, training-set construction and partitioning into train/validation/test subsets, is performed

on the LUMI supercomputer and is described in Chapter 3 alongside the model-training work.

Each layer is materialised as its own directory tree on UT HPC, so that any stage 2 or stage 3

follow-on work can be restarted from the appropriate layer without rebuilding earlier ones. This

is more than a convenience: each layer-to-layer transformation discards information, so the right

restart point depends on the kind of follow-on work envisioned. Table 2.10 lists, for the most

likely follow-on tasks, the layer that should be used as input.
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Table 2.10. Reuse points: the layer to restart from for each kind of follow-on work, and what

each layer commits to.

Follow-on task Restart layer Why earlier layers are wrong

Re-parsing OPUS or restoring

synthetic raw differently

1 (raw) layer 2 is already a parsed HF dataset

Pseudo-paragraph construction 2 (corpora/) layer 3 has flattened paragraphs and lost

the document-level grouping the construc-

tion needs

Alternative paragraph-level

grouping

3 (para-

graph_datasets/)

layer 4 is text-only and has lost the dataset

metadata

Replacing or reconfiguring the

OpusCleaner step

4 (lan-

guage_datasets_gz/)

layer 5 already has filters applied; later

layers cannot recover dropped rows

Changing only the COMET-

Kiwi threshold

5 (OC_clean/) for

OC-then-COMET

pairs, layer 4 for

COMET-only

pairs

layer 6 keeps only the rows above the previ-

ous threshold; the per-row COMET scores

are stored in the JSONs alongside, so re-

thresholding needs the JSON not the fil-

tered text

Adjusting both filtering steps to-

gether

4 (lan-

guage_datasets_gz/)

layer 5 fixes the OpusCleaner outcome

Trainset re-partitioning,

reweighting, or augmentation

6 (comet_clean*/) this is the final clean layer the training sets

are built from
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Table 2.11. Where each layer is read from. All paths are on UT HPC under

/gpfs/space/projects/nlpgroup/corpus_datasets/; the three training-set variants of

layer 7 were assembled on LUMI and migrated back to this tree after the four-way SFT compari-

son. The corpus_datasets/lumi_results/neurotolge/ subtree holds the related training-

time artefacts (per-checkpoint eval results, TensorBoard logs, SFT checkpoints).

Layer Authoritative path on UT HPC

(corpus_datasets/)

Read with

1 (native) 01_raw_native/ OpusTools fork: scripts/data_collection/

opustools/

1 (synth) 01_raw_synth/ bespoke loaders in scripts/data_collectio

n/synthetic/

2 02_corpora/<Corpus>_<version>_<raw|

synthetic>/<src>_<trg>/

datasets.load_from_disk()

3 03_paragraph_datasets/<src>_<trg>/ datasets.load_from_disk()

4 04_language_datasets_gz/<src>_<trg>

/<Corpus>.<src>-<trg>.{src,trg}.gz

gzip-text or pass to OpusCleaner

5 05_OC_clean/<src>_<trg>/<Corpus>.<sr

c>-<trg>.{src,trg}

plain text; one row per line

6 (clean) 06_comet_clean_after_OC/<src>_<trg>

/<Corpus>.json (post-OC pairs) and 06_com

et_clean/<src>_<trg>/<Corpus>.json

(CK-only pairs)

JSON of {src, mt, COMET} per row; threshold-

filtered text alongside

7 (trainset) 07_trainset/, 07_trainset_mini/, and

07_trainset_partial/ (each with langua

ge_pairs/, TRAIN, VAL)

datasets.load_from_disk()

Stats (every layer) statistics/ (per-layer subdirs, including cl

eaning_overview/ and language_pairs_s

tatistics/)

datasets.load_from_disk()

Where each layer actually lives. For day-to-day reuse, Table 2.11 gives the absolute on-

disk path of each layer alongside the intended reading mode. The authoritative copies of

every layer (collection through cleaning, plus the assembled training sets) live on UT HPC

under /gpfs/space/projects/nlpgroup/corpus_datasets/, where they are preserved

across years. The training sets that were assembled on LUMI were migrated to UT HPC

after the four-way SFT comparison completed (2026-05-07) and now live as layer 7 at the

top of corpus_datasets/ alongside layers 1–6 (07_trainset/, 07_trainset_mini/,

07_trainset_partial/), accessible independently of the LUMI project allocation.
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2.4.2 Step 1: OpusCleaner

OpusCleaner [30] is an open-source data-cleaning toolkit developed in the High Performance

Language Technologies (HPLT) project. It packages around two dozen rule-based and heuristic

filters (whitespace normalisation, HTML-tag removal, length-ratio bounds, character-script

checks, language identification, URL and footnote stripping, and so on) and a web-based interface

that displays a corpus sample together with a strikethrough overlay of the rows each filter would

drop, so that filter parameters can be tuned interactively before being committed to a per-corpus

JSON configuration [30].

The interface was used in this thesis exactly in this two-step way. A virtual machine running

OpusCleaner was set up so that filter parameters could be tuned per language pair on a sample of

the layer-4 data, with the strikethrough overlay used to confirm that each filter dropped the kinds

of rows it was supposed to drop and not others. Figure 2.1 reproduces an example of the same

interface from the upstream project,4 showing the diff between the dataset before and after a

filter is applied; this is the view the filter parameters were tuned against during the present work.

Table 2.12. The chain of OpusCleaner filters applied to most (corpus, language-pair) combi-

nations. Filters from the opus.* namespace ship with OpusCleaner; the others are standard

rule-based filters from the same toolkit.

Filter Effect

remove_empty_lines drops blank rows

opus.WhitespaceNormalizer collapses runs of whitespace

fix_quotes normalises curly quote variants

opus.LongWordFilter drops rowswith words> 40 characters (compounds excluded)

opus.LengthRatioFilter drops rows whose source/target word-count ratio exceeds 4

opus.HtmlTagFilter drops rows containing HTML markup

opus.CharacterScoreFilter drops rows whose script mix deviates from the expected pair

(e.g. Latin/Latin or Latin/Cyrillic)

num_mismatch drops rows where source and target carry different numerals

fix_wiki strips footnote markers, wikilinks, headings, and code from

Wikipedia-derived rows

src_trg_ratio secondary length-ratio check (logarithmic, threshold 0.6)

alpha_ratio checks the proportion of alphabetic characters per side

4https://github.com/hplt-project/OpusCleaner
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Figure 2.1. The OpusCleaner web interface, showing the side-by-side comparison of a sentence-

pair sample before and after a filter is applied; rows that the filter would drop are visibly struck

through. Reproduced from the OpusCleaner project’s public documentation [30] (MIT licence).

Once a parameterisation was confirmed for one corpus on one language pair, the same

JSON was templated to the remaining corpora and language pairs by the helper notebook

create_filters_files.ipynb, which adjusts the language-specific bits (the LANG1/LANG2 of

alpha_ratio, the script bound of opus.CharacterScoreFilter that switches from [Latin,

Latin] to [Latin, Cyrillic] for Russian and Ukrainian) and rewrites the input file paths.

The full filter chain applied to most language pairs is listed in Table 2.12; one JSON file per

(corpus, language pair) is produced under corpus_datasets/filters/<src>_<trg>/,

and the actual cleaning job runs the OpusCleaner CLI as opuscleaner-clean --basedir

<data> --parallel 4 <filter.json> inside SLURM batches that allocate 80GB of

RAM, 20 CPU cores, and 72 hours of wall time. Three representative filter JSONs (EOPC

and OpenSubtitles native, OpenSubtitles synthetic, all en–et) are bundled with the thesis at

scripts/data_cleaning/opuscleaner/filters/.
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2.4.3 Step 2: COMET-Kiwi quality estimation

OpusCleaner removes structurally broken or grossly misaligned rows but cannot judge whether a

translation is semantically faithful. The second cleaning step therefore uses COMET-Kiwi [31],

the reference-free quality-estimation model trained at IST-Unbabel for the WMT22 quality-

estimation shared task, in its Unbabel/wmt22-cometkiwi-da release. COMET-Kiwi takes a

source–target pair and returns a scalar quality score in [0, 1] without needing a human reference,

which makes it directly applicable to filtering large parallel corpora.

Each (corpus, language-pair) layer-5 file is scored with the comet-score CLI on a single GPU,

with the per-row scores written to JSON files under corpus_datasets/06_comet_clean

_after_OC/<src>_<trg>/ for the language pairs that went through OpusCleaner first, and

under corpus_datasets/06_comet_clean/<src>_<trg>/ for the pairs (see Section 2.4.4)

that bypassed it. The default threshold of 0.75 was used to split each row into a kept (“good”)

file and a separate “bad” file: empirical inspection of pairs in the [0.5, 0.75) band (extracted

into comet_075_05_bad.examples) confirmed that a 0.75 cut keeps genuinely well-aligned

translations and excludes the bulk of clearly-broken ones. Storing the scores rather than only

the kept text means the threshold can be re-applied later: a stricter threshold was used to derive

the “mini” training set variant that appears alongside the main training set on LUMI under

corpus_datasets/comet_mini/, with the same COMET scores but a tighter cut.

A single COMET-Kiwi pass over the dataset is the most expensive part of the entire data-

preparation chain. Because the synthetic side (∼2.6 billion paragraphs at layer 2) cannot be

scoredwithin a single 72-hour job, the workwas split across roughly a dozen SLURMsubmissions

by language pair and corpus, with each job requesting a single GPU and on the order of 100GB

of host memory. A representative submission is cometJobOCENC2.sh in the script bundle

(Appendix A, scripts/data_cleaning/comet/): it scores the ENC synthetic data into

Spanish, Russian, and Ukrainian over the eleven ENC sub-corpora, with a nested loop and a

skip-if-output-exists check so that a partial restart can resume from where a previous job stopped.
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2.4.4 Coverage by language pair

Table 2.13. Per-language-pair coverage of the two cleaning steps. OC = OpusCleaner step, CK =

COMET-Kiwi step. Pairs marked “CK only” are the ones for which the rule-based filter chain is

not applicable.

Language pair Cleaning path

de–et, en–et, es–et, et–fi, et–fr, et–lt, et–lv, et–ru, et–sv, et–uk OC + CK

ar–et, et–zh CK only

Not every language pair was sent through OpusCleaner. The opus.CharacterScoreFilter

and the rule-based filters in Table 2.12 are tuned for Latin- and Cyrillic-script European languages

and would either misfire or provide little signal on Arabic and Chinese. Layer-4 Moses files for

the language pairs ar–et and zh–et were therefore sent directly to COMET-Kiwi without prior

OpusCleaner filtering, with their scores ending up in corpus_datasets/06_comet_clean/

(rather than 06_comet_clean_after_OC/). All other language pairs that were treated— de, en,

es, fi, fr, lt, lv, ru, sv, uk paired with Estonian — went through both steps. Table 2.13 summarises

the per-pair coverage.

2.4.5 Aggregate cleaning statistics

Table 2.14 summarises the volume of paragraphs that survived each cleaning step, separately

for the human-translated and synthetic families, computed from the per-(corpus, pair) statistics

dataset at corpus_datasets/statistics/cleaning_overview/.
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Table 2.14. Aggregate cleaning outcomes per family. “Lost” is the number of paragraphs dropped

by the step; each percentage is against the input to that specific step. The rows are grouped

by the two paths through the cleaning pipeline: most pairs go through OpusCleaner and then

COMET-Kiwi (OC+CK), while ar/zh skip OpusCleaner and go through COMET-Kiwi only.

Numbers in millions (M) or billions (B) of paragraphs.

Human-translated Synthetic

Layer-4 paragraphs entering cleaning

through OC+CK path (10 pairs) 154.3M 2,270M

through CK-only path (ar/zh) 17.2M 369.1M

total 171.5M 2,639M

OC + CK path

lost in OC 34.7M (22%) 144.0M ( 6%)

after OpusCleaner (layer 5) 119.6M 2,126M

lost in CK after OC 88.0M (74%) 818.6M (38%)

after COMET-Kiwi (layer 6) 31.6M 1,308M

CK-only path (ar/zh)

lost in CK only 12.6M (73%) 263.3M (71%)

after COMET-Kiwi (layer 6) 4.6M 105.8M

Final layer-6 paragraphs (combined) 36.2M 1,414M

fraction of layer-4 retained 21% 54%

Two patterns are worth highlighting. First, OpusCleaner’s rule-based filters drop a much larger

share of the human-translated side (about 20%) than of the synthetic side (∼5%); the human side

is dominated by OpenSubtitles, where short noisy lines fail length, alpha-ratio, and HTML-tag

checks at substantial rates, whereas the synthetic side is by construction longer and structurally

more uniform because it inherits the document layout of its source corpora. Second, COMET-

Kiwi at the 0.75 threshold is the dominant filter on the human-translated side, removing roughly

three-quarters of what OpusCleaner had let through; on the synthetic side it removes roughly

38% after OpusCleaner and a further 71% on the ar–et and zh–et COMET-only path. The

relatively high COMET drop rates on Arabic and Chinese (above 70% even before OpusCleaner

is applied) are consistent with theM2M-100 1.2 Bmodel used in the synthetic translation pipeline

producing lower-quality output for these distant languages [13]. Overall, the layer-6 clean dataset
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retains about 21% of the human-translated layer-4 volume and 54% of the synthetic layer-4

volume, ending up at 36M and 1.4 B paragraphs respectively.

2.4.6 Threshold choice and the smaller training set variant

The COMET-Kiwi cut at 0.75 described above was set by the project team after manual inspection

of the score distribution and of representative pairs in the [0.5, 0.75) band, and it was adopted as

the threshold for the main training set. Two qualifications matter for how this number should

be read. First, even at this relatively conservative cut, the QE model is not perfect and discards

a non-trivial fraction of segments that, on inspection, are correctly translated; the threshold

therefore trades some recall for precision against the model’s notion of translation quality, and

tightening it further compounds the recall loss. Second, 0.75 is a single-language-pair-agnostic

global cut, so it weights all twelve language pairs by the same metric calibration even though

COMET-Kiwi’s reliability varies per language pair (with weaker calibration on more distant

languages such as Arabic and Chinese [31]).

A second, stricter training set variant was produced after model training had begun, when the

main training set turned out to be too large to be trained through within the available compute and

calendar budget on LUMI. The COMET-Kiwi scores were already available per row in the JSON

files, so producing a smaller variant required only re-applying a higher threshold rather than

re-running the QE pass. The threshold for the mini variant was set to 0.80 (in scripts/data_c

leaning/comet/comet_OC.py and scripts/data_cleaning/comet/comet_ENC_OC.py);

the corresponding output lives at corpus_datasets/comet_mini/, and a derived smaller

training set at 07_trainset_mini/. The shift from 0.75 to 0.80 was a compute-driven decision

rather than a quality-driven one — the main training set was already on the right side of the

precision/recall trade-off for the team— and the two variants share every earlier processing layer,

differing only in the final threshold.

Why 0.75 in the first place: the threshold sweep. The 0.75 cut was not picked in isolation.

Before settling on a threshold for the main training set, a sweep over candidate cuts was per-

formed: the COMET-Kiwi scores were bucketed at 0.70, 0.75, 0.80, 0.85, 0.90, and 0.95, and the

surviving paragraph counts were tallied per (corpus, language-pair) and aggregated.5 Table 2.15
5The per-row COMET-Kiwi scores from which the sweep is computed live on disk under corpus_datas

ets/06_comet_clean_after_OC/<src>_<trg>/<Corpus>.json (OpusCleaner-then-COMET pairs) and

corpus_datasets/06_comet_clean/<src>_<trg>/<Corpus>.json (COMET-only pairs); each row carries
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summarises the result. At the time of the first decision the question was not yet whether the

dataset would be too large for training but where the precision/ recall trade-off would land for

each language pair, and the sweep made the trade-off concrete: tighter cuts disadvantage the

lower-resource language pairs disproportionately, because the M2M-100 1.2B model used to

generate the synthetic corpora produces noisier output for the more distant target languages and

the QE distribution on those pairs is shifted downward [3, 13, 31]. 0.75 was chosen as the loosest

cut that still preserves a high-precision distribution per the manual inspection of the [0.5, 0.75)

band, while keeping the smaller language pairs at viable volumes.

the source, target, and COMET score, so any threshold sweep can be reproduced from the same files that fed the

chosen 0.75 and 0.80 cuts.
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Table 2.15. Surviving paragraph counts per language pair at six candidate COMET-Kiwi

thresholds, computed from the per-row JSON scores. Numbers in millions (M) of paragraphs;

native (human-translated) and synthetic (machine-translated) sides reported separately. The 0.75

column is the main-training set cut; 0.80 is the trainset_mini cut; 0.85 and tighter cuts gut

several pairs, especially et–zh and ar–et on the native side.

Pair Side ≥ 0.70 ≥ 0.75 ≥ 0.80 ≥ 0.85 ≥ 0.90

en–et native 12.90 11.88 10.61 8.63 2.86

synth 180.5 166.8 144.5 100.4 10.91

de–et native 4.65 4.18 3.59 2.61 0.28

synth 127.5 112.8 93.9 64.2 4.09

et–ru native 2.82 2.39 1.93 1.25 0.06

synth 126.9 115.1 99.5 75.5 12.34

et–fi native 2.81 2.39 1.93 1.27 0.12

synth 108.1 95.2 79.4 55.9 7.86

et–lt native 1.66 1.43 1.14 0.73 0.04

synth 87.5 75.4 60.9 39.8 3.51

et–lv native 1.62 1.39 1.11 0.70 0.05

synth 87.3 74.8 60.2 40.1 4.30

et–uk native 1.79 1.52 1.22 0.76 0.02

synth 106.4 95.0 81.0 60.3 9.37

ar–et native 5.51 4.53 3.46 1.83 0.006

synth 45.6 35.0 25.2 14.0 0.38

et–zh native 0.058 0.043 0.029 0.015 0.001

synth 85.2 70.7 54.1 32.8 1.64

All native (12 pairs) 41.09 36.15 30.38 21.50 3.92

All synthetic (12 pairs) 1,265 1,114 925 642 79.1

When the time came to produce the smaller variant, the same sweep provided the upward path.

With the threshold-versus-volume curve already known per pair, the practical question was simply

how far the cut could be tightened before language-pair coverage broke down. The smallest

pair, et–zh on the native side, illustrates why 0.85 would not have been a safe upward step: only

∼ 15 000 paragraphs survive on the human-translated side at that threshold, and only ∼ 1 000 at

0.90. ar–et on the native side is the next-most fragile, falling from ∼ 4.5M at 0.75 to ∼ 1.8M
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at 0.85. The 0.80 cut for the mini variant was chosen as the tightest threshold that preserves

at least ∼ 1M human-translated paragraphs on every language pair, while still delivering the

volume reduction the LUMI training schedule required; tighter cuts (≥ 0.85) would have bought

additional precision at a recall cost concentrated on the language pairs the model can least afford

to lose.

2.4.7 Comparison with the literature

Parallel-corpus filtering for neural machine translation has been a recurring shared-task target

since the WMT 2018 and 2020 editions of the parallel-corpus-filtering task [32, 33], where

participants were given noisy ParaCrawl-derived data and asked to sub-select 1% or 10%

of the highest-quality sentence pairs. The dominant approaches there combined rule-based

filters (length and language-id checks, alpha-ratio bounds, n-gram saturation) with learned

scoring (LASER cross-lingual sentence embeddings, dual-conditional cross-entropy, classifier

confidence). Subsequent audit work documented significant quality issues in large web-crawled

multilingual corpora, particularly for low- and mid-resource languages [34].

The two-step rule-then-QE pipeline used in this thesis is the same shape as the current best

practice represented by these traditions: the rule-based first step matches the kind of cheap,

high-precision filtering that the WMT shared tasks established as a baseline, while the QE-based

second step uses a reference-free quality estimator [31] that is now standard in production-scale

data pipelines (it is the QE model used in HPLT’s own training-data pipeline, in OpusCleaner’s

recommended companion configurations [30], and in many recent submissions to the WMT

general MT task [22]). A point where the present work is more conservative than common

practice is in the tuning effort: each of the twelve target language pairs got its own, identical

filter chain rather than a chain calibrated separately per pair. A point where it is more aggressive

is in the QE cut: the WMT shared-task baselines typically retain the top 10% (or, on cleaner

data, the top 1%) of pairs by score, whereas the 0.75 threshold here keeps the top ~26% of

human-translated rows surviving OpusCleaner — effectively a less-aggressive QE cut on a

better-curated input. For the use case at hand— a mid-resource Estonian-centric back-translation

corpus to fine-tune a modern LLM-based base model — this combination is consistent with

state of the art rather than ahead of or behind it. The same COMET-Kiwi model is, for example,

the QE component of Unbabel’s Tower continued-pretraining pipeline for translation-tailored

LLMs [35], where it is used to filter the parallel portion of the pretraining data before training;
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the cleaning pipeline of this thesis follows the same recipe at the dataset level.

A natural extension once the QE step is rerun — still future work in this thesis — is to replace

COMET-Kiwi with the more recent xCOMET [36], which exposes both a sentence-level score

and per-token error spans. Filtering on token-level error density rather than on a sentence-level

score alone would allow keeping otherwise good sentences whose flagged errors are localised

and short, which is exactly the recall failure mode discussed in Section 2.4.6. xCOMET was

not yet available when the cleaning pass for this thesis was run, so the COMET-Kiwi-based

pipeline is the one that produced the actual training data; the upgrade path is documented here as

a deliberate follow-on rather than as something that should be retro-fitted into the present thesis.

2.5 Final training set

The cleaned layer-6 corpus produced in Section 2.4 is staged on the LUMI supercomputer as

the input to the third pipeline stage: training set assembly. This stage takes the per-(corpus,

language-pair) clean text files, joins them into a single HuggingFace dataset per training direction,

applies the back-translation polarity rule of Section 2.3.2 to assign each row to the correct training

direction, and finally splits the result into TRAIN and VAL partitions for the model-comparison

runs. Because the work, the data, and the candidate base models all live on LUMI, everything

in this section runs from the LUMI /projappl/ mirror of the trainset-assembly scripts (see

Appendix A) against the cleaned text files copied across from UT HPC into LUMI /scratch/.

2.5.1 Migrating the cleaned data to LUMI

The cleaned layer-6 directories 04_language_datasets/, 05_OC_clean/, 06_comet_clean/,

and 06_comet_clean_after_OC/were copied from UT HPC’s project directory into the LUMI

project’s scratch area; the layer-1–4 intermediate datasets were left on UT HPC because training

set assembly only needs the cleaned text. Subsequent processing on LUMI uses the same

HuggingFace datasets library and the same Apache Arrow on-disk format used on UT HPC.

The LUMI environment differs in three respects that affected how the work was organised:

training jobs run inside Singularity/Apptainer containers on LUMI [37], the project storage

is split across a fast flash tier and a larger scratch tier, and SLURM allocations on LUMI use

a different account/partition vocabulary. None of these affect the training set logic described

below, but they are why the LUMI-side assembly scripts (Appendix A) are LUMI-specific and

not direct copies of the UT HPC scripts.
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2.5.2 Per-direction language-pair assembly

For each of the 12 target languages X, two directories language_pairs/et_X/ and langua

ge_pairs/X_et/ are populated. Each row of these per-direction datasets carries the fields

corpora, translation_mode (native or synthetic), src and trg language tags, the source

and target text columns, and a single text column that already holds the row formatted with the

project’s training prompt template:

<extra_id_1>translate<extra_id_2>{src}<extra_id_3>{trg}

<extra_id_4>{src_text}<extra_id_5>{trg_text}</s>

Segments are placed into directions according to the rules already established in Sections 2.2

and 2.3.2. Native segments from each human-translated corpus are added in both the et→X and

X→et directions, since human-translated sentence pairs are clean on both sides and can train

either direction. Synthetic segments are added only in the direction in which they constitute valid

back-translation data: ENC was generated et→X (clean Estonian, synthetic foreign-language

side), so its segments enter language_pairs/X_et/ with the synthetic side as source and the

original Estonian as target; OpenSubtitles and UNPC were generated en→et (clean English,

synthetic Estonian side), so their segments enter language_pairs/et_en/ with the synthetic

Estonian as source and original English as target. The synthetic src tag is suffixed with _synth

to mark the asymmetry. The forward direction is built by make_lang_pairs.py and the reverse

direction by make_lang_pairs_rev.py; the two scripts are independent to keep peak memory

bounded.

2.5.3 Train/validation split

The TRAIN and VAL partitions of the training set are produced from the 24 per-direction datasets

by sampling n rows uniformly at random from each direction into VAL and assigning the rest

to TRAIN. The split is computed by build_trainset.py (and the helper get_sets.py, an

earlier variant of the same logic) in two passes — one for the et→X directions and one for the

X→et directions — writing into TEMP folders that are then concatenated by concat_ds.py

into the final TRAIN and VAL datasets. The two-pass structure is a memory-bounding device,

not a methodological choice: holding all 24 directions in a single in-memory Dataset during

sampling exceeds available RAM, so each pass instead processes 12 directions at a time and the

two TEMP outputs are concatenated on disk afterwards.

The validation sample size in the main training set is n = 26 segments per direction per pass,
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giving 312 segments total in the et→X-only VAL of the main training set and 624 segments in the

bidirectional VAL of the trainset_mini variant (Section 2.5.4). This is deliberately small: the

supervisor’s request was that VAL remain minimal, on the grounds that a held-out development

set is used for tracking training loss and early stopping but not for the final translation-quality

evaluation, which is reserved for an external benchmark (Section 2.5.6).

2.5.4 Trainset variants

Table 2.16. Parameters of the two training set variants. Segments on disk

are counted from the Arrow shards via pyarrow.ipc; all paths are relative to

/gpfs/space/projects/nlpgroup/corpus_datasets/ on UT HPC.

Parameter trainset/ (main) trainset_mini/ (mini)

COMET-Kiwi cut ≥ 0.75 ≥ 0.80

Layer-6 source 06_comet_clean_after_OC/, 06

_comet_clean/

comet_mini/

Language-pair direc-

tories

24 (language_pairs/<src>_<tr

g>/)

24 (same layout)

Native-segment

direction

both et→X and X→et entries both et→X and X→et entries

Synthetic-segment

direction

only the back-translation polarity

(§2.3.2)

same

Per-segment schema corpora, translation_mode, src,

trg, src_text, trg_text, text

same

Prompt template

(text)

as shown in Section 2.5.2 same

VAL sample per pair

per pass

n = 26 segments (random) n = 26 segments (random)

Passes contributing

to VAL

et→X only (1 pass) et→X and X→et (2 passes)

TRAIN segments 1 485 666 297 (∼1.49B) 703 137 029 (∼703M)

TRAIN shards / size 825 / 412GB 426 / 213GB

VAL segments 312 624

Authoritative path 07_trainset/ 07_trainset_mini/

43



Both variants are archived on UT HPC under corpus_datasets/07_trainset/ and corpus

_datasets/07_trainset_mini/; that copy is the long-lived authoritative one. The training

sets were originally assembled on LUMI scratch for the duration of the training runs, but LUMI

scratch is reclaimed at the end of the compute allocation, so the rocket-side archive is the one to

which later experiments and reviewers should refer. Table 2.16 consolidates the parameters that

distinguish the two variants in one place.

2.5.5 Per-direction breakdown

The aggregate segment counts in Table 2.16 collapse across the 24 training directions. The

per-direction breakdown of the assembled training set is given in Table 2.17, computed by

trainset_stats.py streaming the layer-7 Arrow shards in each language_pairs/<src>

_<trg>/ directory and tallying segment counts and whitespace-tokenised word counts per

direction. The twelve into-Estonian directions (X→et) are by far the larger half of the dataset

because they receive the synthetic back-translation segments produced from ENC; the twelve

out-of-Estonian directions (et→X) are predominantly native-only, with the et→en exception,

which is augmented by the synthetic OpenSubtitles and UNPC en→et translations applied to the

et→en training direction (the polarity rule of Section 2.3.2).
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Table 2.17. Per-direction sizes of the assembled trainset, both variants. Segments are the training

rows stored in the corresponding language_pairs/<src>_<trg>/ directory; target words are

whitespace-tokenised counts on the target side (the side the model is trained to generate). The

twelve into-Estonian directions carry the synthetic back-translation segments; the twelve out-

of-Estonian directions are predominantly native-only (with et→en the exception, augmented by

OpenSubtitles and UNPC synthetic).

trainset/ (main) trainset_mini/ (mini)

Direction Segments Target words Segments Target words

Into Estonian (X→et)

ar→et 39.6M 428.4M 17.5M 148.8M

de→et 117.0M 1.91B 67.8M 1.02B

en→et 158.9M 2.74B 94.7M 1.49B

es→et 92.3M 1.78B 54.6M 973.7M

fi→et 97.5M 1.31B 57.8M 750.1M

fr→et 88.9M 1.19B 52.0M 655.5M

lt→et 76.8M 1.04B 40.9M 535.2M

lv→et 76.2M 1.04B 41.2M 534.3M

ru→et 117.5M 1.50B 77.4M 941.1M

sv→et 98.0M 1.29B 58.2M 713.6M

uk→et 96.5M 1.26B 61.5M 782.0M

zh→et 70.8M 824.8M 32.8M 338.3M

subtotal 1.13B 16.30B 656.5M 8.89B

Out of Estonian (et→X)

et→ar 4.5M 21.9M 3.5M 16.1M

et→de 4.2M 81.3M 3.6M 71.8M

et→en 331.5M 2.66B 26.8M 747.3M

et→es 2.3M 48.7M 2.0M 42.6M

et→fi 2.4M 21.2M 1.9M 17.4M

et→fr 1.7M 43.0M 1.4M 35.6M

et→lt 1.4M 17.8M 1.1M 13.6M

et→lv 1.4M 22.5M 1.1M 17.1M

et→ru 2.4M 15.8M 1.9M 12.6M

et→sv 2.3M 40.4M 1.9M 31.9M

et→uk 1.5M 7.9M 1.2M 6.2M

et→zh 43 k 66 k 29 k 43 k

subtotal 355.7M 2.98B 46.6M 1.01B

Total 1.49 B 19.28 B 703.1 M 9.90 B
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A few features of the breakdown are worth flagging. The into-Estonian side accumulates roughly

16.3 B target words in the main variant and 8.9 B in the mini variant — about 84% of the total

target-word volume in both cases. Coverage is strongest for en (2.74 B target words into Estonian)

and weakest for the small Estonian-side pairs (et→lv, et→lt, et→ru, et→uk all under 25M target

words). The direction et→zh is the floor at 66 k target words (43 k segments). It is not that

synthetic data is missing for the et–zh pair — the ENC et→zh translations exist and contribute the

70.7M synthetic segments on the zh→et side of the table — but rather that those segments are

clean-Estonian-target by construction, so the back-translation polarity rule of Section 2.3.2 routes

them to zh→et training only. To populate et→zh in the same way would require monolingual

Chinese translated into Estonian (yielding a clean-Chinese target after reversal), which is not

part of this dataset; the et→zh direction therefore reduces to the WikiMatrix human-translated

contribution alone. Average target-word counts per segment are similar across variants (around

13 words/segment in the main and 14 in the mini), which puts our average sentence length close

to what Karpinska and Iyyer [23] would consider a sentence-level training unit rather than a

paragraph-level one — the layer-3 paragraph splitter, deferred from Section 2.2.1, has not been

applied here.

For the parallel proof-of-concept training run reported in the EKTB67 final report, Mark’s setup

reached approximately 10.2 B output words in 804M segments (synthetic share 84.4%), which is

in the same order of magnitude as the mini variant of this thesis’s dataset. The exact provenance

of that figure is from a related but not identical assembly path on top of the same cleaned layer-6

corpus; the comparison should be read as “same family of numbers, slightly different cuts” rather

than as a direct superset/subset relation.

2.5.6 Validation-set sizing in context

Recent work on fine-tuning large language models for machine translation has shown that

translation quality improves rapidly with just a handful of high-quality parallel pairs and saturates

quickly thereafter. Xu et al. [38] report substantial gains onWMT’21–22 test sets after fine-tuning

Llama-2 on a small, high-quality parallel corpus, and the broader LIMA-style result [39] that

very small (∼1 000 example) high-quality SFT sets are competitive with much larger ones is

consistent with the same diminishing-returns shape. The implication for validation is that the

held-out development set does not need to be large to track training loss and trigger early stopping;

what matters is that the test-time evaluation be done on a clean, standardised benchmark with
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enough examples to give statistically meaningful per-language COMET and BLEU scores.

This thesis follows that practice. The in-pipeline VAL described in Section 2.5.3 is small by

design and is used only for monitoring training. Final translation-quality evaluation of the

candidate base models is performed on the FLORES-200 devtest set [4] (1 012 sentences per

language pair, drawn from web articles translated by professional human translators across

200+ languages including all 12 of the target languages of this dataset) and on the WMT24++

benchmark [9], which extends the WMT24 general-MT test set to 55 languages and dialects with

fresh human references and post-edits. Both benchmarks live outside the training set described

here and are introduced separately at the point in Chapter 3 where they are used for evaluation. As

a consequence, the training set does not carry an in-pipeline TEST partition; the very small TEST

that an earlier build had ended up dropped, since the FLORES-200 and WMT24++ benchmarks

supersede it on every dimension that matters for model-to-model comparison.

2.6 Volume summary

The volumes reported in the per-stage tables of this chapter are gathered into Table 2.18 for

at-a-glance reference. The numbers move down each stage as expected: the human-translated

side starts at∼172M paragraphs at the OPUS read-in (layer 2) and shrinks to∼36M paragraphs

at the final clean layer (layer 6); the synthetic side starts at ∼2.64B paragraphs and shrinks to

∼1.41B; the assembled training set combines both sides into segments-per-direction and reaches

∼1.49B (main, 0.75 cut) or ∼703M (mini, 0.80 cut).
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Table 2.18. Volume at each pipeline stage. Native and synthetic columns are reported separately

where the layer keeps the two families apart; training set segments are not split because by that

point the back-translation reversal has already mixed the two sides into per-direction language-

pair sets.

Stage / layer Reference Native Synthetic

1 (raw downloads) §2.2.2, §2.3.1 (file-size only; see corpus inventory)

2 (parsed corpora, paragraphs) Tab. 2.3, Tab. 2.8 171.5M 2,639M

4 (Moses-format text per pair) Tab. 2.14 171.5M 2,639M

5 (after OpusCleaner) Tab. 2.14 119.6M 2,126M

6 (after COMET-Kiwi ≥ 0.75, main) Tab. 2.14 36.2M 1,414M

6 (after COMET-Kiwi ≥ 0.80, mini) §2.5.4 30.4M 642M

Trainset (main) TRAIN segments §2.5.4, Tab. 2.16 1,485,666,297 (∼1.49B)

Trainset (main) VAL segments 312

Trainset (mini) TRAIN segments 703,137,029 (∼703M)

Trainset (mini) VAL segments 624

Layers 3 (03_paragraph_datasets/) and 4 (04_language_datasets/, 04_language_da

tasets_gz/) are not volume-distinct from layer 2 in this dataset because the production pipeline

does not currently apply the pseudo-paragraph splitter (Section 2.3.1) and therefore inherits the

layer-2 paragraph counts; layer 4 only re-serialises layer 3 in Moses format for OpusCleaner

consumption. The discrepancy between “paragraphs entering cleaning” in Table 2.14 and “parsed

paragraphs” at layer 2 is pair-coverage and corpus-exclusion: EUbookshop is counted at layer 2

but excluded thereafter, and the ar/zh-only-COMET path is reported separately in the cleaning

aggregate. Trainset segments finally exceed the layer-6 paragraph count because each native

paragraph contributes to both the et→X and X→et directions, so the bidirectional assembly

doubles the human-translated contribution before the synthetic back-translation rows are added

in their single direction.
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Chapter 3

Base model selection

This chapter compares four candidate base large language models and recommends one of

them as the most suitable starting point for the next generation of the Neurotõlge service. The

cleaned training set assembled in Chapter 2 is far larger than is necessary for a fair candidate

comparison and would also be formatted differently for each candidate. To control for both issues,

this chapter assembles a smaller, model-agnostic comparison subset (trainset_partial/)

from trainset_mini/ under a fair-comparison selection rule and formats it four times —

once per candidate’s native chat template — so that the four supervised fine-tuning runs see

the same underlying data through their own native interface; the construction is described in

Section 3.11.1. The output of the chapter is a recommendation, defended in the analysis at the end,

among four open-weights candidates evaluated under matched conditions on FLORES-200 [4]

and WMT24++ [9] and scored with COMET-Kiwi wmt23-cometkiwi-da-xl [10]. Whether

the recommendation is taken up in the production training run is a separate decision for the

project team.

3.1 Adapting an LLM for machine translation

A pretrained general-purpose LLM is not a usable translation system out of the box: it can

produce reasonable zero-shot translations for high-resource pairs, but its quality on Estonian,

on translation direction control, and on length and register stability falls behind dedicated MT

systems unless the model is specialised on a translation corpus. There are two established

strategies for performing this specialisation, and they make different trade-offs between data

volume, compute, and the model’s existing general capabilities [21, 35, 38, 40].
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Continued pretraining (CL). Continued pretraining — also continual learning or continued

pre-training (CPT) in recent literature — extends the model’s next-token language-modelling

objective onto a new corpus, typically a mix of monolingual data in the languages of interest

and parallel sentences for the directions of interest. This is the recipe behind ALMA’s first

stage [38] (monolingual data in the target languages, full-parameter optimisation), and behind

the Tower line of translation-specialist LLMs [35]: Tower’s recipe trained on roughly 20B tokens

of mixed monolingual and parallel data evenly split across the target languages, and Tower-Plus

extends the same idea to a longer chain of CPT→ supervised fine-tuning→ weighted preference

optimisation→ verifiable-reward reinforcement learning stages [5]. The strength of CL is that

it can move the underlying language model: it updates representations all the way down the

network, which lets it teach the model new languages, terminology, or stylistic conventions that

the original pretraining did not see [35, 40]. The cost is that CL is expensive (multi-billion-token

sweeps over multi-billion-parameter models) and that it puts the original general capabilities

of the model at risk: the same parameter updates that learn new behaviour can overwrite older

ones [40, 41].

Supervised fine-tuning (SFT). Supervised fine-tuning — also instruction tuning when the

inputs are framed as natural-language instructions — trains on labelled input–output pairs. For

machine translation this means pairs of (source, target) segments, optionally wrapped in an

instruction template (“Translate the following X text to Y: …”). SFT is data-light by comparison

with CL: the Less-is-More-for-Alignment (LIMA) result of Zhou et al. [39] showed that a

65B model fine-tuned on 1 000 carefully curated examples is competitive with or outperforms

much larger SFT- and reinforcement-learning-from-human-feedback (RLHF) -tuned baselines,

supporting the superficial alignment view that almost all knowledge in an LLM is acquired during

pretraining and that SFT only needs to teach the model how to surface it [39]. For translation

specifically, the second stage of the ALMA recipe [38] applies SFT on a small, high-quality

parallel corpus on top of the CL stage and reaches state-of-the-art quality on WMT’21–22 with

only 7B–13B parameters. The strength of SFT is that it is data- and compute-efficient: a single

GPU node and a few thousand high-quality pairs suffice to specialise a 7–9B model toward

a target task. The cost is that SFT acts on the model’s surface behaviour, not its underlying

representations, so any new capability the model lacks at pretraining time — e.g. a language it

was never trained on — cannot reliably be added by SFT alone.

Table 3.1 summarises the trade-off between the two recipes. The two are not mutually exclusive
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(Xu et al. [38] use both, in that order) but each addresses a different deficiency of the released

base, and this thesis reports a project that started with CL on EuroLLM, then pivoted to SFT

across four candidates after the CL run produced the prompt-format and stop-token outcome

documented in Section 3.10.

Table 3.1. Continued pretraining (CL) vs. supervised fine-tuning (SFT) on a chat-trained 7–9B

base, summarised on the axes that matter for choosing between them.

Continued pretraining (CL) Supervised fine-tuning (SFT)

Loss objective Causal LM on full sequence Causal LM with prompt

masked out

Adapts Fluency in target languages, do-

main coverage

Task interface (translation

prompt→ output)

Data scale 100M–10B tokens, mixed

mono/parallel

1 k–10M parallel pairs, high

quality

Starting checkpoint Released base model Released instruct model

Primary risk Catastrophic forgetting of pre-

trained capabilities

Format overfit; capability ero-

sion past convergence

When to prefer Target language under-

represented in base; need

broad fluency

Base already understands tar-

get; need controlled task be-

haviour

Which checkpoint to start from: base vs. instruct. A practical implication of the CL-vs-SFT

distinction is which release of a candidate model one starts the adaptation from. The same

model family is typically published in two variants: a base variant that emerges from the original

pretraining run, and an instruct variant that has already been instruction-tuned on a generic

instruction-following corpus. Continued pretraining is normally applied to the base variant,

because the CL update is itself a language-modelling step on a domain corpus and can interfere

with the instruction-following alignment baked into the instruct variant; SFT is normally applied

to the instruct variant, because the instruction-following structure is the scaffold that SFT then

specialises [42]. Recent work that examines both options on the same backbone confirms that

continuing pretraining on an instruct model degrades its instruction-following ability, while

applying SFT on top of an instruct model is data-efficient and keeps it [42]. The CL run of this

thesis therefore used the EuroLLM-9B base weights, while the SFT comparison of Section 3.3

uses the four candidates’ instruct releases.
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Catastrophic forgetting and the fine-tuning paradox. Both adaptation paths share the same

risk: forgetting. Catastrophic forgetting in LLMs is the phenomenonwhere parameter updates that

improve performance on the new objective degrade performance on capabilities the model already

had, including general language-modelling and previously-supported task or language abilities;

the recent survey of Shi et al. [40] catalogues the empirical and methodological evidence across

the continual-learning literature on LLMs. The risk is acute on already-aligned base models

in the size range of the four candidates considered in this thesis. For translation specifically,

Stap et al. [41] document a fine-tuning paradox: parallel-data fine-tuning of a multilingual LLM

improves overall translation quality but degrades several translation-related LLM capabilities,

specifically formality steering, the ability to produce non-literal/technical translations through

few-shot prompting, and document-level translation. The mitigation they propose and validate is

to include monolingual data alongside the parallel data during fine-tuning, which preserves the

degraded behaviours while still improving overall translation quality. The Tower-Plus recipe [5]

pursues a related goal — bridging generality and translation specialisation — through its four-

stage CPT + supervised fine-tuning + weighted preference-optimisation + verifiable-reward

reinforcement learning pipeline. The implication for this thesis is that the base-model-selection

comparison must be evaluated on translation quality and interpreted with the assumption that

whatever specialisation we apply will leave a dent in the model’s general capabilities.

3.2 From continued pretraining with EuroLLM to a four-

candidate fine-tuning comparison

The first specialisation attempt of this project was a continued pretraining run of the EuroLLM-9B

base weights (utter-project/EuroLLM-9B) on the assembled training set (Chapter 2), with a

target of training a new Neurotõlge model end-to-end. The run produced several intermediate

checkpoints over a long wall-clock period on LUMI. Two issues combined to make the run

unsustainable in its initial form. First, the LUMI GPU-time budget for the project ran out

before training had visibly converged. Second, the training script used a static maximum-length

batching strategy — every batch was padded to the trainer’s nominal context size regardless of

actual segment length — which inflated per-step compute substantially compared to a dynamic-

padding implementation; in retrospect this was a configuration bug rather than an inherent

property of the recipe. The model also exhibited an end-of-sequence (<eos>) generation issue at

evaluation time (the “stop problem” referred to in the project notes), where decoding did not
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always terminate at the expected sequence end. The intermediate checkpoints are nonetheless

evaluated in Section 3.10 as the data point this thesis contributes to the CL question.

In parallel, a separate proof-of-concept CL run on Tower-Plus-9B [5] was trained by Mark Fišel

et al. using the same dataset; the resulting model is released as Tähetorn6 and its evaluation

is reported in the EKTB67 final report [43]. Together with the EuroLLM checkpoints from

this thesis, those numbers establish that CL on the present training set can reach reasonable

translation quality.

The decision to refocus the base-model-selection work on supervised fine-tuning for the four-way

comparison was driven by an evidence-based expectation that SFT is at least competitive with,

and often preferable to, CL-based recipes for the kind of specialisation this thesis needs. The

recent TACL study of Pang et al. [44] revisits the six classical NMT challenges (domain mismatch,

parallel-data scarcity, rare-word prediction, long-sentence translation, attention-as-alignment,

sub-optimal beam search) in the LLM era, and reports that LLM-based MT systems substantially

reduce the reliance on parallel data for high-resource languages and improve long-sentence

and document-level translation, while domain mismatch and rare-word prediction persist as

challenges. Taken together with the LIMA result [39] that almost all knowledge in an LLM

is acquired during pretraining and only small SFT data is needed to surface it, and with the

ALMA result [38] that small high-quality parallel-data SFT on top of an LLM yields substantial

quality gains, this is the literature basis for treating SFT as the principal adaptation path in this

thesis: when the candidate base model already supports the target languages reasonably well at

pretraining time, an extra CL stage brings additional cost without a guaranteed quality return on

top of a competently-run SFT.

3.3 Candidate base models

The four candidate base models considered for SFT in this thesis are listed in Table 3.2. All four

are open-weights, between 8 and 9 billion parameters, and were available in an instruction-tuned

variant suitable as a starting point for further SFT at the time the comparison was set up.
6https://huggingface.co/tartuNLP/Tahetorn_9B
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Table 3.2. Base models included in the SFT comparison. Architecture family describes the

transformer variant the candidate’s weights descend from; “trained from scratch” means the

candidate is not a fine-tune of an earlier open model.

Model (HuggingFace

ID)

Architecture / lineage Size Licence

Tower-Plus-9B

(Unbabel/Tower-P

lus-9B) [45]

Continued pretraining + supervised fine-

tuning + weighted preference optimisation

+ verifiable-reward reinforcement learning

on top of google/gemma-2-9b [5]

9 B CC-BY-NC-SA-4.0

EuroLLM-9B-Instruct

(utter-project/E

uroLLM-9B-Instruc

t-2512) [46]

Llama-style decoder-only Transformer;

trained from scratch on theMareNostrum 5

system within EuroHPC for the 24 official

EU languages plus 11 others [6, 47]

9B Apache 2.0

Apertus-8B-Instruct

(swiss-ai/Apertu

s-8B-Instruct-250

9) [48]

ApertusForCausalLM (own

model_type, Llama-3-style RoPE,

GQA, RMSNorm)7; trained from scratch

by EPFL/ETH Zürich/CSCS on 15T

tokens covering 1 800+ languages, with

the xIELU activation and AdEMAMix

optimiser [7]

8B Apache 2.0

Qwen3.5-9B

(Qwen/Qwen3.5- 9

B) [49]

Qwen3.5 hybrid attention (Gated Delta

Networks for ∼75% of layers, full gated

attention for the rest), trained from scratch

by the Qwen team at Alibaba

9B Apache 2.0

Tower-Plus-9B. Tower-Plus is the most translation-specialised of the four candidates. It

is built on top of Gemma 2 9B by Unbabel through a chain of continued pretraining, SFT,

weighted preference optimisation, and verifiable-reward reinforcement learning, with parallel

and multilingual data covering 22 languages, and it explicitly targets the translation-specialisation-

without-losing-general-capability Pareto frontier discussed in Section 3.1 [5]. It is included in

the comparison as the strongest already-translation-tuned LLM in the size class. Its CC-BY-NC-

SA-4.0 licence is the strictest of the four and would constrain certain commercial deployment

paths, which is one of the licensing dimensions on which the comparison is scored.
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EuroLLM-9B-Instruct. EuroLLM is the European-coverage flagship in this comparison: it is

a Llama-style decoder-only Transformer trained from scratch on EuroHPC infrastructure with

the explicit goal of supporting all 24 official EU languages plus an additional 11 languages [6,

47]. The Instruct-2512 release used here is its instruction-tuned variant. Like Tower-Plus,

EuroLLM was already designed to translate; unlike Tower-Plus, it is licensed under Apache

2.0, which removes the licensing constraint at no quality cost on paper. This is the candidate

that drove the initial CL attempt of Section 3.2, so it is also the one with the most pre-existing

diagnostic notes from this project.

Apertus-8B-Instruct. Apertus is the Swiss public-sector entry: a fully-open, fully-transparent

decoder-only Transformer trained from scratch by EPFL, ETH Zürich, and the Swiss National

Supercomputing Centre on 15T tokens spanning more than 1 800 languages, with ∼40% of

the pretraining data drawn from non-English content [7]. Architecturally, Apertus borrows

proven design patterns from Llama 3 — Llama-3-style rotary position embeddings, grouped-

query attention with 32:8 head:KV-head ratio, and RMSNorm — but is registered as its own

HuggingFace model_type (apertus / ApertusForCausalLM) rather than as a Llama or Mistral

fine-tune, and adds two architectural innovations of its own: the xIELU activation function and

the AdEMAMix optimiser used during pretraining. It is included in the comparison as the most-

multilingual non-EuroLLM candidate, with an Apache 2.0 licence, and as the candidate whose

pretraining mix most actively de-emphasised English.

Qwen3.5-9B. Qwen3.5-9B is the Alibaba entry, included to keep at least one non-European-

developed candidate in the comparison and to cover the hybrid-attention architectural family.

Roughly 75% of its layers use Gated Delta Networks (a linear-attention variant) and the remaining

25% use full gated attention; this combination yields substantially lower inference cost than

full-attention-only models of the same parameter count, which is one of the practical deployment

criteria the comparison is run under. Its licence is Apache 2.0.

3.4 Training infrastructure on LUMI

All training in this chapter runs on the LUMI EuroHPC supercomputer in Kajaani, Finland.

The relevant hardware unit is LUMI-G, the GPU partition: each GPU node carries four AMD
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Instinct MI250X8 modules, and each MI250X is exposed to software as two independent GCDs

(Graphics Compute Dies), giving an effective topology of eight GPUs of 64 GB high-bandwidth

memory (HBM) each per node. Nodes are connected by a Cray Slingshot-11 interconnect at

200Gb/s per NIC. SLURM allocations of eight nodes therefore expose 64 GPUs to the training

job.

LUMI does not host a system-wide Python ML stack; user software runs inside Singularity /

Apptainer containers loaded as a SLURM module (singularity-AI-bindings) [37]. The

container used in this thesis is built from the LUMIAI-modules Radeon Open Compute (ROCm)9-

based PyTorch image lumi-pytorch-rocm-6.2.4-python-3.12-pytorch-v2.6.0.sif,

used identically for all four candidate models. The v2.7.1 image was tried during Qwen3.5

bring-up to obtain a newer Triton, but the aiter JIT-compile step hung on MI250X under

that variant; Qwen3.5 was therefore brought back onto v2.6.0 with a monkey-patch for FLA’s

Triton norm kernels, as Section 3.6 describes. A Python virtual environment mounted into

each container holds the additional libraries the training script needs (a recent Hugging Face

transformers, accelerate, deepspeed, flash-attn for the ROCm port, and TensorBoard

logging). The container plus venv combination is the unit of environment isolation across the

four candidate models, because the four models pull in slightly different transformers version

requirements (Section 3.6).

There are two main reasons for using containers rather than running software directly. First, the

AMD-specific ROCm-PyTorch stack is not trivial to assemble from scratch; the LUMI-provided

container image ships a tested combination of ROCm, PyTorch, and AMD-tuned kernels that has

been validated against the MI250X. Second, the same image runs identically on every node in

every job, so an experiment can be re-run from the same image without rebuilding the software

environment, which is a precondition for reproducibility.

A separate optimisation that the LUMI documentation [37] encourages is to package the user-

side venv and the training data themselves as SquashFS files (single compressed read-only

filesystems), which avoids the metadata pressure that hundreds of thousands of small files in

a venv or sharded dataset directory put on the parallel Lustre filesystem. The runs reported in

this chapter only partially adopted this optimisation: the Singularity image (.sif) is itself a
8The MI250X is AMD’s data-centre GPU module, co-designed with the U.S. Department of Energy’s Frontier

project and used by LUMI as its primary accelerator.
9ROCm is AMD’s open-source GPU compute stack, the AMD-side counterpart of NVIDIA’s CUDA, providing

the runtime libraries and compilers the PyTorch container needs to target the MI250X.
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SquashFS, but the hf-env/ virtual environment mounted into it lives as an ordinary directory

tree on /projappl/, and the bound-in training set is mounted directly from /flash/ rather

than from the convert_to_squashfs.sh-produced squashfs file. The training-data SquashFS

conversion was not used for the runs that produced the results below; it is a recommended

next-step optimisation when moving from the comparison phase of this thesis to a full-scale

production training run.

CPU–GPU binding on LUMI-G. The remaining LUMI-specific configuration that every

training sbatch in this thesis sets explicitly is the CPU-to-GPU topology binding. Two facts

about LUMI-G hardware make this non-optional. First, the AMD EPYC host CPU is divided

into four non-uniform-memory-access (NUMA) domains, each directly connected to one of

the four MI250X modules; cross-NUMA host-to-GPU traffic takes a longer route across the

socket and measurably hurts training throughput. Second, the GPU-index ordering that ROCm

and SLURM expose is not the same as the NUMA ordering: per the LUMI documentation

[50], rocm-smi --showtoponuma shows that the eight GCDs map to NUMA domains in the or-

der {GPU0,1→NUMA3; GPU2,3→NUMA1; GPU4,5→NUMA0; GPU6,7→NUMA2}.

SLURM’s default --cpu-bind on the standard-g partition does not account for this re-ordering,

and a job that simply inherits the default ends up with several of its ranks talking to GPUs across

the socket.

A second LUMI-G-specific quirk that the masks have to encode is the “low-noise” core reserva-

tion: each LUMI-G compute node permanently disables one core to the operating system and

also disables the first core in each of the eight L3 regions for layout symmetry, leaving 56 of the

64 physical cores usable for the job [50]. The recommended binding mask therefore enables

seven contiguous bits per L3 region rather than eight.

The CSC LUMI documentation prescribes a specific per-rank hexadecimal mask that pins each

MPI rank to the seven cores in the L3 region adjacent to its GCD [50]. Every training sbatch

in thesis/scripts/training/sft/ and thesis/scripts/training/cl/ includes that

prescription verbatim:

CPU_BIND_MASKS="0x00fe000000000000,

0xfe00000000000000, 0x0000000000fe0000, …"

followed by srun --cpu-bind=v,mask_cpu=$CPU_BIND_MASKS …. Each fe byte

(1111 11102) covers seven contiguous cores while leaving the first core of its L3 region
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disabled; the byte’s position in the 64-bit mask shifts it to the NUMA domain that ROCm’s GPU

index for that rank points at, recovering the GCD→NUMA mapping above. Combined with the

SBATCH header --cpus-per-task=7 (8 tasks per node × 7 cores = 56 usable cores), every

rank gets a seven-core slice in the L3 region directly attached to the GPU it drives. The same

masks appear in the supervisor’s parallel Tower-Plus CL run [43]; deviating from them on a

LUMI-G training job is not advised.

3.5 Training pipeline

The training script driving the SFT runs of this chapter is trainllm.py, taken from the

TartuNLP/kuidastaltsutadalaamat repository — a training harness developed by the su-

pervisor of this thesis for LLM training, continued pretraining, and supervised fine-tuning. The

repository’s out-of-the-box behaviour was retained for parsing command-line arguments, com-

puting per-step accumulation, registering Trainer callbacks for TensorBoard logging, and the

actual Trainer setup. The local LUMI-side fork (bundled with the thesis as the SFT trainer code;

see Appendix A) diverges from upstream in four ways that are needed for the use case of this

thesis:

1. HuggingFace dataset input. The upstream loader read JSON files through a stack

of helper modules built around that input format; the local version replaces it with

datasets.load_from_disk() (and a parallel load_dataset("arrow", …) path for

streaming) reading the per-model formatted directories trainset_partial/<model>

/{TRAIN,VAL}/ produced by the Step-2 stage of the comparison-training set assembly

(Section 3.11.1), with a prompt_len column guiding the SFT loss mask (Section 3.8).

This change was substantial enough that most of the upstream library stack could be

dropped: the local fork retains only the small set of files actually needed to drive the SFT

runs of this thesis, rather than the full upstream toolkit. New CLI arguments (val_file,

trainset_size, lr_scheduler, save_logs) were added to feed the new input path and

the new logging targets into trainllm.py.

2. DeepSpeed ZeRO-3 sharding and TensorBoard hook. The upstream DeepSpeed config

requested ZeRO Stage 2 with overlap_comm disabled and no logging hook. The local

fork switches to ZeRO Stage 3 (Section 3.5.1) with overlap_comm enabled, stage3_p

aram_persistence_threshold set, stage3_gather_16bit_weights_on_model

_save for clean half-precision checkpoints, and partitioned activation checkpointing; a
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per-run TensorBoard output path is emitted via DeepSpeed’s own tensorboard block,

and three additional Trainer callbacks (StepTimerCallback, TorchProfilerCallback,

RocmGPUMetricsCallback) write step times, profiler traces, and ROCm GPU-utilisation

metrics into the same TensorBoard tree.

3. EuroLLM extra-token configuration. The CL stage of Section 3.10 wrapped each

training row in a T5-style sentinel-token prompt format assembled at training set-build

time by make_lang_pairs.py:

<extra_id_1>translate<extra_id_2>{src}<extra_id_3>{trg}

<extra_id_4>{src_txt}<extra_id_5>{trg_txt}</s>

where {src} and {trg} are the 2-letter language codes (e.g. en, et_synth) and

{src_txt}/{trg_txt} the source and target paragraphs. The five <extra_id_*>

sentinels and the two pad/mask aliases (<extra_id_55>, <extra_id_70>) were

registered on the tokenizer at load time via a hook in aux.py, with the embedding matrix

resized accordingly. This format is the training set-side counterpart of the prompt-format

choice analysed in Section 3.10.2 — changing the format implies rebuilding the training

set, not just changing a runtime flag — and was removed from aux.py for the SFT phase

(Section 3.10.2, “code-level pivot”).

4. Per-rank Triton cache and DDP timeout. Both are required to make Qwen3.5’s hybrid

linear-attention kernels run on MI250X without race conditions during JIT compilation;

the changes are summarised in Section 3.6.

The supervisor’s own continued-pretraining run on Tower-Plus (reported in EKTB67 [43]) used

the upstream kuidastaltsutadalaamat closer to its original form; the local fork’s accumu-

lated changes are specific to this thesis’s path through CL on EuroLLM and the four-way SFT

comparison.

3.5.1 Sharded training: ZeRO-3 vs. FSDP

A 9B-parameter model in bf16 occupies ∼18GB for parameters alone; once optimiser states

(Adam: 2× in fp32, ∼72GB) and gradients are added, full-precision data-parallel training does

not fit on a single MI250X GCD. trainllm.py therefore supports two parameter-sharding

back-ends, selected via the sharing command-line argument.
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DeepSpeed ZeRO Stage 3. Zero Redundancy Optimizer Stage 3 [8] shards all three of

optimiser states, gradients, and model parameters across the data-parallel ranks; each rank

holds only 1/N of the states for an N -rank job. Forward and backward passes all-gather

the parameters on demand and discard them afterwards. On a 9B model with 64 ranks, this

brings the per-rank parameter footprint to roughly 280MB and lets the activation-memory

budget be spent on longer sequences and larger micro-batches. The DeepSpeed configura-

tion in trainllm.py sets stage: 3, stage3_param_persistence_threshold: 1e5, and

stage3_gather_16bit_weights_on_model_save: True to keep the published checkpoint

a single bf16 file rather than a sharded blob. ZeRO-3 was the option used for all training runs of

this thesis.

Fully Sharded Data Parallel (FSDP). PyTorch’s native equivalent [51] achieves the same

mathematical sharding through a different software path: it wraps each transformer block in

an FSDP unit and decides all-gather/reduce-scatter scheduling using an auto_wrap_policy.

trainllm.py accepts sharing=fsdp and emits an accelerate FSDP config (full_shard

auto_wrap, transformer-layer auto-wrap policy, backward prefetch). FSDP is what the supervisor

used in his Tower-Plus continued-pretraining run [43]; this thesis chose ZeRO-3 instead because

it integrated more cleanly with the EuroLLM tokenizer extension hook and had been better-

documented for this particular container build at the time the runs were started. The two backends

are mathematically equivalent on the memory dimension; in practice ZeRO-3 has stronger native

CPU/NVMe offloading and FSDP composes more naturally with PyTorch 2.x compile features.

Neither difference was on the critical path for the runs reported here.

3.6 Per-model environments and attention implementation

The four candidate models do not all run in the same software environment because they require

different versions of transformers, and because their attention implementations have different

ROCm support on MI250X. Table 3.3 summarises the per-model configuration.
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Table 3.3. Per-model training environment and attention implementation used for the four-

way SFT comparison on LUMI-G. Step times are realistic per optimiser step — the longest

continuous run’s sacct wall-clock divided by the step count in that run, including model load,

JIT compilation, and per-2000-step eval, but excluding resume reload time. This is the metric that

projects to total GPU-hours (Table 3.14). nr_sents_per_gpu= 4 for Apertus and EuroLLM;

nr_sents_per_gpu= 2 for the V5/V3 retries of Tower-Plus and Qwen3.5 (with accum_steps

doubled from 4 to 8 to keep the global batch at 1024). The global batch size is identical across

all four candidates.

Model Container transformers Attention Step time

Tower-Plus-9B (V5) v2.6.0 4.51.1 eager (Gemma2 flash_attn bro-

ken on ROCm) + Liger Kernel (1)

∼18.9 s (1)

EuroLLM-9B-I. v2.6.0 4.51.1 eager (flash_attn would also

work)

∼9.3 s

Apertus-8B-I. v2.6.0 5.5.3 flash_attn_2 (eager OOMs at this

length)

∼13.0 s

Qwen3.5-9B (V3) v2.6.0 5.2.0 f l a s h _ a t t n _2 + flash-linear-

attention (FLA) Triton kernels

∼14.2 s (2)

1 Tower V5 is the stable retry of Tower with nr_sents_per_gpu= 2, the LinkedIn Liger Kernel [52]

fusing cross-entropy + RMSNorm + GeGLU, and torch_empty_cache_steps= 200; the original

nr_sents_per_gpu= 4 run hit a Gemma-2 cross-entropy OOM, see text.
2 With per-rank Triton cache, monkey-patched FusedRMSNormGated, halved nr_sents_per_gpu= 2, and

1-hour distributed-data-parallel (DDP) timeout; otherwise the run hangs in JIT compilation or segfaults, see

text.

Attention implementation matters in practice. The choice between eager and

flash_attn_2 is not purely cosmetic at max_length=4096: eager attention materi-

alises the full N2 attention matrix in memory, which on a 64GB GCD limits the per-rank

micro-batch size and pushes some runs into out-of-memory territory. Apertus’s first eager run

crashed with NVIDIA Collective Communications Library (NCCL) timeout at step 871 because

of this; switching to flash_attn_2 both fits comfortably and runs ∼20% faster. EuroLLM

was kept on eager for symmetry with Tower-Plus (Tower-Plus’s Gemma 2 backbone has a known

ROCm incompatibility with flash_attn_2: Gemma 2 mixes sliding-window and global

attention, and the ROCm port of FlashAttention does not implement the sliding-window path);
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in retrospect, switching EuroLLM to flash_attn_2 would have given a ∼20% step-time

saving, but the running EuroLLM job was not restarted because eleven hours of training had

already accumulated.

Qwen3.5 on MI250X required a one-off engineering effort. Qwen3.5 uses a hybrid attention

design where roughly 75% of layers are linear attention via the Gated Delta Network kernels in

the flash-linear-attention (FLA) library, and the remaining 25% are full gated attention.

AMD’s day-zero support for Qwen3.5 covers the MI300 series; on MI250X (gfx90a), neither

AMD’s aiter kernels nor FLA’s FusedRMSNormGated Triton kernel compile out of the box.

Seven setup attempts were needed to reach a stable training configuration, and Qwen3.5 is

the only candidate for which a turn-key run on LUMI was not possible. The final working

configuration is the v2.6.0 ROCm-PyTorch container plus a monkey-patch that swaps FLA’s

Triton-based norm for a PyTorch fallback while keeping FLA’s delta-rule Triton kernels (which

do compile), accompanied by a per-rank TRITON_CACHE_DIR to avoid Triton metadata write

races and a 1-hour DDP timeout to absorb the longer JIT compilation on first run. A v2.7.1

container variant with newer Triton was also tried but had to be abandoned because its aiter

JIT-compile step hangs indefinitely on MI250X. The Qwen-specific training script that captures

all of this (run_train_qwen_v3.sh) is a worthwhile artefact to publish alongside the training

set for any group that wants to reproduce Qwen3.5 SFT on MI250X without re-walking the seven

attempts.

Two further per-model failure modes worth recording. Two separate stability issues showed

up later in the SFT phase and are worth documenting alongside the attention-implementation

table because they are properties of specific bases on this hardware, not of the four-way recipe.

Tower-Plus-9B (Gemma-2): cross-entropy OOM at long training horizons. Gemma-2’s vo-

cabulary size is 256 000 tokens. With nr_sents_per_gpu = 4 and max_length = 4096, the

per-rank logits tensor in bf16 is 4×4096×256 000×2 = 8.4GB, and the cross-entropy backward

pass materialises gradient and temporary buffers that push peak working memory to ∼15GB on

top of an already-fragmented allocator state. The Tower SFT run hit torch.OutOfMemoryError

in the cross-entropy step at around step 5 000 (≈24% of one epoch). ZeRO-3 does not shard the

loss computation— it runs locally on the full per-rank logits tensor — so the standard fix is either

to fuse the cross-entropy step (LinkedIn’s Liger Kernel [52], which we confirmed compiles and

runs on MI250X) or to halve the per-rank micro-batch (nr_sents_per_gpu = 2); the Tower
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retry runs apply both. EuroLLM (vocab= 128 000), Apertus (vocab= 131 072), and Qwen3.5

(vocab= 151 936) do not hit the same OOM at matched settings, so the issue is specifically

Gemma-2’s larger vocabulary in interaction with ZeRO-3’s local-loss reduction.

Qwen3.5: AMD Heterogeneous-compute Interface for Portability (HIP) segfaults at long training

horizons. The initial Qwen run (nr_sents_per_gpu=4) trained stably for ∼13 h and produced

two clean checkpoints (ckpt-2251, ckpt-4502), then crashed with a HIP-runtime segmentation

fault on rank 47 around step 4 300. Multiple resume attempts crashed similarly within minutes,

which points at a HIP-runtime race condition in the hybrid attention path on MI250X rather

than at out-of-memory behaviour. Halving the per-rank micro-batch (nr_sents_per_gpu = 2)

and adding PYTORCH_HIP_ALLOC_CONF=expandable_segments:True produced a stable retry

(Qwen V3) at the cost of ∼1.7× the per-step wall time (∼8.4 s on the V1 attempt→∼14.2 s in

the V3 stable retry). The pattern — works for the first ∼4 h, fails after — is consistent with a

memory-fragmentation + allocator-thrashing interaction that ZeRO-3 alone does not relieve, and

it is specifically reproducible with Qwen’s linear-attention chunking on this hardware.

Table 3.4. V1 (nr_sents_per_gpu= 4) vs. V5/V3 (nr_sents_per_gpu= 2) at matched

checkpoints on FLORES-200 and WMT24++. V1 here is the original crash-prone run; V5 is the

Tower-Plus retry with Liger Kernel and halved nr_sents_per_gpu, V3 is the Qwen3.5 retry

with PATCH_FLA_NORM and halved nr_sents_per_gpu. ∆ is V5/V3 minus V1. Global batch

is 1024 in both cases; the only quantity that differs is the number of accumulation steps under

that batch (4 vs. 8), which changes only bf16 summation order.

Model ckpt V1 (4) V5/V3 (2) ∆

FLORES-200 average COMET-Kiwi (24 directions)

Tower-Plus 2 251 0.5356 0.5273 −0.008

Tower-Plus 4 502 0.5202 0.5280 +0.008

Qwen3.5 2 251 0.5872 0.5840 −0.003

Qwen3.5 4 502 0.5821 0.5796 −0.003

WMT24++ average COMET-Kiwi (23 directions)

Tower-Plus 2 251 0.4088 0.4032 −0.006

Tower-Plus 4 502 0.3870 0.4053 +0.018

Qwen3.5 2 251 0.4412 0.4346 −0.007

Qwen3.5 4 502 0.4349 0.4359 +0.001
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Effect of the stability retries on the comparison. A natural concern, given that Tower-Plus

and Qwen3.5 ended up on nr_sents_per_gpu= 2 while Apertus and EuroLLM stayed at

nr_sents_per_gpu= 4, is whether this asymmetry itself shifts the COMET-Kiwi comparison.

Both Tower V1 and Qwen V1 produced two clean checkpoints (2 251 and 4 502) before crashing,

which we evaluated through the same eval harness used for V5/V3 and can therefore compare like-

for-like at matched checkpoints (Table 3.4). The differences are within ±0.02 COMET-Kiwi on

both benchmarks at both checkpoints, mostly within±0.01. This is the noise level expected from

bf16 numerics and gradient-accumulation summation order (the only thing that actually differs

across the two configurations once the global batch is held at 1024); nr_sents_per_gpu∈{2, 4}

is therefore a stability fix, not a quality confound, and the V5/V3 runs are valid stand-ins for

what V1 would have produced had it not crashed.

3.7 Training parameters

The hyperparameters of the four-way SFT comparison are kept identical across models so that

quality differences can be attributed to the base model rather than to the recipe. Choices follow

the data-efficient SFT regime supported by recent literature [38, 39, 44]: a single LoRA-free,

no-quantisation pass with cosine learning-rate decay. Table 3.5 lists the values; the supporting

rationale follows.
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Table 3.5. SFT training hyperparameters, identical across the four candidate models.

Parameter Value

Effective batch size 1024 sentences per optimiser step

Sentences per GPU 4 for Apertus and EuroLLM; 2 for Tower-Plus V5 and Qwen3.5 V3

Gradient accumulation 4 or 8 steps, set to keep the global batch at 1024 in either case

Epochs 2 (training continues past the epoch boundary)

Learning rate 2.5×10−5

LR scheduler Cosine

Maximum sequence length 4096 tokens

Sharding DeepSpeed ZeRO Stage 3

Gradient checkpointing On

Mixed precision bf16

Checkpoint cadence Every 2000 optimiser steps; all kept

Adapter / quantisation None (full-parameter, bf16)

Effective batch and per-GPU sentences. The effective batch of 1024 sentences was chosen to

match the batch size that a full-scale follow-on training run would use, so that any quality signal

from the comparison transfers to the production setting. The intended uniform configuration

was nr_sents_per_gpu= 4 on every candidate (so 1024/(4×64) = 4 gradient-accumulation

steps), and two of the four candidates — Apertus and EuroLLM— ran cleanly at that setting.

The other two ended up on the nr_sents_per_gpu= 2 stability fallback (eight accumulation

steps), in each case forced by a per-model issue that no attention-implementation choice on

its own could resolve: Tower-Plus V5 hit a Gemma-2 cross-entropy OOM at step∼5 000 and

was retried with Liger Kernel and halved nr_sents_per_gpu; Qwen3.5 V3 hit HIP-runtime

segfaults at step∼4 300 and was retried with the PATCH_FLA_NORM monkey-patch and halved

nr_sents_per_gpu, also raising torch_empty_cache_steps (Section 3.6). Apertus’s earlier

eager-attention OOMwas a separate problem with a different fix: switching attention from eager

to flash_attn_2 freed enough activation memory that nr_sents_per_gpu= 4 continued to

work, so Apertus stayed at the intended configuration with the changed attention implementation

rather than with the changed micro-batch. The global batch is identical across all four candidates

regardless, so the optimiser sees mathematically identical gradients on each step; only the floating-

point summation order under accumulation differs, and the empirical effect on COMET-Kiwi at

matched checkpoints is ≤ 0.01 between the two micro-batch settings (Section 3.6).
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Learning rate. A learning rate of 2.5×10−5 with cosine decay is at the low-but-stable end

of the typical SFT range on 7–9B backbones. The CL phase of this thesis tested an alternative

2.5×10−4 schedule (V2) on a different configuration — the smaller trainset_mini (703M

paragraphs) with batch size 1024 — and it produced an unstable training-loss trajectory and

worse chat-eval scores at matched checkpoints (Section 3.10); the 2.5×10−5 choice on the V1

side (trainset, 1.49B paragraphs, batch 512) was the stable schedule and is the value carried

over here for the SFT comparison.

Maximum length. The tokenised distribution of the training set (Section 2.5.5) sits well

below 4096 for the great majority of segments, but the longest documents reach ∼3200 source

characters; 4096 tokens accommodates the long tail with the chat-template wrapper without

truncation losses. This is the same length budget the data-collection-side OpusCleaner filter

chain assumed (Section 2.4.2).

No LoRA or other adapter. The supervisor required the comparison to be a full-parameter

fine-tune. The advantage of LoRA and similar parameter-efficient fine-tuning methods is reduced

compute and storage, with the trade-off that they constrain the optimisation to a low-rank update

of the original weights. Recent translation-specific work shows that full SFT can achieve higher

absolute quality than LoRA at the same data scale [38, 41], and that the per-model parameter

budget of the four candidates fits within LUMI’s project quota when combined with ZeRO-3

sharding; full SFT was therefore the cleaner experimental setting and is what the production

model would also use, so the comparison reflects the target deployment. The same logic excluded

post-training quantisation: the comparison runs at native bf16, and quantisation (if applied at

all) would be done as a separate post-hoc step on the chosen recipe rather than as a confound

during selection.

Live training monitoring (TensorBoard). The trainer registers a TensorBoard callback

(and a custom RocmGPUMetricsCallback) so that the running job streams its training

metrics to a flat log directory under models-to-compare/logs/<model_key>/ on LUMI

scratch (mirrored to UT HPC; see Appendix A). The metrics logged at every 50 optimiser

steps are train/loss, train/grad_norm, train/learning_rate, and train/epoch;

per-GPU memory and utilisation (gpu/memory_allocated_mb, gpu/memory_reserved_mb,

gpu/max_memory_allocated_mb, gpu/utilization_percent, gpu/mem_used_mb,

gpu/mem_util_percent) come from the ROCm callback on the same cadence; and
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eval/loss is logged at every saved checkpoint (every 2 000 optimiser steps; the bug fix that

made eval_loss actually appear in the log is one of the two changes flagged in Section 3.8, the

label_names=["text"] removal).

In practice the long SFT runs are watched live by submitting a separate small tensorboard

--logdir job on LUMI’s small-g partition that reads the same log directory and exposes the

SSH-tunnelled web UI back to the laptop. This makes it possible to spot the kind of trajectory

inversion that the COMET-trajectory overfit-detection axis later quantifies (Section 3.11.3)

without having to wait for the full job to finish, and to catch gradient-norm spikes or NaNs early

enough to cancel and re-submit. Both of these checks fired during the SFT phase — notably

for the V2 CL schedule, whose non-monotone train/loss after step 10 000 was visible in

TensorBoard before any of the post-hoc COMET analysis was run.

After training finishes, the same .out files are parsed offline into CSVs by thesis/scripts/e

valuation/sft/parse_training_log.py (columns step, loss, eval_loss, grad_norm,

learning_rate, epoch, step_time_sec), which is the data source for the training-dynamics

figures in thesis/figures/figures.ipynb.

Checkpoint policy. Checkpoints are written every 2000 optimiser steps and all are retained

(save_total_limit=None). This costs disk space on the flash tier but lets the recommenda-

tion in Section 3.12 be a function of the entire training trajectory— evaluation at each checkpoint

allows comparing how quickly a candidate converges and whether it overfits near the epoch

boundary. The 2000-step cadence aligns with the internal convention of ∼5 checkpoints per

epoch on the partial training set.

3.8 The stop problem

The generic baseline: stop is hard for LLM-based MT in general. Before describing the

two specific bugs that this thesis’s training pipeline introduced, it is worth flagging that the

underlying “model keeps generating past the translation” phenomenon is not unique to either of

those bugs. It is a generic symptom of asking a chat-trained LLM to do MT: pretraining teaches

the model to “continue text until EOS,” but it does not teach a learned signal for “translation is

now complete — stop here.” Translation is not a primary pretraining objective for any of the four

candidates, and Estonian (the lowest-resource of our 12 languages in the released base models’

pretraining mixes) is a target where the model has the weakest grounding for knowing when its
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output is finished. Concretely, on the FLORES-200 en-et direction the four candidates’ released

base/instruct checkpoints, prompted through their own native chat templates and decoded with a

512-token budget, fail to emit EOS in the following fractions of the 1 012 evaluation sentences:

6.3% (Tower-Plus-9B), 14.2% (Qwen3.5-9B), 22.9% (EuroLLM-9B-Instruct), 34.8% (Apertus-

8B-Instruct). On the easier et-en direction the same models fail at 0%, 2.4%, 4.0%, 8.7%

respectively. Tower is the strongest baseline because Unbabel had already SFT’d Tower-Plus on

translation; the others have not been task-tuned for MT at all and exhibit the stop problem out of

the box. The corresponding 24-direction averages on FLORES-200 and 23-direction averages

on WMT24++ are reported as the “base” rows of Table 3.13 in Section 3.11.

What this thesis calls “the stop problem” refers to the additional pipeline-induced versions of

this symptom that arose during training. Both the EuroLLM CL run of this thesis and the first

SFT runs of all four candidates exhibited a more extreme version of the same generation-time

failure: the model produced a coherent first sentence but then either repeated itself or drifted

into invented content until the max_new_tokens ceiling was reached, with EOS never emitted.

Because the symptom is only visible at inference time, neither the training-loss curves nor the

gradient norms gave any direct hint that anything was wrong; a 50-sentence diagnostic test

produced 20/20 sequences that hit max_new_tokens. Two distinct root causes were identified

for the pipeline-induced version, layered on top of the generic baseline rate above.

Cause 1: SFT loss mask was silently disabled. trainllm.py encodes which tokens of

each training row count toward the loss (the model’s translated output) and which do not

(the prompt) by writing a special_tokens_mask column into the input dataset and asking

DataCollatorForLanguageModeling to honour it via its mlm=True, mlm_probability=1,

mask_replace_prob=0 branch. HuggingFace’s Trainer, however, runs an internal

_remove_unused_columns() pass over the dataset before the collator ever sees the data;

that pass strips every column whose name does not appear in the model’s forward()

signature. LlamaForCausalLM and Gemma2ForCausalLM do not list special_tokens_mask

as a forward parameter, so the column was silently dropped. The collator received

special_tokens_mask=None, fell back to the tokenizer’s default special-token mask (which

only covers BOS/EOS/PAD), and the model ended up trained with full causal-language-model

loss on the entire sequence including the prompt. Loss numbers looked healthy; the model just

learnt to reproduce prompts rather than to finish translations and emit EOS.

The bug was hard to spot for two further reasons. First, the transformers warning that columns

68



had been stripped is emitted with the trailing reassurance “you can safely ignore this message”;

in EuroLLM’s training log it appeared 1216 times and was ignored, in Tower’s 448 times.

Second, the loss curve was perfectly well-behaved because the wrong objective is also a valid

language-modelling objective; only inference-time generation revealed the issue. The fix is

one line: remove_unused_columns=False in TrainingArguments (trainllm.py, line 406).

After the fix, both Tower and EuroLLM produced the correct EOS token (<end_of_turn> for

Tower, <|im_end|> for EuroLLM) on a 5/5 stopping test at 50 steps of fine-tuning.

Cause 2: the causal-language-modelling (CLM) -era runs used the wrong EOS. The earlier

continued-pretraining experiments framed each translation example with the <extra_id_*>

token sequence used by kuidastaltsutadalaamat’s default prompt format, terminating each

example with </s>. EuroLLM’s actual end-of-turn token, however, is <|im_end|> (id 4), not

</s> (id 2); the CL training therefore taught the model to emit </s> at the end of a translation

while inference-time decoding watched for <|im_end|>. This is independent of the SFT mask

bug above and is specific to the CL pipeline: any per-checkpoint quality evaluation reported

in Section 3.10 for EuroLLM CL must therefore allow either token as a stopping signal, or the

diagnostic will systematically over-count hit-max_new_tokens cases.

Salvage decoding. The post-hoc fix for Cause 2 at evaluation time is what this thesis calls

salvage decoding: re-running the chat-prompt evaluation with three decoding-side adjustments

that together prevent the over-generation cascade. The adjustments are eos_token_ids={2, 4}

(admit both </s> and <|im_end|> as valid stop tokens, so the training-time terminator that

the CL run actually taught is recognised at decode time), repetition_penalty= 1.1, and

no_repeat_ngram_size= 4 (so that a model that fails to emit either EOS still does not spend

its max_new_tokens budget on a repeated tail). Salvage decoding does not retrain the model and

does not affect what the CL run learned in the weights; it only fixes the decode-time mismatch

between the trained terminator and the published generation_config.json. The chat +

salvage column of Tables 3.6–3.7 in Section 3.10 reports the resulting scores, and the salvage

data is what the four-observation analysis in that section is built on.

Cause 2 and Cause 1 are the same flavour of bug: a configuration-level mismatch between the

trainer and a downstream component (data collator in Cause 1; generation_config.json in

Cause 2). Neither is a representation-level failure, and neither is detectable from the training

loss curve. This matters for how the CL chat-prompt scores in Section 3.10 should be read:
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the naive chat column is contaminated by Cause 2, so the apparent “more CL→ worse chat”

pattern on V1 is largely the configuration bug rather than catastrophic forgetting; the chat +

salvage column is the cleaner reading of what CL did to the model’s chat-prompt translation

ability, and on V1 it rises with more training rather than falling. V2’s high-LR schedule does

retain a residual decline even under salvage, indicating that on top of the configuration bug there

is a genuine representation drift specific to V2 (not present on V1).

Generalisation. Both bugs match patterns documented in the wider literature. The

fine-tuning paradox of Stap et al. [41] discusses how SFT on parallel data can reduce a

model’s instruction-following and output-format-following ability while improving trans-

lation COMET; in the present case the remove_unused_columns issue produced a more

extreme version of exactly that failure mode (complete loss of EOS-generation behaviour).

The lesson reflected in this thesis’s evaluation pipeline is that translation-quality metrics

alone are not sufficient to validate an SFT run — a stopping-behaviour diagnostic must

be part of the per-checkpoint evaluation alongside COMET. Subsequent evaluation scripts

in this project (run_eval_stopping_check.sh) implement this explicitly: they record

hit_max_new_tokens, last_token_id, and ended_with_stop_token per example.

3.9 Evaluation datasets and metric

The CL results in Section 3.10 and the SFT results in Section 3.11 are scored on two public test

sets, FLORES-200 devtest and WMT24++, with one reference-free quality-estimation metric,

COMET-Kiwi wmt23-cometkiwi-da-xl. This short section describes what those datasets

contain, why both are used, and how the metric relates them to the model.

FLORES-200. FLORES-200 is the Meta AI multilingual MT benchmark released alongside

the No Language Left Behind effort [4]. It provides parallel sentences across 204 languages,

professionally translated from a fixed English source pool: 842 sentences sampled from English

Wikipedia articles spanning the news, travel, and informational-text domains, then translated

into all other supported languages by in-country professional translators with multiple rounds of

quality review. The release is partitioned into dev and devtest splits (997 and 1 012 sentences);

this thesis follows the established convention of evaluating on devtest and never exposing the

model to it during training. FLORES-200 is the de-facto standard for measuring multilingual MT

quality across many directions on a like-for-like test sample, including all 24 et↔X directions

70



that this thesis trains. Critically for this project, FLORES is the benchmark that prior Estonian

MT systems are reported on (the original NLLB-200 [4], the Korotkova & Fishel modular system

underpinning Neurotõlge, and the EKTB67 proof-of-concept [43] all publish FLORES COMET

numbers), which makes the per-direction scores in this chapter comparable with those baselines.

WMT24++. WMT24++ is a 2025 extension of the WMT 2024 shared-task test set [9]. The

original WMT24 set was professionally translated for a small set of languages from English;

WMT24++ adds high-quality professional translations and post-editing into 55 languages and

dialects, including Estonian. Compared to FLORES, WMT24++ is genre-broader (news, books,

social media, conversational and educational content rather than Wikipedia only), uses longer

and more compositionally complex sentences, and is specifically positioned as a harder out-of-

distribution test for models that were tuned on web-mined parallel data. The two datasets are used

in tandem here: FLORES for the wide-coverage cross-direction picture and the comparability

with prior NLLB-style baselines, WMT24++ for a sanity check that gains on FLORES are not

overfitting to FLORES’s relatively short Wikipedia-style sentences. In particular, a candidate

that improves on FLORES but stagnates or regresses on WMT24++ at the same checkpoint is

a candidate that has overfitted on something FLORES rewards rather than genuine translation

ability [22].

COMET-Kiwi (reference-free). Both datasets are scoredwith COMET-Kiwi Unbabel/wmt23-

cometkiwi-da-xl [10], the WMT-2023 XL variant (∼3.5B parameters; built on top of

XLM-R-XL) of the COMET-Kiwi reference-free quality-estimation family originally introduced

at WMT 2022 [31]. COMET-Kiwi is a multilingual neural quality-estimation model fine-tuned

on direct-assessment human judgements collected at the WMT shared tasks; given a source

sentence and a candidate translation, it returns a scalar quality score in [0, 1] that has been shown

to correlate with human judgement on a wide range of language pairs and to be among the

strongest reference-free metrics in the WMT metrics shared task [31]. Two properties matter for

this thesis: COMET-Kiwi is reference-free, so it can score outputs against the FLORES and

WMT24++ source columns directly without consuming the gold reference (useful when iterating

on intermediate checkpoints during training); and it is multilingual, so the same model scores all

24 et↔X directions on the same scale. Both properties are exploited by this project’s evaluation

harness in eval_models/evaluate_flores.py and eval_models/evaluate_wmt24pp.py,

which decode each candidate greedily through its own native chat template (model_format.py,

§3.11.1), record the per-example output and hit_max_new_tokens diagnostic, and then call
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COMET-Kiwi on the saved source–hypothesis pairs in a separate scoring pass that can be re-run

independently of generation.

What the COMET-Kiwi numbers mean in practice. The absolute COMET-Kiwi values

reported in the tables of this chapter (typically in the 0.5–0.7 range for usable translations, and

≤ 0.2 for severely degraded outputs) are not directly interpretable as percentages of correctness;

they are calibrated to the WMT direct-assessment human-judgement scale, where values cluster

around 0.5–0.6 for fluent adequate translations and below 0.4 for outputs with material errors.

In line with WMT-shared-task practice [22], scores are reported and compared relatively —

between checkpoints of the same model, or between the four candidates at matched checkpoints

— rather than against a fixed quality threshold. A movement of 0.01 in average COMET-Kiwi

corresponds, in practice, to a clearly perceptible quality difference at the per-direction level,

and a movement of ≥ 0.05 to a difference that holds up qualitatively in inspection of individual

sentences.

3.10 Continued-pretraining results: EuroLLM checkpoints

(and Tower from EKTB67)

The EuroLLM continued-pretraining run produced four usable V1 checkpoints (steps 30 000,

48 000, 54 000, 60 000 of the lr=2.5e-5 schedule), an incomplete checkpoint at step 36 000,

and a parallel V2 schedule at lr=2.5e-4 with checkpoints at 5 000 and 15 000. The V1 schedule

was evaluated at its endpoints — steps 30 000 and 60 000— and the intermediate V1 checkpoints

(48 000 and 54 000) were left unevaluated when the EOS-token failure documented below shifted

the work to the V2 schedule; both V2 checkpoints were evaluated. The evaluated checkpoints

were scored against FLORES-200 devtest with the wmt23-cometkiwi-da-xl [10] reference-

free metric, in two prompt configurations: the extra_ids configuration that matches the CL

training format, and the chat configuration that prompts the model with EuroLLM’s native

chat template (the same template the base EuroLLM-9B-Instruct model was instruction-tuned

with). The two configurations correspond to two distinct sets of evaluation runs, both scored

with the same metric and the same FLORES-200 / WMT24++ splits, differing only in the prompt

template handed to the model. Reading these two configurations against each other — and

against the base zero-shot baseline — gives a much sharper picture of what the CL training did

to the model than either eval alone.
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Table 3.6 reports averaged FLORES-200 COMET scores. The base zero-shot model averages

0.523. The extra_ids eval places the CL checkpoints in the 0.09–0.17 range; the chat eval, on

the same checkpoints, places them in the 0.26–0.36 range. Both configurations are deliberately

faithful to what they claim to measure: the extra_ids eval uses the training format and decodes

with the trained eos_token_id=2 (</s>); the chat eval uses EuroLLM’s native chat template

and the matching eos_token_id=4 (<|im_end|>) baked into the base model.

Table 3.6. FLORES-200 devtest average COMET-Kiwi (wmt23-cometkiwi-da-xl) across all

24 directions, EuroLLM-9B base zero-shot vs. this thesis’s CL checkpoints under three evaluation

configurations. “chat” uses the base model’s native chat template with the default decoding

settings; “extra_ids” uses the training format that the CL run was supervised with; “chat +

salvage” uses the chat template with repetition-penalty 1.1, no_repeat_ngram_size= 4, and

an extended eos_token_ids= {2, 4} that admits both </s> and <|im_end|> as stop tokens

(Section 3.8).

Configuration COMET (avg) vs. base

Base zero-shot 0.523 0.000

V1: trainset/, batch 512, lr=2.5e-5

CL ckpt-30000, chat 0.363 −0.160

CL ckpt-30000, extra_ids 0.094 −0.429

CL ckpt-30000, chat + salvage 0.336 −0.187

CL ckpt-60000, chat 0.263 −0.260

CL ckpt-60000, extra_ids 0.161 −0.362

CL ckpt-60000, chat + salvage 0.393 −0.130

V2: trainset_mini/, batch 1024, lr=2.5e-4

CL ckpt-5000, chat 0.319 −0.204

CL ckpt-5000, extra_ids 0.062 −0.461

CL ckpt-5000, chat + salvage 0.341 −0.182

CL ckpt-15000, chat 0.171 −0.352

CL ckpt-15000, extra_ids 0.153 −0.370

CL ckpt-15000, chat + salvage 0.247 −0.276
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EuroLLM CL: FLORES-200 COMET trajectory by sentence budget
Base zero-shot (chat) = 0.523
V1 (trainset, bs 512, lr 2.5e-5), chat
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V2 (trainset_mini, bs 1024, lr 2.5e-4), chat
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Figure 3.1. FLORES-200 average COMET-Kiwi as a function of training sentences seen, for the

V1 and V2 CL schedules in all three prompt configurations. Solid lines: naive chat prompt;

dashed lines: <extra_id_*> prompt (training format); dash-dot lines with hollow markers:

chat + salvage decoding (Section 3.8); dotted black: base zero-shot. Note that the V1 chat

+ salvage trajectory rises between ckpt-30 000 and ckpt-60 000, while the naive V1 chat curve

falls — the salvage column is what isolates translation quality from the EOS-mismatch decoding

artefact. The horizontal axis is sentences seen (batch_size× optimiser steps) so V1 (batch

512) and V2 (batch 1024) are directly comparable. Same data as Table 3.6; figure regenerated

from results/eval_*/summary.json via figures/figures.ipynb.

Figure 3.2 plots the corresponding WMT24++ trajectories. The WMT24++ picture is consistent

with the FLORES one in two ways and diverges in a third. Consistent: at every checkpoint, the

V2 schedule’s chat ability degrades faster than V1’s, and more CL training widens the gap to the

base. Diverges: the chat-vs-extra-ids gap is narrower on WMT24++ than on FLORES, and at the

most heavily-degraded checkpoint (V2 ckpt-15000) the extra-ids configuration (0.159) actually

scores above the chat configuration (0.116). The plausible explanation is structural: WMT24++

in the directions tested has no X→et generation (only en→X and et→X), so the side of the chat

eval that benefits most from the surviving instruction-following ability on FLORES (the X→et

directions, where the base is already strong and CL barely touches it) is absent here. WMT24++
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is therefore a harder out-of-distribution test for the chat configuration and a better stress test

of whether the new <extra_id_*> format has actually been internalised on out-of-Estonian

generation. The answer it returns is the same: the format has not been internalised at any V1 or

V2 checkpoint to a level competitive with the base.
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EuroLLM CL: WMT24++ COMET trajectory by sentence budget
Base zero-shot (chat) = 0.351
V1 (trainset, bs 512, lr 2.5e-5), chat
V1, extra_ids
V1, chat + salvage
V2 (trainset_mini, bs 1024, lr 2.5e-4), chat
V2, extra_ids
V2, chat + salvage

Figure 3.2. WMT24++ average COMET-Kiwi as a function of training sentences seen, layout

matching Figure 3.1 (solid: naive chat; dashed: <extra_id_*>; dash-dot with hollow markers:

chat + salvage; dotted black: base zero-shot). Same data as Table 3.7. As on FLORES, the

V1 chat + salvage trajectory rises with more CL while the naive chat curve falls; on V2

even the chat + salvage trajectory still declines. Note also the convergence of the naive chat

and extra_ids lines on V2 ckpt-15 000 — the structural explanation is in the prose below:

WMT24++ has no X→et directions in this evaluation, removing the side on which chat-prompt

evaluation benefits most from surviving instruction-following ability.
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Table 3.7. WMT24++ average COMET-Kiwi (wmt23-cometkiwi-da-xl) on the 23 WMT24++

directions that intersect this thesis’s pair list (12 en→X, 11 et→X—WMT24++ has no X→et

directions in this range), EuroLLM-9B base zero-shot vs. this thesis’s CL checkpoints under three

evaluation configurations: native chat, training-format extra_ids, and chat + salvage as

defined in Table 3.6.

Configuration COMET (avg) vs. base

Base zero-shot 0.351 0.000

V1: trainset/, batch 512, lr=2.5e-5

CL ckpt-30000, chat 0.329 −0.022

CL ckpt-30000, extra_ids 0.095 −0.256

CL ckpt-30000, chat + salvage 0.312 −0.039

CL ckpt-60000, chat 0.262 −0.089

CL ckpt-60000, extra_ids 0.194 −0.157

CL ckpt-60000, chat + salvage 0.368 +0.017

V2: trainset_mini/, batch 1024, lr=2.5e-4

CL ckpt-5000, chat 0.259 −0.092

CL ckpt-5000, extra_ids 0.169 −0.182

CL ckpt-5000, chat + salvage 0.312 −0.039

CL ckpt-15000, chat 0.116 −0.235

CL ckpt-15000, extra_ids 0.159 −0.192

CL ckpt-15000, chat + salvage 0.234 −0.117

Reading the three configurations together, four observations dominate:

1. The chat-prompt eval recovers materially more of the base ability than the extra-ids

prompt does. On ckpt-30000 the chat eval keeps roughly 0.363/0.523 ≈ 70% of the

base average; the extra-ids eval keeps about 0.094/0.523 ≈ 18%. This means that the

model is still capable of translating reasonably when invoked with EuroLLM’s native

instruction format, but does not reliably exhibit that same ability when invoked with the

project-specific <extra_id_*> format that the CL run used. The CL training did not

successfully install the new format as a primary translation interface — the underlying

instruction ability is what holds the chat-eval scores up.

2. Salvage decoding moves the chat-prompt scores substantially. The naive chat eval of
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the previous observation is in fact decoding-bottlenecked: with the salvage configuration

defined in Table 3.6 (repetition penalty, no-repeat n-gram, and eos_token_ids={2, 4}

to admit the format-mismatched stop tokens), the same checkpoints score noticeably

higher on the more-degraded checkpoints — V1 ckpt-60000 jumps from 0.263 to 0.393 on

FLORES and from 0.262 to 0.368 on WMT24++, and V2 ckpt-15000 jumps from 0.171

to 0.247 on FLORES and from 0.116 to 0.234 on WMT24++. Where over-generation was

not the dominant failure mode (V1 ckpt-30000) the salvage column moves only marginally.

The naive chat scores therefore measure a confounded mixture of translation quality and

decoding control; salvage isolates the translation-quality component.

3. The headline “more CL → worse chat-eval” trend is partly a decoding artefact, partly

real. The naive chat trajectories on both V1 and V2 fall with more CL (V1: 0.363 → 0.263,

V2: 0.319 → 0.171 on FLORES). The salvage trajectories, however, separate the two

schedules: on V1 the salvage trajectory rises (0.336 → 0.393 on FLORES, 0.312 → 0.368

on WMT24++) — so the apparent V1 regression on the headline curve was largely the

stop-problem in disguise, and the underlying translation ability actually improves with

more CL on V1; on V2 the salvage trajectory still falls (0.341 → 0.247 on FLORES) but

more gently than the headline curve. V2’s high learning rate causes a real degradation that

decoding cannot rescue, whereas V1’s gentler schedule produces no genuine degradation

at all on the chat axis. This refines the textbook reading of Stap et al. [41]: V1 does not

actually exhibit the fine-tuning paradox once decoding is fixed, while V2 does.

4. The drop is direction-asymmetric. Going into Estonian (X→et) the chat-eval scores

barely move on average, and on several directions (fi-et, fr-et, lv-et, ru-et, sv-et)

ckpt-30000 chat is above or at the base. Going out of Estonian (et→X) the chat-eval

drops by 0.3–0.4 across the board: base et-en=0.727 vs. CL30-chat et-en=0.391; base

et-de=0.706 vs. CL30-chat et-de=0.359. The into-Estonian directions are the back-

translation directions for which the training set has the most data (Section 2.5.5); they

hold up under CL. The out-of-Estonian directions, mostly native-only with much smaller

per-direction volumes, are the ones where the CL update shows the largest drop — a

pattern that holds under salvage too, since salvage rescues over-generation but does not

generate out-of-Estonian translation that the model has not learned.

The over-generation pattern at evaluation time. A separate, model-internal failure mode is

visible in the same checkpoints: under both eval configurations, the model frequently continues to
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generate after the translation has finished—with repetitive fillers, parenthetical re-translations, or

a verbatim echo of the source — until the max_new_tokens ceiling is reached. On the FLORES-

200 en-et direction at ckpt-30000, all 50 of the first 50 outputs exceed 1.8× the source length.

This is consistent with the CL-era EOS-token mismatch documented in Section 3.8 (cause 2):

the training-time terminator was </s> and the generation-time terminator follows what the saved

generation_config.json declares, but during CL the EOS gradient was diluted across full-

sequence CLM loss and the model did not learn to emit it reliably at the post-translation position.

To quantify howmuch of the headline gap this accounts for, the four chat-format checkpoints were

re-evaluated under the salvage decoding configuration of Table 3.6; the resulting scores are added

as the chat + salvage rows of Tables 3.6–3.7 and form the third evaluation configuration

discussed throughout this section. The salvage rescue is largest where over-generation was the

dominant failure mode (V1 ckpt-60000: +0.128 FLORES, +0.106WMT24++; V2 ckpt-15000:

+0.077 FLORES) and modest or slightly negative where it was not (V1 ckpt-30000: −0.024

FLORES, −0.017 WMT24++). On the chat side, the headline scores from Table 3.6’s chat

rows are therefore lower bounds on translation quality, conflating representation with decoding

control — the chat + salvage column is the cleaner reading of what the model can actually

produce. On the extra_ids side, salvage is not applied: the format was not internalised to a

level competitive with chat at any checkpoint, so the salvage potential there is dominated by the

format gap rather than by the decoding fault.

How the CL numbers were measured. The CL evaluation harness on the UT side is one shared

pair of scripts at scripts/evaluation/cl/evaluate.py (FLORES-200) and scripts/ev

aluation/cl/evaluate_wmt24pp.py (WMT24++), each exposing a --prompt_format flag

that selects between extra_ids (the default; the CL training format) and chat (the model’s

native chat template, with system message “You are a professional translation assistant. Provide

only the translation without any additional text.” and user message “Translate from 〈src〉 to 〈tgt〉:

〈text〉”). Both prompt formats were run for every CL checkpoint. The base model was evaluated

in chat mode only — the base was never trained on the <extra_id_*> format and an extra-ids

eval of the base would not be informative.

The decoding settings are hardcoded in the scripts: max_new_tokens= 256, do_sample=False,

num_beams= 1, temperature= 1.0, decode with skip_special_tokens=True. The scripts

do not expose repetition_penalty or no_repeat_ngram_size as flags (so they default to 1.0

and 0 respectively, i.e. off), and they do not pass eos_token_id explicitly to model.generate()
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— the model’s generation_config.json value is used instead. For the CL-trained checkpoints

that value is the base EuroLLM’s <|im_end|> (id 4), inherited unchanged through training,

while the format the CL training actually taught the model to terminate on is </s> (id 2). This is

the mismatch identified as Cause 2 in Section 3.8 and is the headline cause of over-generation on

the extra-ids side.

What the salvage re-evaluation changes, and what it does not. The salvage column added

to Tables 3.6–3.7 settles the question of how much of the headline gap is decoding versus

representation. Three claims hold up unchanged. First, chat� extra-ids at every checkpoint:

under any of the three evaluation configurations the chat numbers are higher than the extra-ids

numbers at the same checkpoint, often by a factor of two or more, so the underlying translation

ability of these checkpoints is reachable through the model’s native chat template but not through

the <extra_id_*> format the CL run was supervised with. Second, the <extra_id_*> format

itself was not internalised on any V1 or V2 checkpoint — even the highest extra-ids score (0.194

on V1 ckpt-60000 WMT24++) is far below the base zero-shot chat number (0.523 FLORES,

0.351WMT24++), and no decoding-time intervention could close that gap without also lifting

the chat scores in the same proportion (which it does not). Third, the direction-asymmetry pattern

of observation 4 is unchanged: the X→et side of the chat eval continues to hold up better than

the et→X side under salvage too. One claim is materially refined by the salvage data. The naive

“more CL→ worse chat-eval” reading of Tables 3.6–3.7 read in isolation is wrong for V1: the

V1 chat trajectory after salvage rises between ckpt-30000 and ckpt-60000 on both FLORES and

WMT24++, so V1’s apparent regression on the headline curve was the stop-problem in disguise.

For V2 the post-salvage trajectory still falls, but more gently than the naive curve, indicating

that V2’s high-LR schedule causes a real representation drift that V1’s gentler schedule does not.

This distinction — V1 stop-problem only, V2 stop-problem plus genuine drift — is the single

most consequential update the salvage re-evaluation produced; it will be carried back into the

prompt-format lesson of Section 3.10.2.

The Tower CL reference point (EKTB67). A parallel CL run on Tower-Plus by the super-

visor’s group on the same dataset used a more standard chat-template-aligned prompt format

and was trained for substantially longer; its results, reported in the EKTB67 final report [43],

do produce a meaningful gain over the Tower base model. The contrast with the EuroLLM run

of this thesis isolates two contributing factors: the choice of an unusual prompt format for CL

on EuroLLM (the <extra_id_*> schema rather than the model’s native chat template) and the
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limited compute budget at which the EuroLLM CL was stopped. Both feed back into the SFT

pivot (Section 3.2): SFT directly uses each candidate’s native chat template (Section 3.6) and

reaches convergence within the available compute envelope, removing both confounds.

3.10.1 V1 and V2: comparing two CL schedules, and what the validation

loss did and did not measure

A natural reader question at this point is whether the V1 schedule or the V2 schedule was the

more appropriate choice for the EuroLLM CL run, and how the eval signal during training related

to the post-hoc COMET numbers in Table 3.6. The first thing to flag is that V1 and V2 are not a

clean learning-rate sweep — they differ on three axes:

• Training set: V1 ran on the full trainset/ (1.49B paragraphs); V2 ran on

trainset_mini/ (703M paragraphs — a smaller, more native-leaning subset of

the same corpora, see Section 2.5).

• Per-step batch: V1 used global batch 512; V2 used 1024.

• Learning rate: V1 was 2.5 × 10−5; V2 was 2.5 × 10−4 (a 10× increase, the largest

perturbation of the three).

The two schedules cannot therefore isolate a single causal factor. They can, however, tell us which

joint configuration was the more stable and produced the better quality at matched sentence

budgets, which is the practically load-bearing question.

Training-loss trajectory. V1 descended monotonically from loss = 4.53 at step 1 to 1.263 at

step 60 000 (per-checkpoint values: 1.39 at ckpt-30 000, 1.32 at ckpt-48 000, 1.35 at ckpt-54 000,

1.26 at ckpt-60 000; trace recorded in results/training_summary.md). V2’s trajectory is

qualitatively different: it descends faster — from 4.80 to 1.39 in the first 1 000 steps and to a

minimum of 1.276 by step 10 000 — but then rises back to approximately 1.41 at step 12 500

and settles at 1.369 at step 15 000. The V2 minimum is at step 10 000 and the trajectory degrades

after that as the cosine schedule continues to ramp the learning rate up. V1’s trajectory is the

textbook smooth descent; V2’s mid-training rise is the textbook signature of a learning rate that

has exceeded the model’s stable-update band, and is unlikely to be explained by the smaller

trainset_mini alone (a smaller dataset might push the loss curve higher overall but does not

produce a non-monotone bump in the middle of training).
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Translation-quality trajectory at matched sentence budgets. Because V1 and V2 use dif-

ferent batch sizes, “optimiser steps” are not directly comparable; sentences seen are. Table 3.8

converts each CL checkpoint to the matched batch_size× steps sentence count.

Table 3.8. Sentence budgets per CL checkpoint. batch_size× steps gives the number of

training sentences each checkpoint has been exposed to. V1 and V2 use different batch sizes, so

the optimiser-step count is not directly comparable across schedules; the sentence count is.

Checkpoint Optimiser steps Sentences seen

V1 ckpt-30 000 30 000 ≈ 15.4M

V1 ckpt-60 000 60 000 ≈ 30.7M

V2 ckpt-5 000 5 000 ≈ 5.1M

V2 ckpt-15 000 15 000 ≈ 15.4M

The cleanest cross-schedule comparison is therefore V1 ckpt-30 000 vs V2 ckpt-15 000, which

both saw≈ 15.4M training sentences. On the chat-prompt eval (the side that measures surviving

base capability) V1 ckpt-30 000 scores 0.363 and V2 ckpt-15 000 scores 0.171 (Table 3.6); on

WMT24++ the matched-budget gap is 0.329 vs 0.116 (Table 3.7). The salvage column narrows

both gaps but does not close them (FLORES: V1 0.336 vs V2 0.247; WMT24++: V1 0.312 vs

V2 0.234). V1 is materially better at the same sentence budget on both benchmarks under either

reading. On the extra-ids prompt eval V2 ckpt-15 000 (0.153) lands close to V1 ckpt-30 000

(0.094), so V2 is better at acquiring the new format per sentence seen — but the chat-side gap

is much wider than the extra-ids-side gap, and chat is the side that measures the capability the

production system would actually rely on.

Why the gap is most plausibly LR-driven. A causal claim about which of the three differences

(LR, training set, batch) explains V2’s worse chat trajectory cannot be made from these two runs

alone. The reasoning that nevertheless points at LR as the primary suspect is: (i) the mid-training

non-monotone bump in V2’s training loss is the classic instability signature of an over-large

learning rate, not of a smaller-dataset run; (ii) larger batch size at fixed LR would normally

stabilise updates rather than destabilise them, so V2’s batch-size increase from 512 to 1024

partially offsets its LR increase from 2.5× 10−5 to 2.5× 10−4 (the linear-scaling rule [53] would

put the batch-1024-equivalent of V1’s lr at ≈ 5× 10−5, half of V2’s actual 2.5× 10−4 — so V2

is still roughly 5× over V1’s effective rate); (iii) higher learning rates are commonly understood
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to amplify both task acquisition and forgetting, with the forgetting effect especially pronounced

when continual learning is applied to already-aligned models — patterns catalogued in the

broader catastrophic-forgetting literature surveyed by Shi et al. [40]. We therefore frame V1 as

the stable schedule on the data we have, while acknowledging the experiment is a configuration

comparison rather than a clean LR sweep.

What this means for the recommendation. For continued pretraining on a 9B chat-trained

base, where the goal is to nudge the parallel-data fit while preserving existing capability, V1’s

configuration (trainset/, batch 512, lr = 2.5× 10−5) is the more defensible starting point on

the basis of the data in Tables 3.6 and 3.7. lr = 2.5× 10−4 is in the right band for from-scratch

pretraining of a much smaller model or for SFT on a strong base; on a 9B already-aligned LLM

in CL the V2 configuration produces a faster-decaying chat capability per sentence seen. The

V1 side of Table 3.6 is the more trustworthy CL signal; the V2 side is a bracket experiment

that establishes the failure mode of a more aggressive schedule but does not, on its own, isolate

which axis of the three is most responsible.

The validation loss did not exist. A reader with a textbook ML background might next ask

how the CL training itself was validated — where the val-loss trajectory turned, when overfitting

started — and whether the <extra_id_*> validation set interfered with reading that signal.

Inspection of the saved artefacts during the writing of this section revealed that neither V1

nor V2 actually computed a validation loss. Two independent pieces of evidence support this:

(i) the trainer_state.json files of the saved checkpoints contain 0 eval_loss entries, in

V1 over 60 000 steps and in V2 over 15 000 steps; and (ii) the V1 TensorBoard event logs

at tuned_models/logs/utter-project/EuroLLM-9B/train_lr_2.5e-05_cosine/

contain three eval/-prefixed scalar series — eval/runtime, eval/samples_per_second,

and eval/steps_per_second — but no eval/loss tag at all. (The V2 TensorBoard logs

were lost in a directory move and cannot be cross-checked.) The cause is the same trainer-level

bug that disabled SFT eval-loss computation (Section 3.8), present in the earlier CL codebase:

label_names=["text"] was set in TrainingArguments, which prevents the Trainer from

finding labels at evaluation time, so the eval pass runs (and reports its wall-clock runtime

and throughput, which are what the surviving TensorBoard eval/-prefixed curves track) but

produces no usable loss number. The training script reported successful eval runtimes; the

absence of the metric itself was not flagged in the running TensorBoard view, because three other

eval/-prefixed curves appeared in the same UI group and the missing eval/loss curve had no
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visual placeholder.

This means the CL run had no internal validation signal at all. The only quality readout was the

post-hoc COMET-Kiwi evaluation on FLORES-200 that Table 3.6 records, run after the run had

already terminated. That is a poor place to discover that the training direction is wrong. The

methodological lesson is that a working eval_loss number must be visible in the training log

before any long CL/SFT run is left to itself; in this thesis’s SFT runs (Section 3.11.2) the fix to

that bug was a hard prerequisite for trusting any of the multi-day jobs.

And it would have been a confounded signal anyway. A separate, more subtle issue is that

the validation set used during CL was formatted with the same <extra_id_*> schema as the

training set — because the same data-prep pipeline produced both — so even if the trainer

bug had been fixed, the resulting eval_loss would have measured how well the model fits the

<extra_id_*>-formatted CLM distribution. That is exactly the direction we now know was

wrong: it would have rewarded the new-format fit and been blind to the chat-format ability that

the lesson in Section 3.10.2 identifies as the actually load-bearing capability. The two failures

stack: the technical bug meant no val-loss number at all, and even a recovered val-loss number

would have been format-confounded with the broken training format. The two-prompt eval in

Table 3.6 is the closest substitute we have to a properly format-disjoint validation, and it should

be read in that role: it is not just a results table but the validation-signal stand-in that the in-loop

validation was not giving us.

The takeaway, transferable to any future CL run on a chat-trained base, is twofold: (i) sanity-check

the training log for a real eval_loss number on the first checkpoint, not later; (ii) build the

validation set in a format not identical to the training format — e.g. in the model’s native chat

template — so that the validation signal is not captured by the same fit that drives training loss

down.

3.10.2 Lesson: continued pretraining should preserve the base model’s

native prompt format

The single design decision behind the EuroLLM CL run that this section’s results most di-

rectly speak to is the choice of prompt format. The training segments were wrapped with

<extra_id_0>, <extra_id_1>, <extra_id_2> sentinel tokens that delimit the source-language

tag, the source text, and the target-language tag, after the convention used in earlier in-house
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experiments in this lineage. The framing was endorsed at the time on the grounds that the

EuroLLM base checkpoint — as opposed to the EuroLLM-9B-Instruct variant — does not

advertise a chat template as part of its public interface, and that the <extra_id_*> sentinels are

pretrained as unallocated vocabulary slots, so re-purposing them as direction markers does not

collide with any in-distribution use and yields a clean, language-agnostic prompt syntax. That

argument generalises straightforwardly to T5-style encoder–decoder models, where exactly the

same sentinel-token role is the official format [54], and it is the line of reasoning that motivated

the choice for this project.

The three-configuration eval in Tables 3.6–3.7 is, in retrospect, evidence against that argument for

decoder-only LLMs of the EuroLLM/Llama-3 lineage — but the evidence is more nuanced than

the naive chat-vs-extra-ids contrast first suggested. Three pieces of evidence in the tables need to

be read together. First, the base zero-shot score of 0.523 is itself produced by prompting the base

checkpoint through EuroLLM’s chat template; the chat template is therefore not just an artefact

of the Instruct variant but a central part of how the released base weights have been calibrated

to receive instructions. The model is shipped with the <|im_start|>/<|im_end|> control

tokens in vocabulary, with eos_token_id set to <|im_end|>, and with non-trivial generation

behaviour under that template out of the box. “Base” here means “not formally instruction-

tuned on a task-specific dataset,” not “has no preferred prompt format.” Second, after CL on

the <extra_id_*> format the model never installs the new prompt format strongly enough to

replace the natural one: even the highest extra-ids score across both eval datasets sits well below

the chat scores at the same checkpoint, so the <extra_id_*> schema simply did not become a

reliable translation interface for the model. Third, and refining the original reading: the chat +

salvage configuration shows that the chat-prompt drop visible in the naive chat column is not a

uniform catastrophic-forgetting signal. On V1 (gentle LR), the salvage trajectory rises with more

CL (0.336→0.393 FLORES, 0.312→0.368WMT24++): once decoding control is fixed, V1’s

chat-side translation ability actually improves. On V2 (high LR), the salvage trajectory still falls

(0.341→0.247 FLORES), indicating a real representation drift that decoding cannot rescue. The

headline “CL pulls the model away from its base distribution” reading, in other words, applies

most clearly to V2’s high-LR schedule and least to V1’s; the Stap et al. [41] fine-tuning paradox

is visible only on V2 once decoding is fixed.

Re-using the model’s native chat template would have avoided both the genuine V2-style repre-

sentation drift and the V1-style decoding-control drift. The CL run would still have to fit the

parallel-data distribution, but every gradient step would have been pulling on representations

84



the model already knew how to read, rather than pulling them apart and rebuilding them under

a foreign syntax; and because the training-time and generation-time terminator would have

been the same <|im_end|> token, the over-generation pattern that forced the chat + salvage

re-evaluation would not have occurred in the first place. The Tower-Plus CL reference run by

the supervisor’s group on the same dataset, which uses a chat-template-aligned prompt format

and produces a measurable gain over its base [43], is consistent with this reading; so is the SFT

pivot in this thesis, which switches every candidate to its own native chat template at fine-tuning

time (Section 3.6) and which the SFT results in the next section will show stays inside the base

distribution much more cleanly.

The practical takeaway, and the principal training-design lesson that future projects in this lineage

should take from the EuroLLM CL run, is to default to the base model’s native chat template

for any continued-pretraining run on a chat-trained decoder-only LLM. Three concrete rules of

thumb fall out of the analysis above:

• Treat “does this checkpoint have a chat template” as the question, not “is this checkpoint

formally an Instruct variant.” If the released tokenizer_config.json ships a chat

template, control tokens, and an EOS token bound to one of those control tokens, the

model has a preferred prompt format and CL should respect it.

• Reserve unused-vocabulary repurposing (<extra_id_*>, <unused_*>, etc.) for cases

where the base model genuinely has no in-distribution prompt structure — a true raw-text-

only checkpoint, or a T5-style model where the sentinel-token format is the pretraining

format. For chat-trained base LLMs the cleaner prompt syntax does not pay back its cost

in lost capability.

• When in doubt, run a baseline two-prompt eval before committing to a CL schedule:

prompt the base checkpoint through both the candidate CL prompt format and the model’s

native chat template, on a small dev slice. If the base model is already meaningfully usable

through its chat template (as EuroLLM is), the CL run starts from that capability and a

non-native prompt format will have to overpay to displace it.

This is the most concrete piece of negative knowledge the EuroLLM CL run produced, and it

directly informs the SFT setup described in Section 3.11.

The code-level pivot for this lesson. The change required to act on this lesson was lo-

calised to two files in the trainer codebase. In thesis/scripts/training/sft/aux.
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py, the load_tokenizer function used to register five hardcoded <extra_id_*> tokens as

additional_special_tokens and to alias pad_token and mask_token to two further extra-

id slots (55 and 70); for the SFT pivot, that block was replaced by the more standard pattern

of falling back to the loaded model’s own eos_token for missing pad/mask tokens, with no

extra-id registration at all. The per-model prompt format itself was lifted out of the trainer

entirely into a single shared module thesis/scripts/training/sft/model_format.py

(Section 3.11.1), which both the data prep (build_trainset_partial.py) and the eval scripts

(evaluate_flores.py, evaluate_wmt24pp.py) import. The two changes together remove

the assumption that the trainer “owns” the prompt format and instead let each candidate’s released

tokenizer and chat template define the interface — which is what the lesson above prescribes.

3.11 SFT results

The SFT phase compares the four candidate base models (Section 3.3) on a single fine-tuning

recipe designed to be as fair as possible across them: same training set, same shuffled order, same

global batch size and learning rate, same checkpoint cadence. The only deliberate per-model

differences are those that follow from each model’s native chat template (Section 3.6) and from

the per-model attention implementation forced by the MI250X stack (Table 3.3). The remainder

of this section documents the data preparation (§3.11.1), the training-pipeline differences from

the CL run (§3.11.2), the methodology for detecting overfitting in LLM fine-tuning on MT

(§3.11.3), and the per-checkpoint COMET results (§3.11.4).

3.11.1 Trainset assembly: trainset_partial

The CL runs were trained on the two large variants of Section 2.5 (V1 on the full trainset/, V2

on trainset_mini/); the SFT comparison uses a separately assembled, much smaller dataset

trainset_partial/ that also draws from trainset_mini/ but under a different selection rule.

Two design constraints pushed this choice. First, the comparison has to fit four 9B-class models

through the LUMI walltime ceiling under the same GPU-hours budget per model, so a ∼1.5 B-

paragraph training set is not feasible. Second, recent SFT results on MT [38, 39] are explicit

that fine-tuning benefits from higher-quality data over larger data, and that the marginal value of

synthetic back-translation declines once the SFT objective is to elicit translation behaviour that

the base model already approximately knows how to do.

The two-step assembly pipeline is implemented in thesis/scripts/trainset/build_trai

86



nset_partial.py.

Step 1 — native-first selection. For each of the 24 et↔X language-pair directories in

trainset_mini/language_pairs/, the script picks up to 501 000 rows (500 000 for training

plus 1 000 for validation), preferring rows where the corpus’s translation_mode is native

over those where it is synthetic.10 The selection rule is:

• if total rows ≤ 501 000, take everything (et→zh has only 29 067 rows, all retained);

• else if native rows ≥ 501 000, sample 501 000 uniformly at random from the native subset

and discard the synthetic subset entirely;

• else take all native rows and fill the remaining slots by uniform random sampling from the

synthetic subset.

The first 1 000 rows of each direction’s selection are reserved for validation; the remainder go to

training. All sampling is deterministic (numpy seed = 42) and the concatenated training set is

shuffled once with the same seed. The output trainset_partial/raw/{TRAIN,VAL}/ is the

model-agnostic half of the dataset — it contains the columns src_lang, trg_lang, src_text,

trg_text, translation_mode and nothing else. The native-first rule means the resulting

training set is biased towards naturally-attested translation pairs: in directions where the training

set has enough native data to fill the cap, no synthetic rows are used at all; in directions where it

does not, synthetic rows fill in only the deficit. After Step 1, the assembled raw training set is

roughly 11.5M rows — closer to two orders of magnitude smaller than the CL training set —

because most directions hit the 501 000-row cap, except for the small et→X directions which

contribute their entire native pool.

The model-agnostic property of the Step 1 output is itself a structural improvement over the

CL training set. The CL training set’s text column was already pre-formatted with the

<extra_id_*> prompt template (Section 3.5, local-fork divergence 2): switching to a different

prompt format or to a different model whose tokenizer treats the <extra_id_*> ids differently

would require rebuilding the entire training set. The SFT design separates the model-agnostic

selection (src_lang, trg_lang, src_text, trg_text, translation_mode) from the model-

specific formatting (Step 2 below), so adding a fifth candidate or revising one candidate’s chat
10Recall from Section 2.3 that trainset_mini/ already retains both native and synthetic rows, with synthetic

back-translations dominating the X→et directions in absolute counts. translation_mode is the per-row tag that

distinguishes them.
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template only requires re-running Step 2 for that one candidate, not re-selecting and re-shuffling

11.5M rows. This addresses one of the practical costs of the EuroLLM-coupled CL training set

that this thesis paid in the earlier phase.

Step 2 — per-model formatting. The same raw rows are then formatted four times, once

per candidate, into model-specific trainset_partial/{apertus,eurollm,qwen,tower}/

subdirs. The formatting logic is centralised in thesis/scripts/training/sft/model_form

at.py, which exposes one function make_chat_text(tokenizer, model_key, src, trg,

src_text, trg_text) returning (full_text, prompt_len). The reasons for centralising

are: (i) the eval scripts (FLORES-200, WMT24++) import the same module to build prompts,

so training and inference cannot drift apart; (ii) any change to a prompt format (e.g. Qwen’s

enable_thinking=False) propagates to both halves at once, with no risk that the SFT data

baked an old format and the eval prompts a new one. Concretely:

• Tower-Plus-9B uses Unbabel’s documented MT prompt with full language names (“Trans-

late the following English source text to Estonian: …”) wrapped in the Gemma-2 chat

template (<bos><start_of_turn>user …<end_of_turn> <start_of_turn>model).

Tower is the only candidate whose vendor publishes a recommended translation prompt

[35], and the SFT data follows it 1:1.

• EuroLLM-9B-Instruct-2512 uses 2-letter language codes (“Translate the following et

text to lv: …”) in ChatML with EuroLLM’s documented system message (Section 3.6).

• Qwen3.5-9B uses the same 2-letter format in ChatML, with enable_thinking=False

so the assistant turn opens with an empty closed <think>\n\n</think> block rather

than an open <think>\n that the model would otherwise spend tokens filling.

• Apertus-8B-Instruct-2509 uses the same 2-letter format, but Apertus’s chat tem-

plate auto-prepends a <|developer_start|>Deliberation: disabled \n Tool

Capabilities: disabled<|developer_end|> block in addition to its system block;

this is a model-specific control surface analogous to Qwen’s enable_thinking=False.

The output schema is just two columns, text (the full prompt + target + EOS string) and

prompt_len (the character offset of the prompt prefix), which the trainer uses during streaming

tokenisation to construct special_tokens_mask so that prompt tokens are excluded from the

SFT loss (Section 3.8). After Step 2, each candidate has its own copy of the same paragraphs in

the same order, formatted in its own native interface.
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The choice of native chat template per candidate, applied uniformly to both training and evaluation,

is the design rule that the EuroLLM CL run did not respect (Section 3.10.2). The SFT setup

respects it for all four candidates, so any cross-candidate quality difference at SFT time can be

read as a fair comparison rather than as the artefact of one candidate having been trained against

its own template and another against a foreign one.

3.11.2 Training pipeline differences from the CL run

The SFT pipeline reuses the trainer code (thesis/scripts/training/sft/trainllm.py),

the LUMI infrastructure (Section 3.4) and the ZeRO-3 sharding choice (Section 3.5.1) that the CL

run used; the launcher template (thesis/scripts/training/sft/run_train_eurollm.sh)

shows the full srun invocation. The differences between the SFT and CL runs are:

• Loss masking. The CL run computed CLM loss over the full sequence; the SFT run

masks prompt tokens out of the loss using the prompt_len column. The mechanism

is the DataCollatorForLanguageModeling mlm=True, mlm_probability=1,

mask_replace_prob=0 pattern, which inverts the MLM hook: tokens flagged in

special_tokens_mask stay as inputs but are dropped from the loss computation. The

bug fix remove_unused_columns=False (Section 3.8, Cause 1) is critical here: without

it, the Trainer drops the special_tokens_mask column before the data collator receives

the batch and the SFT mask silently degrades to full CLM loss.

• Trainset size. CL ran on the large variants of Section 2.5 — V1 on ∼1.5B paragraphs

from trainset/, V2 on ∼703M paragraphs from trainset_mini/ — whereas SFT

runs on ∼11.5M paragraphs from trainset_partial/. The reduction by two orders of

magnitude is what makes the four-candidate comparison feasible inside the LUMI 48-hour

walltime ceiling.

• Cluster footprint. The two CL runs used different node counts (V1: 32 nodes = 256

MI250X GCDs, V2: 64 nodes= 512GCDs); the SFT runs use 8 nodes (= 64GCDs). The

smaller footprint matches the smaller dataset and allows running four SFT jobs concurrently

inside the project’s GPU-hour budget.

• Per-model attention and environment. The CL run forced eager attention every-

where as a portability default. The SFT run keeps eager for Tower (Gemma-2 flash_at-

tention_2 broken on ROCm) and EuroLLM, and switches Apertus and Qwen3.5 to
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flash_attention_2. Tower-Plus and Qwen3.5 additionally needed retry configurations

(V5 with Liger Kernel + halved nr_sents_per_gpu; V3 with the PATCH_FLA_NORM=1

monkey-patch) to reach a stable training run on MI250X. Section 3.6 carries the full table

and the per-model debug history.

Hyperparameters and step counts. All four candidates run with: global batch size 1024,

lr = 2.5 × 10−5 with cosine schedule, max_length = 4096 tokens, bf16, gradient check-

pointing on, ZeRO-3 sharding, save_steps= 2000, epochs= 2 (with manual stop near the

epoch boundary). The per-rank micro-batch differs by candidate — Apertus and EuroLLM

use nr_sents_per_gpu = 4 (so 1024/(4×64) = 4 gradient-accumulation steps); Tower-Plus

V5 and Qwen3.5 V3 use nr_sents_per_gpu = 2 (so 8 accumulation steps), forced by the

per-model stability constraints documented in Section 3.6 (Tower’s Gemma-2 cross-entropy

OOM and Qwen’s HIP-runtime segfaults). The global batch size is identical across all four

candidates, so the optimizer sees mathematically identical gradients on each step regardless of

the per-rank micro-batch; only the floating-point summation order under accumulation changes,

which is verified empirically to move COMET only at the≤ 0.01 level (Section 3.6). At∼11.5M

training rows, one epoch is ≈11 250 optimizer steps; the saved checkpoints land at multiples of

2251 steps (Trainer rounds save points to coincide with optimizer steps under accumulation),

and the eval is run at the same cadence. The 2.5 × 10−5 learning rate was carried over from

the CL run, where the V1 schedule (2.5× 10−5 on trainset/, batch 512) was materially more

stable than the V2 schedule (2.5× 10−4 on trainset_mini/, batch 1024) in both training-loss

and chat-COMET trajectory at matched sentence budgets.

The Apertus learning-rate sweep. To check whether the choice of 2.5× 10−5 is robust, the

candidate with the cleanest training trajectory (Apertus, see §3.11.3) was re-run at three additional

learning rates — 1×10−6, 1×10−5, and 1×10−4 —on the same trainset_partial and with

otherwise identical training settings. Each Apertus run was evaluated on every saved checkpoint

with the same FLORES-200 + WMT24++ harness as the rest of the four-way comparison;

the results, averaged across the 24 et↔X directions on each benchmark, are in Table 3.9 and

Figure 3.3.
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Table 3.9. Apertus-8B-Instruct learning-rate sweep on trainset_partial. Cells are average

COMET-Kiwi (wmt23-cometkiwi-da-xl) across all 24 directions at each saved checkpoint;

cells marked “—” are runs that had not produced that checkpoint at the time of evaluation. The

2.5× 10−5 row is the schedule used for the four-candidate comparison; the other three rows are

the follow-on sweep. Numbers from evaluation_results.ipynb on LUMI.

Learning rate ckpt-2251 ckpt-4502 ckpt-6753 ckpt-9004 ckpt-11255

FLORES-200 devtest, average over 24 directions

1× 10−6 0.6172 0.6175 0.6169 — —

1× 10−5 0.6154 0.6147 — — —

2.5 × 10−5 (chosen) 0.6075 0.6118 0.6112 0.6169 0.6177

1× 10−4 0.5768 0.5843 0.5826 — —

WMT24++, average over 23 directions

1× 10−6 0.5062 0.5072 0.5065 — —

1× 10−5 0.5036 0.5077 — — —

2.5 × 10−5 (chosen) 0.5014 0.5059 0.5077 0.5016 0.5069

1× 10−4 0.4703 0.4626 0.4525 — —
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Figure 3.3. Apertus-8B-Instruct learning-rate sweep: average COMET-Kiwi across all directions

on FLORES-200 (left) andWMT24++ (right) as a function of optimiser step, for the four learning

rates evaluated. The 1× 10−4 trajectory degrades during training on both benchmarks; the three

lower rates (1× 10−6, 1× 10−5, 2.5× 10−5) are within ∼ 0.01 of each other at every measured

checkpoint and on 2.5× 10−5 continue to improve through ckpt-11 255. Same data as Table 3.9;

figure regenerated by figures/figures.ipynb.
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Three observations are robust across both benchmarks. First, 1× 10−4 is too high a learning rate

for Apertus on this training set: at every measured checkpoint, average COMET is ∼ 0.04–0.05

below the other three runs on FLORES and∼ 0.04–0.06 below on WMT24++, and the trajectory

declines during training on WMT24++ (0.4703 → 0.4525 at ckpt-6 753), the textbook signature

of a learning rate that has exceeded the model’s stable-update band. Second, the three lower

rates (1 × 10−6, 1 × 10−5, 2.5 × 10−5) are practically indistinguishable: their per-checkpoint

COMET values fall within a ≤ 0.01 band on both benchmarks. Apertus is therefore robust to

learning-rate choice across this two-decade span in the small-training set SFT regime, and the

2.5× 10−5 schedule used for the four-way comparison is the right choice for that comparison.

Third, on the run that was trained longest, the chosen 2.5× 10−5 schedule continues to improve

through ckpt-11 255 (0.6075 → 0.6177 on FLORES; 0.5014 → 0.5069 on WMT24++), so

longer training rather than higher LR is the more productive direction for further quality on this

dataset. The same conclusion is unlikely to generalise to the other three candidates — Tower

and EuroLLM showed signs of overfitting at 2.5× 10−5 that a smaller learning rate might soften

— but a four-candidate × four-LR sweep is out of GPU-hour budget for this thesis.

Implications for scaling Apertus to a larger training set. A natural follow-up question

is what learning rate to recommend when scaling Apertus from the comparison-scale

trainset_partial (∼11.5M rows) to one of the larger candidate training sets —

trainset_mini/ (∼703M segment rows) or the full trainset/ (∼1.49B segment rows).

Two competing pressures are at play. Pressure toward keeping the LR small comes from the

catastrophic-forgetting literature [40]: forgetting risk grows with the training budget length, so

on a longer run the conservative direction is to keep the learning rate at the small-budget value

or smaller, not to raise it. The Apertus 1e-4 trajectory in Table 3.9 is the local instance of exactly

this risk. Pressure toward raising the LR comes from the larger-batch / larger-data scaling rules

[53]: at ∼60× or ∼130× more data, the model sees each example fewer times relative to its

update step, the warm-up period is much longer in absolute terms, and the historic LLM SFT

range for 7–9B base models is typically 1× 10−5 to 5× 10−5.

The defensible position from the data of this thesis is therefore: the 2.5× 10−5 schedule is the

floor that will work safely on the larger training sets — it is the conservative choice and is what

production training should default to absent further evidence. A small follow-on LR sweep on

the production-scale candidate training set (e.g. 2.5 × 10−5, 5 × 10−5, 1 × 10−4 restricted to

the first ∼ 10 000 optimiser steps with COMET evaluated at the boundary) is the responsible
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step before committing a multi-week training run. If 5× 10−5 outperforms 2.5× 10−5 in that

small-scale probe, the 1× 10−4-style instability observed here at the small-training set scale may

not reproduce at production scale, and the higher rate becomes defensible. If not, 2.5× 10−5

stays.

Choosing among the training sets assembled in Chapter 2. The production training run that

follows this thesis has two candidate training sets to start from, both assembled in Chapter 2: the

full trainset/ (∼1.49B segment rows, COMET-Kiwi cut at 0.75) and the more native-leaning

trainset_mini/ (∼703M segment rows, COMET-Kiwi cut re-applied at 0.80 off the same

saved per-row scores). Five practical considerations follow from the experiments of this chapter

and the data-collection results of Chapter 2:

• Quality vs. volume: trainset_mini/ applies the stricter 0.80 COMET-Kiwi threshold

and as a consequence is more native-leaning per direction. Production Apertus training

is recommended to start on trainset_mini/; the additional ∼2× volume in the full

trainset/ is dominated by lower-quality rows (between 0.75 and 0.80 COMET) and by

more synthetic back-translated content, the marginal value of which on out-of-Estonian

quality is the open question identified in the ALMA result [38] and the LIMA-style

diminishing-returns argument (Section 2.5.6).

• Direction balance: both training sets are asymmetric — the X→et side is dominated

by back-translation and the et→X side is much smaller and predominantly native (Sec-

tion 2.5.5). Without explicit per-direction temperature sampling or up-sampling of the

smaller directions, the model will be biased toward en→et and the X→et performance

asymmetry observed already in the SFT comparison (§3.11.4) will persist. The trainer code

in thesis/scripts/training/sft/trainllm.py accepts a streaming HuggingFace

datasets input that supports this kind of per-direction up-weighting; production training

should switch it on rather than rely on the default uniform sampling.

• Epochs: the four-way comparison aims at one full epoch over trainset_partial for

each candidate. At production scale, one full pass over trainset_mini/ is roughly 700 k

optimiser steps with the comparison’s batch-1024 setting, which fills a multi-week LUMI

window. The three-axis overfit-detection methodology of §3.11.3 should be applied at

every saved checkpoint; if Apertus’s monotonically improving COMET trajectory observed

in the comparison turns over, that trajectory turn is the production-training stopping signal.
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• Batch size and per-GPU sentences: production training should consider a larger global

batch (e.g. 2048 or 4096) than the comparison’s 1024 to amortise the bigger training

set over fewer optimiser steps. If global batch size is raised, the linear-scaling rule [53]

suggests proportionally raising the LR; the production-scale LR sweep recommended

above should therefore be done at the chosen production batch size rather than at 1024.

• Validation set: trainset_partial/raw/VAL/ (∼24 k rows, 1 000 per direction) is a

model-agnostic, deterministically held-out validation slice that production training can

reuse directly. Because Step 2 of the partial-training set assembly (Section 3.11.1) is

per-model, the same raw validation rows can be re-formatted for any candidate without

re-deriving them; this is the single change to the remove_unused_columns=False bug

fix and the label_names configuration that made eval_loss finally appear in this thesis’s

runs (§3.8, §3.10.1).

These five points are the production-side counterparts to the five recommendation criteria of

Section 3.12: quality, training step time, engineering complexity, stability, and licence influenced

the choice of which base model; quality vs. volume, direction balance, epoch count, batch size,

and validation set are what the chosen base model needs to be combined with at production scale.

Per-step times. Empirically observed realistic wall-clock per optimiser step on the 8-node

V5/V3-stable configuration documented in Table 3.3 (longest continuous run’s sacct wall-clock

divided by step count, including setup and per-2000-step eval):

• Tower-Plus-9B V5 (Gemma-2, eager + Liger Kernel, nr_sents_per_gpu= 2):

∼18.9 s/step

• Qwen3.5-9B V3 (flash_attn_2 + FLA Triton kernels with PATCH_FLA_NORM=1,

nr_sents_per_gpu= 2): ∼14.2 s/step

• Apertus-8B-Instruct (ApertusForCausalLM, Llama-3-style, flash_attn_2,

nr_sents_per_gpu= 4): ∼13.0 s/step

• EuroLLM-9B-Instruct (Llama, eager, nr_sents_per_gpu= 4): ∼9.3 s/step

Tower is consistently the slowest because Gemma-2’s vocabulary (256 000) makes the cross-

entropy step expensive and the attention has to stay on eager, and on top of that Tower V5 runs

at nr_sents_per_gpu= 2 rather than 4 to absorb the same vocabulary-driven cross-entropy

peak. This carries over to full-scale training: any future training run on a Gemma-2 base will
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pay the same ∼50% step-time premium versus a Llama-style or Qwen-style base on the same

hardware, until ROCm’s flash_attention_2 supports Gemma-2’s sliding-window pattern.

3.11.3 Detecting overfitting in LLM SFT for MT

Overfitting in this thesis’s SFT setup is monitored along three complementary axes, each with a

different sensitivity profile. The combined methodology is necessary because, in our experience

and consistent with the recent literature, the standard training/validation loss-divergence indicator

[41] can lag the more practically meaningful degradation observable in the model’s generations.

Axis 1 — training vs. validation loss. The textbook overfitting signal is a divergence

between training loss (still falling) and held-out validation loss (rising). Section 3.11.2’s

pipeline logs both at the 2 000-step cadence, with validation computed on the per-model

trainset_partial/<model>/VAL/ split (24 000 paragraphs, 1 000 per direction; same

selection rule as the training set, disjoint rows, matched format). Recovering this signal at all

required the bugfix remove_unused_columns=False plus removing label_names=["text"]

from TrainingArguments, both of which had silently broken the eval-loss computation in the

earlier CL pipeline. Figure 3.4 plots both signals for the four candidates. All four training-loss

trajectories fall monotonically across the trained range; eval-loss is monotonically falling for

Apertus, Qwen3.5 V3, and EuroLLM, and falling-then-flat for Tower-Plus V5. By the strict

Axis-1 criterion no candidate is overfitting, which makes it tempting to claim the SFT runs are

healthy on this measure alone — a claim that the COMET trajectory on the held-out test sets

(Axis 2 below) directly contradicts for two of the four candidates.
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Figure 3.4. SFT training loss (left, smoothed log scale) and held-out eval loss (right) at the 2 000-

step checkpoint cadence for the four candidates. Trajectories regenerated from each model’s

last trainer_state.json on the project’s storage. The dashed grey line marks the one-epoch

boundary at optimiser step 11 258. By the textbook Axis-1 criterion none of the four runs is

overfitting (eval loss does not rise); the Axis-2 COMET trajectories (Figure 3.5) tell a different

story for Tower-Plus V5 and EuroLLM specifically.

Eval-loss vs. COMET correlation per candidate. A useful sharpening of Axis 1 is to ask

whether the saved eval_loss actually predicts held-out translation quality. Pearson r between

per-checkpoint eval_loss and per-checkpoint average COMET-Kiwi (sign: r > 0 means a

falling eval loss is matched by a rising COMET, i.e. Axis-1 and Axis-2 agree; r < 0means lower

eval_loss corresponds toworseCOMET, i.e. Axis-1 is misleading) is shown in Table 3.10. Only

Apertus on FLORES-200 and Qwen3.5 V3 onWMT24++ show a strong, positive correlation; the

two negative-correlation rows (Tower-Plus and EuroLLM on FLORES) are the explicit Axis-1

vs. Axis-2 disagreement that motivates the three-axis methodology.
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Table 3.10. Pearson correlation r between per-checkpoint eval_loss and per-checkpoint average

COMET-Kiwi at matched checkpoints, separately on FLORES-200 and WMT24++. Positive

r = a falling eval loss is matched by rising COMET (Axis-1 healthy as a proxy for translation

quality); negative r = Axis-1 misleads. Stars mark statistical-significance levels at the standard

p ≤ 0.05 (*) and p ≤ 0.01 (**) thresholds; n is the number of matched checkpoints. Source:

per-model trainer_state.json eval_loss series matched against the COMET trajectories of

Tables 3.11–3.12.

FLORES-200 WMT24++

Candidate r n r n

Apertus-8B-Instruct +0.95* 5 +0.25 5

Qwen3.5-9B (V3) +0.42 5 +0.93* 5

EuroLLM-9B-Instruct −0.89** 7 +0.78* 7

Tower-Plus-9B (V5) −0.92* 5 −0.94* 5

Axis 2 — COMET trajectory on a held-out test set. For LLM SFT specifically, the training/-

validation loss divergence is not always the earliest warning [41]: the model can preserve its

language modelling fit (eval loss flat) while losing the capability that the eval is supposed to test.

The fine-tuning paradox of Stap et al. [41] formalises this for translation: parallel-data fine-tuning

of a multilingual LLM can improve narrow translation metrics on the trained language pairs while

degrading the broader instruction-following and out-of-distribution behaviour, and standard vali-

dation loss underestimates the second effect. The pragmatic workaround, implemented here, is to

score every saved checkpoint with COMET-Kiwi [31] on a fixed held-out test set (FLORES-200

devtest, all 24 directions) and read the COMET trajectory across checkpoints. A monotonically

improving COMET trajectory is consistent with healthy fine-tuning; a turning point (COMET

peaks, then declines while validation loss is still decreasing or flat) is a fine-tuning paradox

signature, and the pre-turning-point checkpoint is the one to keep.

Axis 3 — generation-quality degradation indicators. Even when COMET is still improving

in aggregate, the model can overfit on stylistic features that COMET partially rewards. We

monitor three direct, decoding-time signals to catch this:

• hit_max_new_tokens— the per-direction fraction of evaluation samples for which the

model failed to emit EOS within the max_new_tokens=512 budget. A rising fraction
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(or one that plateaus rather than dropping) indicates the model is not learning the post-

translation EOS.

• Repetition / junk detector — a rule-based check that flags an output as “junk” if it contains

a very long contiguous repetition, ends in a special token leakage (raw <|im_end|>,

<end_of_turn>, etc. bleeding through into the visible text), or is below a minimum-

length threshold against a reference. Junk-rate is tracked per checkpoint per direction.

• Wrong-language outputs — the model translates, but not into the requested target. Doc-

umented qualitatively in the analysis notebooks; manifest mostly on en→et and similar

mid-resource directions where the base model has weak Estonian grounding.

These three signals together cover the failure modes that COMET’s averaging tends to mask:

COMET rewards a fluent similar-language output even when it is in the wrong language, and it

rewards the well-formed prefix of an output that then runs on past EOS. The CL-era stop-problem

analysis (Section 3.10) is the precedent that made us build these signals into the SFT eval from

the start.

The motivation for combining the three axes is recent results on LLM fine-tuning more broadly.

Zhou et al. [39] (LIMA) shows that small high-quality SFT datasets (∼1 000 examples) can elicit

the alignment ability of a strong base model better than much larger noisy datasets, attributing the

result to a “superficial alignment” view in which most of the required ability is already in the base

model. Xu et al. [38] (ALMA) extends the same observation specifically to MT, recommending

a two-stage recipe (monolingual continued pre-training→ SFT on a small high-quality parallel

set) and explicitly flagging that further-scaling parallel SFT data is dominated by overfitting

to the SFT distribution. Pang et al. [44] revisit the classical NMT challenges in the LLM era

and confirm that LLM-based MT systems reduce the reliance on large parallel datasets, while

persistent challenges (domain mismatch, rare words) remain — consistent with the small-data

SFT-first framing this thesis adopts. The multi-dimensional view of forgetting catalogued in the

broader continual-learning literature surveyed by Shi et al. [40] provides the framing: forgetting

can manifest along axes that the training loss does not directly score.

The empirical pattern that emerged from our SFT runs is consistent with this literature. Across

Tower, EuroLLM, and Qwen the COMET trajectory peaks at checkpoint-4502 (≈0.40 of an

epoch) and declines thereafter, while the training loss continues to fall; the validation loss flattens

but does not yet rise sharply. By Axis-1 alone these runs would not be flagged as overfit; by

the COMET trajectory (Axis 2) they clearly are. Apertus-8B-Instruct behaves differently: its
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COMET trajectory continues to rise through checkpoint-11255 (≈0.50 of an epoch), and the LR

sweep showed that this is not an artefact of the specific learning rate. The three-axis methodology

described above is what allowed us to read those four trajectories distinctly rather than to merge

them under a single “loss looks fine” verdict.

3.11.4 COMET-Kiwi trajectories and best-checkpoint synthesis

The full per-checkpoint, per-direction COMET-Kiwi data are accumulated in evaluation_res

ults.ipynb; this section quotes the headline numbers and the patterns the analysis relies on.

Each candidate’s evaluation covers FLORES-200 devtest (1 012 examples per direction × 24

directions) and a random subset of WMT24++ (Deutsch et al. [9]) for the directions that intersect

this thesis’s pair list. Both eval datasets are scored with the wmt23-cometkiwi-da-xl reference-

free metric [31], decoded greedily (do_sample=False, max_new_tokens=512), through each

candidate’s native chat template via model_format.build_prompt(…). The same prompts are

used at SFT training time, so eval and training are not format-shifted against each other.

Trajectory shape per candidate. The per-candidate COMET trajectories at the saved check-

points are summarised in Table 3.11 (FLORES-200, all 24 directions) and Table 3.12 (WMT24++,

23 directions). The four candidates differ both in the absolute level reached and in trajectory

shape: Apertus climbs almost monotonically and peaks at ckpt-11 255 on FLORES (0.6177);

Qwen V3 oscillates within a narrow band and reaches its best at ckpt-11 255 (0.5898); EuroLLM

peaks earliest, at ckpt-2 251 on FLORES (0.5759), and declines monotonically thereafter on

FLORES while still slowly improving on WMT24++ (best at ckpt-13 506: 0.4227); Tower-Plus

V5 peaks at ckpt-4 502 on FLORES (0.5280) and fails to beat its own zero-shot WMT24++ score

(best 0.4053 vs. base 0.4410), the only candidate for which SFT loses ground on a held-out test

set.
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Table 3.11. FLORES-200 average COMET-Kiwi (wmt23-cometkiwi-da-xl) at saved SFT

checkpoints, averaged over all 24 directions. “base” is the released instruct checkpoint scored

zero-shot through the same eval harness. EuroLLM was trained beyond one full epoch (ckpt-

13 506 / 15 757).

Checkpoint Tower V5 EuroLLM Apertus Qwen V3

base 0.4371 0.4646 0.5169 0.5369

ckpt-2251 0.5273 0.5759 0.6075 0.5840

ckpt-4502 0.5280 0.5677 0.6118 0.5796

ckpt-6753 0.5141 0.5662 0.6112 0.5843

ckpt-9004 0.5165 0.5618 0.6169 0.5779

ckpt-11255 0.5085 0.5467 0.6177 0.5898

ckpt-13506 — 0.5522 — —

ckpt-15757 — 0.5502 — —

Table 3.12. WMT24++ average COMET-Kiwi (wmt23-cometkiwi-da-xl) at the same saved

checkpoints, averaged over the 23 WMT24++ directions that intersect this thesis’s pair list (12

en→X, 11 et→X). Tower-Plus and Qwen3.5 do not improve on their base WMT24++ scores

at any measured checkpoint; Tower-Plus in particular degrades monotonically from ckpt-4 502

onward.

Checkpoint Tower V5 EuroLLM Apertus Qwen V3

base 0.4410 0.3836 0.4033 0.4457

ckpt-2251 0.4032 0.4042 0.5014 0.4346

ckpt-4502 0.4053 0.4064 0.5059 0.4359

ckpt-6753 0.3919 0.4199 0.5077 0.4364

ckpt-9004 0.3877 0.4132 0.5016 0.4375

ckpt-11255 0.3723 0.4189 0.5069 0.4382

ckpt-13506 — 0.4227 — —

ckpt-15757 — 0.4191 — —
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Figure 3.5. SFT COMET-Kiwi (wmt23-cometkiwi-da-xl) trajectories on FLORES-200 de-

vtest (left, 24 directions) and WMT24++ (right, 23 directions). Same data as Tables 3.11–3.12;

base zero-shot is the leftmost point on each trajectory, the dashed grey line marks the one-epoch

boundary at optimiser step 11 255. Apertus is the only candidate whose trajectory is improving

across the entire range on both benchmarks; Tower-Plus V5 and Qwen3.5 V3 fall below their

own zero-shot baselines on WMT24++.

Reading the two tables together. Apertus leads on both benchmarks and is the only candidate

whose COMET trajectory is monotonically (or near-monotonically) improving across the entire

trained range. Qwen V3 is a clear second on FLORES, comparable to Tower-Plus V5 in absolute

level on WMT24++, but below its own zero-shot WMT24++ baseline. EuroLLM acquires

translation ability fast on FLORES (best checkpoint is its very first, ckpt-2 251) and then loses

ground under continued training on FLORES while still slowly gaining on WMT24++; the SFT

pivot is therefore mid-process for EuroLLM at ckpt-2251 on the FLORES axis. Tower-Plus’s

flat-to-falling WMT24++ trajectory is the strongest single piece of evidence that SFT is the

wrong tool for it: an already translation-tuned model has little remaining headroom under further

parallel-data fine-tuning, and the comparison’s recipe causes it to lose some of the calibration

Unbabel’s pretraining established.

Stop-problem and visible-junk reduction under SFT. A separate quantitative result is that

SFT, when it works, materially reduces the EOS-emission and visible-junk problems that all

four base models shipped with. Table 3.13 reports the per-checkpoint hit_max_new_tokens

fraction and the broader “visible junk” rate (any of: hit-max, contiguous repetition, short-output,

special-token leakage) at each candidate’s best checkpoint, against the same diagnostics on its
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released base/instruct checkpoint.

Table 3.13. hit_max_new_tokens=True fraction and overall visible-junk rate at each candi-

date’s best checkpoint per benchmark, alongside the base/instruct zero-shot rate. Lower is better.

“Best ckpt” is the per-(model, benchmark) COMET-best checkpoint from Tables 3.11–3.12

(Tower-Plus and Qwen3.5 on WMT24++ have base>best, so the row reports base for both

columns).

FLORES-200 WMT24++

Candidate Source hit-max vis. junk hit-max vis. junk

Tower-Plus-9B base 10.8% 14.2% 10.4 % 16.4 %

best ckpt (FL 4502) 14.8% 17.4% — —

EuroLLM-9B base 11.7% 13.6% 51.5% 53.2%

best ckpt (FL 2251 / WMT 13506) 14.1% 17.0% 32.4% 35.6%

Apertus-8B base 26.9% 30.3% 49.0% 52.1%

best ckpt (FL 11255 / WMT 6753) 1.2 % 5.0 % 4.0 % 9.6 %

Qwen3.5-9B base 10.6 % 13.6 % 28.9% 32.8%

best ckpt (FL 11255) 5.2% 6.6% — —

The base-model failure modes averaged across all 24 directions are not uniform. Apertus emits

Estonian-shaped Finnish on a large fraction of inputs; EuroLLM occasionally copies the source

or switches to English explanation. Qwen3.5 and Tower-Plus are the cleanest bases on FLORES

at 10.6% and 10.8% hit-max respectively; on WMT24++ Tower-Plus is alone at 10.4% (the next-

cleanest base is Qwen at 28.9%). After SFT, Apertus’s improvement is the largest by far — from

26.9% to 1.2% hit-max on FLORES-200, and on WMT24++ from 49.0% to 4.0%— and Qwen

moves from 10.6% to 5.2% on FLORES. EuroLLM’s best-COMET checkpoint on FLORES

(ckpt-2 251) sits slightly above its base in hit-max (11.7%→14.1%); later EuroLLM checkpoints

recover this on the diagnostic trajectory, but the FLORES-side COMET trade-off pulls the “best”

label to the early checkpoint. On WMT24++ EuroLLM’s hit-max drops materially from 51.5%

to 32.4% at its best-COMET checkpoint. Tower-Plus’s hit-max actually rises slightly under SFT

on FLORES, consistent with the WMT24++ trajectory in Table 3.12 that shows Tower losing

rather than gaining ground.
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Two competing hypotheses for the SFT-side EuroLLM stop problem, and the evidence that

adjudicates between them. Results showed two competing explanations for the EuroLLM SFT

stop problem. The first wasmodel-internal: “the model learns translation but does not assign high

enough probability to <|im_end|> early enough” so generation falls into repetition before EOS

is emitted. The supporting evidence for this read was that SFT loss curves looked normal and that

a tokenisation/collator simulation on a single training row showed <|im_end|> included in the

masked loss; from this it was inferred to be a probability-mass issue and a repetition-penalty Plan-

B diagnostic was queued (repetition_penalty=1.1, no_repeat_ngram_size=4). The sec-

ond hypothesis was configuration-level: the remove_unused_columns=False flag was missing

from TrainingArguments, so the Trainer silently stripped the special_tokens_mask col-

umn before the data collator saw it (Section 3.8, Cause 1) and the SFT loss ran as full causal-LM

on the entire sequence. The two hypotheses are not compatible: the first asserts a correctly-

supervised model that fails at decode time; the second asserts a model that was never supervised

on the prompt-masked SFT objective at all.

Three pieces of direct empirical evidence adjudicate between them.

First, the actual training log of the EuroLLM SFT run, before the fix, contained 1216 emissions

of the warning column 'special_tokens_mask' has been ignored (448 in the parallel

Tower log; numbers from the same handoff document). This is direct runtime evidence that the

column was being stripped at training time; the collator-simulation that the eos_diagnosis used

reflects what the collator would do given the column, not what it received from the actual data

pipeline.

Second, after adding remove_unused_columns=False to TrainingArguments, the same

warning is emitted 0 times across both runs, and the 5/5 quick stopping test (50-step fine-tune,

5 source sentences) produced correctly emitted EOS tokens for both Tower (<end_of_turn>,

id 107) and EuroLLM (<|im_end|>, id 4), with substantively correct translations, also docu-

mented in the handoff. This is the test the column-drop hypothesis directly predicts and the

probability-mass hypothesis does not require.

Third, the SFT hit-rate reductions reported in Table 3.13 (the post-fix measurements across

the four candidates) were produced through the production SFT eval harness eval_model

s/evaluate_flores.py and eval_models/evaluate_wmt24pp.py, which decode with

max_new_tokens=512, do_sample=False, num_beams=1, temperature=1.0 and do not ex-

pose a repetition_penalty argument at all (verified by code inspection of those scripts). The
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numbers in the table are therefore measured without the Plan-B intervention.

Taken together, these three points are consistent with the column-drop hypothesis being the opera-

tive cause for the SFT-side EuroLLM stop problem and with that hypothesis being sufficient: once

the supervision bug was fixed, the model stopped correctly without any decode-time intervention.

The probability-mass hypothesis is not contradicted as a theoretical mechanism — a sufficiently

overfit model could in principle exhibit it — but the SFT runs of this thesis do not require it to

explain their behaviour, and the Plan-B diagnostic outputs (jobs 17447837/17447838) are no

longer recoverable from the cluster, so it cannot be empirically tested on this project’s runs.

The CL-side stop problem is a different problem. The conclusion of the previous paragraph

applies to the SFT stage only and does not walk back the salvage argument made for the CL

evaluation in Section 3.10. The CL-era stop problem has a different primary cause: an EOS-token

mismatch baked into the CL-trained weights (Section 3.8, Cause 2—model trained to emit </s>,

inference watching for <|im_end|>). It is also amplified at measurement time by the local CL

eval harness (results/evaluate.py; see Appendix A) running with max_new_tokens=256,

repetition_penalty unspecified (defaulting to no penalty), no_repeat_ngram_size unspec-

ified, and the model’s default eos_token_id from generation_config.json. For the CL

checkpoints, decode-time repetition penalty, a larger max_new_tokens budget, and an explicit

alternate eos_token_id have genuine salvage value, and the “competent translation + filler”

qualitative finding of Section 3.10 stands. A re-evaluation of the existing CL checkpoints through

the re-instrumented LUMI-side harness is queued. The two stages are not interchangeable: SFT

had a one-line supervision bug that, once fixed, made decode-time mitigation unnecessary; CL

has a multi-causal stop problem of which decode-time mitigation is one of the salvage paths.

Why SFT improves the stop problem and CL does not. The reduction in hit_max_ne

w_tokens is not specific to fixing the SFT-pipeline bug of Section 3.8; it operates on the

generic-baseline rate documented at the start of §3.8. SFT is structurally well-suited to the stop

problem because every training example ends at the model’s actual EOS token under loss-masked

supervision: the prompt is masked out of the loss (Section 3.11.2), so the only thing the gradient

sees is the translation followed by EOS, and the model learns the post-translation EOS pattern

directly. The CL run on EuroLLM, by contrast, made the stop problem worse on that specific

candidate: the <extra_id_*> format ended each training example with </s>, which is not

the eos_token_id that EuroLLM’s released generation_config.json declares (Cause 2
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in Section 3.8), so CL trained the model to emit a stop token that inference never recognised.

The pattern generalises: continued pretraining tends not to be a reliable fix for the stop problem

unless it is set up to align with the model’s existing EOS interface; SFT, because its loss naturally

focuses on the model’s output region only, fixes it almost as a side effect of doing supervised

training correctly. This is one of the substantive reasons — alongside the prompt-format lesson

of Section 3.10.2 — that the SFT-first trajectory in this thesis ended up better-behaved than the

CL-first one.

Synthesis. Reading the three axes together — COMET trajectories (Tables 3.11–3.12),

hit-rate and visible-junk reduction (Table 3.13), and the per-candidate eval loss in

training_dynamics.ipynb — gives a single ranking that the recommendation in Sec-

tion 3.12 can rest on. Apertus is the only candidate whose translation-quality trajectory is

near-monotonically improving across the entire trained range on both benchmarks, with the

largest absolute COMET gain over its base (+0.10 FLORES, +0.10 WMT24++) and the

cleanest visible output (under 10% junk on both benchmarks). Qwen V3 is the second-best on

FLORES (−0.028 behind Apertus) and below its own base on WMT24++. EuroLLM peaks

early and erodes on FLORES; Tower-Plus loses ground on WMT24++ overall. The ranking is

robust to the LR-band sweep on Apertus (Table 3.9) and to the V1→V5/V3 configuration retries

for Tower and Qwen (Section 3.6), neither of which changes the relative position of the four

candidates.

3.12 Recommendation criteria and analysis

The recommendation in Section 1.2 is to choose one base model on the joint basis of translation

quality, training step time, engineering complexity, stability, and licensing. The criteria the

analysis weighs are:

• Training loss and validation loss per Table 3.5’s 2000-step cadence, used as a convergence-

rate and stability comparison across candidates.

• Translation quality: COMET-Kiwi wmt23-cometkiwi-da-xl on FLORES-200 devtest

and WMT24++, per-language-pair and aggregated, at the best per-candidate checkpoint.

• Speed: median training step time at 8 LUMI-G nodes (Table 3.3). Inference-time latency

on MI250X was not separately benchmarked in this thesis; training step time is taken
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as the speed proxy because it is the metric that constrains the GPU-hour budget of the

follow-on production training run.

• Engineering complexity and stability: how invasive the per-model setup was (out-of-the-

box vs. Qwen-style monkey-patch), and how often the run failed and required a resource

bump.

• Licence: Apache 2.0 (EuroLLM, Apertus, Qwen3.5) vs. CC-BY-NC-SA-4.0 (Tower-Plus),

since the latter constrains commercial deployment of any derivative.

Per-criterion scoring. Table 3.14 synthesises the five criteria on the four candidates using the

canonical numbers from Tables 3.3, 3.11, 3.12, and 3.13.

Table 3.14. Per-criterion comparison of the four SFT candidates. “COMET (best)” reports the per-

(model, benchmark) COMET-best checkpoint. “Visible junk” is the union of hit-max, contiguous

repetition, short-output and special-token leakage at the same checkpoint, on FLORES-200.

“Step time” is the median wall-clock per optimiser step on 8 LUMI-G nodes (64 GCDs); “GPU-

hours/epoch” is the projected wall-clock to one full epoch on trainset_partial (11 255

optimiser steps) times 64 GCDs.

FLORES WMT24++ Visible Step time GPU-h/

Candidate best best junk (FL) (s/step) epoch

Apertus-8B-Instruct 0.6177 0.5077 5.0 % 13.0 2607

Qwen3.5-9B (V3) 0.5898 0.4382 6.6% 14.2 2839

EuroLLM-9B-Instruct 0.5759 0.4227 17.0% 9.3 1856

Tower-Plus-9B (V5) 0.5280 0.4053 17.4% 18.9 3775

Engineering complexity / stability:

Apertus out-of-the-box flash_attn_2; ran from start

Qwen3.5 seven attempts to MI250X stability; PATCH_FLA_NORM=1 + custom venv

EuroLLM out-of-the-box; FLORES overfit from ckpt-2251

Tower-Plus Liger Kernel + halved nr_sents_per_gpu; OOM on first attempt

Licence:

Apertus Apache 2.0 (gated; HF access request required)

Qwen3.5 Apache 2.0

EuroLLM Apache 2.0

Tower-Plus CC-BY-NC-SA-4.0 (non-commercial only)
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Recommendation: Apertus-8B-Instruct. Apertus is the best-supported recommendation

under the evaluated recipe and is therefore the recommended base for the next production

Neurotõlge training run. It leads on translation quality on both benchmarks (+0.10 COMET-

Kiwi over its base on FLORES and on WMT24++), produces the cleanest output (visible junk

5% on FLORES vs. 7% for the runner-up Qwen3.5 and 17% for EuroLLM and Tower-Plus), is

the only candidate whose COMET trajectory is monotonically improving across the entire trained

range, ran out of the box on LUMI-G with no monkey-patching, and ships under Apache 2.0.

The qualifier “under the evaluated recipe” carries weight: the four candidates were compared on

a single fixed hyperparameter configuration with a single quality-estimation metric, and only

Apertus received a follow-on learning-rate sweep; a different recipe or a different metric could

in principle reorder the bottom three, though the size of the FLORES quality gap (+0.10 over

base, +0.03 over the next-best candidate at the same checkpoint) makes a reordering of the top

of the list unlikely on small recipe perturbations. Its step time is in the middle of the four (13.0 s)

and the LR-band sweep (Table 3.9) shows it is robust across two decades of learning rates. The

training trajectory has not yet plateaued at one epoch on the comparison’s trainset_partial,

so the production-scale run on the larger trainset_mini/ or trainset/ (Section 2.5) has

further headroom to explore.

Runner-up: Qwen3.5-9B. If Apertus is unsuitable for any reason — the most likely being

the HuggingFace gated-access requirement, or a future upstream change in Apertus’s licence —

Qwen3.5-9B is the recommended fallback. Qwen reaches the second-best COMET on FLORES

(0.5898, −0.028 behind Apertus), the second-cleanest visible-junk rate (6.6% on FLORES), and

is also Apache 2.0 licensed. The caveat is engineering complexity: training Qwen3.5 on LUMI-G

(MI250X) is genuinely tricky—AMD’s day-zero support for Qwen3.5 coversMI300 only, and the

FLATriton kernels that the linear-attention layers need do not all compile out of the box on gfx90a.

The configuration that worked in this thesis is run_train_qwen_v3.sh (v2.6.0 container,

PATCH_FLA_NORM=1 monkey-patch, custom hf-env-qwen venv, halved nr_sents_per_gpu=

2, per-rank Triton cache, 1-hour DDP timeout, torch_empty_cache_steps= 200). Future

groups picking Qwen as a base on MI250X should treat the Qwen training script as a load-

bearing artefact alongside the training set; it is recommended to publish it as part of the follow-on

production run’s release.

Tower-Plus-9B and EuroLLM-9B-Instruct are not recommended. Tower-Plus loses ground

on WMT24++ under SFT (best checkpoint 0.4053 vs. base 0.4410), the only candidate for which
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SFT is net-negative on a held-out test set. The CC-BY-NC-SA-4.0 licence is a separate constraint

that would block commercial deployment. EuroLLM converges fast on the trained directions

(best FLORES checkpoint is its first, ckpt-2 251) but overfits afterwards on the FLORES axis and

reaches absolute quality below both Apertus and Qwen on both benchmarks; the pivot from CL

to SFT was the right move for EuroLLM (Section 3.2), but Apertus is now ahead of EuroLLM

on the SFT recipe both candidates share.
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Chapter 4

Conclusion

This thesis contributes to the renewal of the base model behind the Neurotõlge translation service

operated by the TartuNLP group at the University of Tartu. The two specific objectives stated

in Section 1.2 were (i) to prepare a training dataset suitable for fine-tuning a neural machine-

translation model for Estonian, covering the 12 source languages used by the current production

system, and (ii) to compare four candidate large language models in a controlled fine-tuning

experiment on the LUMI supercomputer and to recommend one of them as the base model for the

follow-on production training run. The remainder of this chapter revisits each objective against

what the work actually delivered, then summarises the methodological lessons that emerged in

the process.

4.1 Objective 1: training dataset

Chapter 2 delivers two assembled HuggingFace datasets training sets, both reusable directly

by the follow-on production training run:

• trainset/ — the full assembled corpus, ∼1.49B segment-level rows (produced by a

paragraph-preserving collection pipeline; the final training row is a sentence-level segment)

across all 24 et↔X directions, combining seven human-translated OPUS corpus families

(OpenSubtitles [14], ParaCrawl [15], TildeMODEL [16], JRC-Acquis [17], Europarl [18],

WikiMatrix [20], EOPC [19]) with three synthetic-back-translation sources— the synthetic

UNPC English→Estonian pipeline [55], the synthetic OpenSubtitles pipeline, and the

ENC-based Estonian→X synthetic pipeline [56] — assembled by Pastarus [13] and reused

here.

109



• trainset_mini/— a more native-leaning ∼703M-row variant produced by the same

pipeline, used as the upstream of the comparison-scale SFT subset.

A documented preparation pipeline accompanies both: corpus collection through extended Opus-

Tools [24] preserving paragraph-preserving collection, sentence-pair COMET-Kiwi scoring [31]

with a 0.75 threshold for the main trainset/ and a stricter 0.80 threshold re-applied off the

saved per-row scores to derive trainset_mini/, and OpusCleaner [30] filter chains configured

per corpus family. The per-direction volumes and native-vs-synthetic breakdown are documented

in Tables 2.17 and the surrounding sections of Chapter 2.

A separately-assembled, model-agnostic SFT comparison subset trainset_partial/

(∼11.5M rows) is the input for Objective 2; its construction is described in Section 3.11.1.

The model-agnostic Step 1 output is reusable for adding a fifth candidate or revising any one

candidate’s chat template by re-running only Step 2.

Status: the dataset deliverable is complete and is the load-bearing foundation for the production-

scale training run that follows this thesis.

4.2 Objective 2: base-model recommendation

Chapter 3 compares four 8–9B-parameter candidates — Tower-Plus-9B [5], EuroLLM-9B-

Instruct [6], Apertus-8B-Instruct [7], and Qwen3.5-9B — under a single fine-tuning recipe

(Section 3.7) on trainset_partial/. Each candidate is prompted through its own native

chat template at both training and evaluation time, the training mathematics is identical across

candidates, and the only deliberate per-model differences are those forced by ROCm/MI250X

constraints on the attention implementation (Table 3.3).

The recommendation is Apertus-8B-Instruct, defended on the five criteria committed in Sec-

tion 3.12:

1. Translation quality. Apertus reaches the highest COMET-Kiwi on both benchmarks

(FLORES-200 best 0.6177 at ckpt-11 255; WMT24++ best 0.5077 at ckpt-6 753) with the

largest absolute gain over its own base (+0.10 on both benchmarks); it is also the only

candidate whose translation-quality trajectory is near-monotonically improving across

the entire trained range (Section 3.11.4). The other three candidates either peak early on

FLORES (EuroLLM at ckpt-2251) or fall below their own zero-shot base on WMT24++

(Tower-Plus best 0.4053 vs. base 0.4410; Qwen3.5 best 0.4382 vs. base 0.4457).
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2. Robustness to hyperparameter choice. A four-point learning-rate sweep (1×10−6

through 1×10−4, Table 3.9) shows the three sub-10−4 rates within ≤ 0.01 COMET on the

matched FLORES checkpoints, while 1×10−4 degrades during training on WMT24++;

LR is therefore not a decisive selection lever for Apertus inside the stable band at this

training set scale.

3. Speed. Apertus trains at ∼13.0 s/step under flash_attention_2 on the V5/V3-stable

configuration (Table 3.3, realistic per-step including setup overhead), in the middle of

the four candidates. EuroLLM (∼9.3 s/step) is the fastest but overfits early; Qwen3.5

V3 (∼14.2 s/step) is comparable to Apertus; Tower-Plus V5 (∼18.9 s/step) is the slowest

because Gemma-2’s sliding-window attention is broken on ROCm/MI250X.

4. Engineering complexity and stability. Apertus ran out of the box once the initial eager-

attention OOM was diagnosed and the run was switched to flash_attention_2; no

monkey-patches, no Triton-cache per-rank workarounds, no segfaults. Tower required

Liger Kernel fused cross-entropy and nr_sents_per_gpu= 2 to absorb Gemma-2’s

256 000-token vocabulary (Section 3.6). Qwen3.5 required seven setup attempts to reach

a stable training configuration on MI250X — pure-PyTorch monkey-patch around two

crashing FLA Triton kernels, a custom hf-env-qwen venv, halved nr_sents_per_gpu,

per-rank Triton cache, 1-hour DDP timeout — and still produced HIP-runtime segfaults

at long horizons. EuroLLM was comparatively clean but overfit on the FLORES axis at

ckpt-2 251.

5. Licence. Apertus is released under the Apache 2.0 licence [7], matching EuroLLM’s and

Qwen3.5’s Apache 2.0 release. Tower-Plus is released under CC-BY-NC-SA-4.0 [5], which

would constrain commercial deployment of any derivative system that Neurotõlge might

want to build on top of it. For a publicly-deployed translation service like Neurotõlge, the

Apache 2.0 / CC-BY-NC difference is the load-bearing licensing constraint.

The recommendation is robust to the per-criterion weighting in two senses. First, on any

reasonable weighting that includes both translation quality and licensing, Apertus is at the top

because it is jointly best on both. Second, the candidate that would otherwise compete with

Apertus on translation quality alone — Tower-Plus-9B, which is the only candidate already

vendor-SFT’d for translation and has the strongest base-instruct hit-rate on en→et — is the one

that loses ground on WMT24++ under SFT and carries the non-commercial licence.

Runner-up: Qwen3.5-9B. If Apertus turns out to be unsuitable for any reason — the most
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likely being the HuggingFace gated-access requirement, or a future upstream change in Apertus’s

licence — Qwen3.5-9B is the recommended fallback. Qwen reaches the second-best COMET

on FLORES (0.5898, −0.028 behind Apertus), the second-cleanest visible-junk rate (6.6% on

FLORES), and is also Apache 2.0 licensed; on WMT24++ its best checkpoint is below the

base, but the gap is small (−0.008). The caveat is that Qwen3.5 SFT on MI250X is genuinely

tricky: Section 3.6 documents the seven-attempt debug history that produced the working Qwen

V3 configuration, and the Qwen-specific training script (run_train_qwen_v3.sh) should be

treated as a load-bearing artefact and published alongside the training set for any group that

picks Qwen as a base on this hardware.

Status: the four-way comparison ran on the same infrastructure with the same data and the

same recipe; the rankings reported in Sections 3.11.4 and 3.12 reflect the convergent SFT runs,

and an Apertus-8B-Instruct production training run on trainset/ or trainset_mini/ is the

natural follow-on. The follow-on should either repeat the LR sweep at production scale before

committing [53] or start at the 2.5×10−5 value used here, since the catastrophic-forgetting

literature surveyed by Shi et al. [40] suggests that at longer training budgets the safer scaling

direction is to keep the learning rate small rather than raise it.

4.3 Methodological lessons

Three transferable lessons emerged from work that did not, on the first attempt, produce the

intended result. They are recorded here not as side observations but as the negative-knowledge

component of the thesis’s contribution, transferable to any subsequent LLM-based MT project at

TartuNLP or elsewhere.

Continued pretraining of a chat-trained decoder-only LLM should preserve the model’s na-

tive chat template (Section 3.10.2). The CL run on EuroLLM used a T5-style <extra_id_*>

sentinel-token prompt format that was defensible from the “base 6= Instruct” framing but failed

in two related ways: the new format never reached competitive translation quality at any V1 or

V2 checkpoint, and the training-time terminator (</s>) drifted away from the generation-time

terminator (<|im_end|>) baked into the released checkpoint, which caused the chat-prompt

evaluation to register a runaway over-generation pattern that confounded translation quality

with decoding control. Once decoding was repaired through a salvage configuration, the V1

chat-prompt translation ability turned out to be largely intact (and improving with more CL);
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V2’s higher LR caused a real residual representation drift on top of the decoding fault. Three

rules of thumb fall out: treat “does the model ship a chat template” as the question, not “is it

formally an Instruct variant”; reserve sentinel-token repurposing for genuinely raw bases or

T5-style models; and run a two-prompt baseline eval before committing to a CL schedule.

Validation infrastructure for SFT runs needs sanity-checking on the first checkpoint,

not later (Section 3.10.1 and 3.8). The CL pipeline of this thesis silently failed to com-

pute eval_loss (label_names=["text"] blocked the Trainer’s label discovery), and the SFT

pipeline silently dropped the special_tokens_mask column before the data collator saw it

(remove_unused_columns=False was missing). Both bugs were invisible in the training-loss

trajectory and only showed up at inference time. The lesson is to sanity-check the training log on

the first saved checkpoint — look for an actual eval_loss number and look for the absence of

“column X has been ignored” warnings — before letting a multi-day run continue. The same

lesson applies to validation-set construction: the CL validation set was format-aligned with the

training set, which would have been a confounded signal even if eval_loss had been recorded

correctly.

LLM-based MT requires a three-axis overfit-detection methodology (Section 3.11.3). Train-

ing/validation loss divergence is a necessary but not sufficient indicator: the fine-tuning paradox

can have val-loss flat while COMET trajectory peaks and declines on a held-out test set. Adding

a third axis — generation-quality diagnostics including hit_max_new_tokens, junk-detector

signals, and wrong-language outputs — is what allowed the four-way comparison in this thesis

to read Apertus as still-improving while the other three were already in the post-peak regime.

4.4 Open work

The natural next step after this thesis is a production-scale SFT training run with Apertus-8B-

Instruct as the base, using the model_format.py prompt scaffolding and the trainllm.py

trainer in the form curated in thesis/scripts/training/sft/. The choice between starting

on the full trainset/ (∼1.49B segment rows) or on trainset_mini/ (∼703M segment rows;

stricter COMET-Kiwi cut) is itself a production-training decision rather than a thesis result;

Section 3.7’s “Choosing among the training sets assembled in Chapter 2” lists the five practical

considerations (quality vs. volume, direction balance, epochs, batch size, validation set) and on

those grounds recommends trainset_mini/ as the starting point with explicit per-direction
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up-sampling. A small follow-on LR sweep at production scale is the recommended sanity check

before committing to a multi-week training run, on the reasoning given in Section 4.2.

The CL-side checkpoints from the first phase of this project are preserved on the project’s storage

and can serve as a baseline for any future investigation of the chat-template-aligned CL approach

documented as the recommended alternative in Section 3.10.2; a small replication of the EKTB67

Tower CL run on EuroLLM with the model’s native chat template would be the cleanest test of

the prompt-format lesson.

Beyond MT, the dataset deliverable of Chapter 2 is reusable for any Estonian-centric LLM

training that benefits from high-volume parallel and back-translated data; the cleaning pipeline

can be re-run on additional source corpora using the documented OpusCleaner filter chains.
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Appendix A

Supplementary material: code and scripts

This appendix maps the code artefacts that accompany the thesis. The full set of scripts is bundled

with the submitted PDF in the thesis/scripts/ directory and is also published online on the

University of Tartu Computer Science GitLab at https://gitlab.cs.ut.ee/msc/thesis

(branch main). The data layers, training-set variants, model checkpoints, and evaluation outputs

referenced from the thesis live on UT HPC; their on-disk locations are tabulated in Section A.4.

A.1 Directory layout

The bundled scripts/ directory follows the thesis structure (data collection → cleaning →

training-set assembly→ training→ evaluation):

1. scripts/data_collection/ — Chapter 2 sections 2.2 and 2.3. Four subfolders:

opustools/ (the modified OPUS reader, only the changed *_ext.py files; see the

bundled README.md); native/ (per-corpus loaders for the seven human-translated OPUS

corpora plus the excluded EUbookshop, with the EOPC sbatch wrapper as the template);

synthetic/ (the three synthetic loaders for UNPC, OpenSubtitles, and ENC with their

sbatch wrappers); stats/ (the second-pass statistics collectors load_Opus_stat.py,

load_synth_stat.py, load_ENC_stat.py that produced Tables 2.3 and 2.8). Run on

rocket.

2. scripts/data_cleaning/ — Chapter 2 Section 2.4. Three subfolders: opusclea

ner/ (filter-chain JSON generation create_filters_files.ipynb, OpusCleaner-

run notebook clean_with_OC.ipynb, the OpusCleaner-side cometJobOC.sh sbatch
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wrapper); comet/ (COMET-Kiwi scoring and threshold application via clean_with_com

et.ipynb plus the per-corpus SLURM submissions (e.g. cometJobOCENC2.sh); stats/

(clean_stat.ipynb produces the per-step survival counts in Table 2.14). Run on rocket.

3. scripts/trainset/— Sections 2.5 and 3.11.1. Per-language-pair dataset construction

(make_lang_pairs.py, make_lang_pairs_rev.py), full training-set concatenation

(build_trainset.py, concat_ds.py), per-direction sizing (set_size.py, get_sets

.py), the SFT comparison subset builder (build_trainset_partial.py), and the three

sbatch wrappers (job_build_train.sh, job_lang_pairs.sh, job_build_trains

et_partial.sh). Produces trainset/, trainset_mini/, and trainset_partial/

(Tables 2.16 and 2.18). Run on LUMI.

4. scripts/training/cl/ — Section 3.10. V1 and V2 LUMI training launchers (ru

n_train.sh, run_train_small.sh) with their resume counterparts and the optional

convert_to_squashfs.sh dataset-mount optimisation (§3.4). See the bundled traini

ng/cl/README.md for the file-level map.

5. scripts/training/sft/— Section 3.11. The trainer code from kuidastaltsutada-

laamat (trainllm.py, aux.py, data.py); the shared per-model prompt-format module

(model_format.py); the four candidate launchers (run_train_apertus.sh, run_tr

ain_eurollm.sh, run_train_qwen_v3.sh, run_train_tower_v5.sh) plus the three

Apertus LR-sweep launchers and three resume scripts; install_venv.sh; and docs/

with five working-note documents (sft_comparison_training.md, candidate_mode

ls_overview.md, datasets_trainset_partial.md, handoff_tower_eurollm.md,

and the eurollm_eos_diagnosis.md explicitly addressed in Section 3.11). See traini

ng/sft/README.md.

6. scripts/evaluation/cl/— Section 3.10 evaluation. The rocket-side CL evaluation

Python (evaluate.py, evaluate_wmt24pp.py), the original sbatch (eval_eur

oLLM.sh), and the salvage chat-mode re-evaluation submitted at the end of the thesis

(eval_cl_chatfix.sh).

7. scripts/evaluation/sft/— Section 3.11.4 evaluation. LUMI-side SFT evaluation

(evaluate_flores.py, evaluate_wmt24pp.py, model_format.py mirror), result-

aggregation utilities (aggregate_results.py, verify_model_format.py, pars

e_training_log.py, parse_trainer_state.py, parse_tb_events.py), plus

three sbatch wrappers (run_eval_checkpoint.sh, run_eval_stopping_check.sh,
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run_eval_diagnostic_checkpoint.sh).

8. thesis/figures/figures.ipynb— the Jupyter notebook that regenerates the COMET

trajectory figures in Chapter 3 from the live summary.json files in tolk/results/eva

l_*/.

A.2 Reproducing a single training run end-to-end

To reproduce one of the SFT runs (e.g. Apertus-8B-Instruct) starting from a clean checkout of

scripts/:

1. Build the partial training set: from scripts/trainset/, sbatchjob_build_trainset

_partial.sh (Step-1 selection produces trainset_partial/raw/; Step-2 formatting

produces trainset_partial/apertus/).

2. Bootstrap the venv inside the container: from scripts/training/sft/, ./install_

venv.sh.

3. Submit training: from scripts/training/sft/, sbatchrun_train_apertus.sh

(8-node MI250X allocation, 48-hour walltime).

4. Evaluate a checkpoint: from scripts/evaluation/sft/, sbatch--export=ALL,MO

DEL_KEY=apertus,CHECKPOINT=<checkpoint-path>run_eval_checkpoint.sh.

5. Aggregate results: pythonaggregate_results.py from scripts/evaluation/sft/

walks the eval_results/ tree and produces per-(model, checkpoint) summary tables.

The rocket-side CL evaluation is a separate flow: sbatcheval_euroLLM.sh runs evaluate.py

on the EuroLLM CL checkpoints and produces the FLORES-200 + WMT24++ summary.json

files that feed Tables 3.6 and 3.7 and the figures/figures.ipynb plots.

A.3 Top-level README

A top-level scripts/README.md maps the five top-level subdirectories (data_collection/,

data_cleaning/, trainset/, training/, evaluation/); each subdirectory in turn carries

its own README.md with file-level descriptions.
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A.4 Artefact availability

Table A.1. Where each artefact referenced from the thesis lives on UT HPC. The

/gpfs/space/projects/nlpgroup/corpus_datasets/ tree is accessible to TartuNLP group

members; the data layers, assembled training sets, model checkpoints, and evaluation outputs all

live there.

Artefact Location

Source corpora (raw down-

loads, OPUS + ENC + syn-

thetic)

corpus_datasets/01_raw_native/ and 01_raw_synth/

Cleaned corpora (post-

OpusCleaner, post-COMET-

Kiwi)

corpus_datasets/06_comet_clean_after_OC/, 06_comet_cle

an/, and the stricter ≥ 0.80 cut at corpus_datasets/comet_mini/

Assembled training sets

(HuggingFace datasets

format)

corpus_datasets/{07_trainset,07_trainset_mini}/

SFT comparison subset

(model-agnostic + per-

model)

corpus_datasets/07_trainset_partial/

CL EuroLLM checkpoints

(V1 and V2)

corpus_datasets/lumi_results/neurotolge/tuned_models

/{new_euroLLM,new_euroLLM_v2}/

SFT 4-candidate checkpoints

(stable + LR-sweep variants)

corpus_datasets/lumi_results/neurotolge/tuned_models_a

rchive/

SFT per-checkpoint eval out-

puts (translations + COMET)

corpus_datasets/lumi_results/neurotolge/eval_results/

Per-model training/eval CSV

summaries

corpus_datasets/lumi_results/neurotolge/analysis_data/

TensorBoard logs corpus_datasets/lumi_results/neurotolge/models-to-com

pare/logs/

Self-contained SFT-

comparison reading entry-

point

corpus_datasets/lumi_results/neurotolge/base_model_eva

l/

Per-corpus / cleaning / per-

direction statistics

corpus_datasets/statistics/

Thesis sources, figures,

scripts bundle (this docu-

ment)

https://gitlab.cs.ut.ee/msc/thesis
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The corpus_datasets/lumi_results/neurotolge/ subtree carries the related training-time

artefacts (SFT checkpoints, per-checkpoint eval outputs, TensorBoard logs, pre-aggregated

CSVs) for the four-way SFT comparison. A self-contained reading entry-point lives at lu

mi_results/neurotolge/base_model_eval/ with the two result-driving notebooks

(training_dynamics.ipynb and evaluation_results.ipynb), the documentation .md files

(chronological notes + final write-up), and the eval/parse scripts collected in one place. Every

result in Chapter 3 can be reproduced from theseUTHPC paths without any external infrastructure

access.
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