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Abstract

This thesis explores the implementation of privacy-preserving data pipelines for continu-
ous Service Level Agreement (SLA) monitoring using Zero-Knowledge Proofs (ZKPs).
Service providers across industries must demonstrate compliance with SLA relying on
conventional methods of verification, which often requires sharing of sensitive operational
telemetry data. Sharing such raw telemetry data can expose sensitive information and
raise privacy concerns, particularly in environments strict data protection regulations like
GDPR and CCPA. Current practices often requires service consumers to implicitly trust
service provider’s self-reported metrics or rely on third-party auditors, which introduces
additional risk of tampered reports or collusion. This thesis explores applicability of two
ZKP approaches in continuous SLA monitoring pipeline, which allows service provider to

compute proof of compliance without revealing and sensitive operational data.

The work presents two distinct approaches to ZKP-based SLA monitoring pipeline: an
interactive implementation using ZK-SecreC and a non-interactive implementation using
zk-SNARK with the gnark library. The thesis goes in details through translation of
SLA statements into logical statements and subsequently converting these statements into
cryptographic circuits for both implementations. Through comprehensive comparative
analysis, the research evaluates the architectural differences, integration complexity, and

operational characteristics of both approaches.

The thesis is written in English and is 39 pages long, including 8 chapters, 2 figures and 2
tables.



Annotatsioon
teenustasemelepete seireks nullteadmustoestusi kasutavad

privaatsuskaitsega andmetootlusvood

Bakalaureuset66 uurib privaatsust siilitavate andmekonveierite teostamist teenuse-
tasemelepete (Service Level Agreement, SLLA) nduete tiitmise pidevaks seireks teabetute
toestuste (Zerko-Knowledge Proof, ZKP) abil. Paljudes majandusharudes on teenusep-
akkujatel vaja tOestada teenusetasemelepete tditmist, tuginedes konventsionaalsetele
verifitseerimismeetoditele, mis sageli nduavad tundlike telemeetriaandmete jagamist.
Niisuguste tootlemata telemeetriaandmete jagamine voib panna ohtu tundlikke andmeid
ja tekitada privaatsusega seotud probleeme, seda eriti rangete andmekaitse eeskirjadega
nagu GDPR v01 CCPA reguleeritud keskkondades. Praeguste meetodite puhul peavad
teenusekasutajad sageli vaikimisi usaldama teenusepakkujate esitatud nditajaid voi toetuma
vilisaudiitorite hinnangutele, millega omakorda kaasneb aruannete manipuleerimise voi
salakokkulepete oht. Bakalaureusetoo uurib kahe ZKP-pohise ldhenemise rakendatavust
pideva teenusetasemelepete seire konveieris, mis voimaldaks teenusepakkujal arvutada

vilja nduete tditmise tdendeid ilma tundlikke kdiduandmeid ohtu panemata.

To0 pakub vilja kaks erinevat 1dhenemist ZKP-pohise SLA seire konveieri teostamiseks:
ZK-SecreC-d kasutav interaktiivne teostus ning zk-SNARKi ja gnarki teeki kasutav mit-
teinteraktiivne teostus. To0 vaatleb liksikasjalikult teenusetasemeleppe nduete tdlkimist
loogilisteks lausungiteks ning seejirel nende lausungite teisendamist molema teostuse
jaoks kriiptograafilisteks skeemideks. Vordlev siivaanaliiiis voimaldab uurimist6os hinnata

molema ldhenemise arhitektuurilisi erinevusi, integratsiooni keerukust ja kdiduomadusi.

Loputdo on kirjutatud inglise keeles keeles ning sisaldab teksti 39 lehekiiljel, 8 peatiikki, 2

joonist, 2 tabelit.
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1. Introduction

Organisations across industries rely on continuous monitoring of variety of metrics to
ensure compliance with Service Level Agreements (SLAs). SLA typically defines key
performance metrics, e.g uptime, throughtput, location data [1], that a service provider
must meet. Verification of these metrics requires sharing and analysing raw telemetry
data such as logs, metrics, traces, locational data, usage records. However, sharing such
raw telemetry data can expose sensitive information and raise privacy concerns and reveal
business secrets. This is specifically applicable to the sectors with a strict regulations
(CCPA[2], GDPR [3]), such as computations on personal, medical, and location data. This
creates a problem: how can organisations prove SLA compliance without revealing any

sensitive information, while keeping their business secrets?

1.1 Research scope and goals

This research focuses on the critical need for privacy-preserving SLA monitoring pipelines.
The aim of this work is to make a contribution to the emerging TrustOps research, by
Brito et al. [4] and to the DevSecOps ecosystem after observing how users inherently trust
the service providers to comply with the agreement without making an effort to verify
it. Even when it comes to verification procedures, traditional monitoring and auditing
approaches require trust in third-party auditors or sharing possibly tampered reports, which
either introduces additional risk or reduces verifiability. Recent work suggests that it is
possible to achieve trustworthy verifiable compliance by using appropriate cryptographic
protocols to ensure user-relevant verifiability, without compromising vendors’ proprietary

information [4].

This thesis focuses on design and evaluation of privacy-preserving data pipeline for contin-
uous SLA monitoring using Zero-Knowledge proofs (ZKPs), a cryptographic protocol that
allows to demonstrate the knowledge of a secret, without revealing the secret itself [5]. The
work demonstrates the integration of ZKP into continuous monitoring pipeline through
implementing proof-of-concept (POC) prototype that continuously ingests telemetry data,
computes ZKPs, and verifies compliance to SLA, all without revealing raw telemetry data.
Key evaluation aspects include computational overhead of generating proofs, the trans-
lation of SLAs into ZK circuits, the verifiability of various SLA metrics, and limitations
of ZKP technology in context of continuous monitoring. While the research provides a

foundation for privacy-preserving monitoring, it focuses on technical feasibility of such
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concept rather than delivering a production-ready solution, leaving aspects such as large-
scale optimisation, comprehensive multi-source support, and long-term maintenance for

future work.

1.2 Contribution

This research contributes to TrustOps ecosystem by carefully selecting suitable ZKP pro-
tocol for the implementation of SLA monitoring pipelines, translating high level SLA
statements into logical statements, and subsequently converting these statements into
cryptographic circuits. Additionally the research focuses on designing a POC architecture,
and provides implementation insights for both approaches based on the findings. The
contribution is concluded by evaluating and comparing both implementations, highlighting
design constraints, and practical usability of both systems. We believe this thesis pro-
vides valuable guidance for future deployment and development of privacy-preserving

monitoring pipelines.

1.3 Relevant Work

In recent years, systems aimed at monitoring and proving SLAs have gained significant
attention. The objective of such systems is to enhance trust in compliance verification
processes. Two notable contributions in this domain include a pending patent application
by Ericsson [6] and a research on blockchain-based SLA monitoring and compliance

assessment for [oT ecosystems [7].

The patent application titled "Zero-Knowledge Service Level Agreement (SLA) Moni-
toring" [6] proposes a method for verifying SLA fulfilment using ZKPs. The proposed
solution includes the SLA verification based on manipulation of detection codes in service
measurements to ensure the integrity of measurements. The proposed system design
utilises a distributed ledger for measurements storage, enhancing the integrity of data. The
pending patent provides a comprehensive description of business processes and architec-
tural components. However, the practical contribution to SLA monitoring systems appears

to be limited. Such contribution is one of the core focuses of this thesis.

A different research published in the Journal of Cloud Computing proposes a blockchain-
based SLA monitoring and compliance assessment for [oT ecosystem. The research
presents a novel approach that combines smart contracts within Hyperledger Fabric [8].
By doing so, the authors provided a framework that ensures SLA measurements trustwor-

thiness.
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Unlike previous works, this thesis focuses on designing two distinct architectures with
different ZKP approaches for continuous SLA monitoring. The proof-of-concept im-
plementations of both approaches allow this research to do comprehensive comparative
analysis of their respective strength and limitations. This analysis provides deeper in-
sights into practical applicability of both ZKP approaches in continuous SLA monitoring
pipelines. Thus, it extends the state of the art SLA monitoring techniques by providing
a concrete architectural descriptions validated by practical implementations, as well as
extending the guarantees of existing blockchain-based systems [7] with SLA statement

translation for verifiability and privacy.

13



2. Background

This section provides background required for understanding the concepts and technologies
used in this research. It explains the concept behind Service Level Agreements (SLAs)
and makes an introduction into Zero Knowledge Proofs (ZKPs). Additionally, the section
describes OpenTelemetry [9], an established framework for data monitoring pipelines, plus

other related tools employed in typical monitoring infrastructures.

2.1 Service Level Agreements, Objectives, and Indicators

In the context of digital services, the relationship between service provider and service
consumer is regulated through various metrics and agreements that collectively establish a

framework for defining, measuring, and ensuring service quality:

Service Level Indicator (SLI): An SLI is a measurable metric that quantifies a specific
aspect of service. These indicators define service quality, typically request latency, error
rate, throughput, or availability are key metrics used in SLIs. The role of SLI is to provide
a raw data to evaluate whether the service is meeting its objective, and they are used to
determine if the Service Level Objective (SLOs) and Service Level Agreement (SLAs) are
satisfied [10].

Service Level Objective (SLO): SLO represents a performance threshold or performance
range that a service provider commits to provide - effectively a specific goal of objective

for service performance. A structure of SLOs is such:

SLI < target, or
lower bound < SLI < upper bound.

For example, an SLO might specify that the latency of API Gateway should be under 100ms
in 95% of requests or the VM should be running for 99% of the day. As mentioned in the
article by Luna et al. [11], ISO/IEC standard on Cloud SLA defines SLO as "the objectives
concerning Cloud services that are recommended to consider by a Cloud customer in
order to assess and make informed decisions about the Cloud Service Provider (CSP)". In
essence, SLOs are performance and reliability targets derived from SLIs - they reflect the
level of service reliability and/or quality the providers aims to provide to customer over a

certain period of time.
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Service Level Agreement (SLLA): SLA is a formal or informal contractual agreement
between a service provider and a customer that specifies the consequences of meeting
and/or missing the SLO states within the agreement. Typically, SLA contains one or more
SLOs as a measurable unit to prove the service quality (e.g. uptime percentage, response
time, throughput). If the service provider break the agreement by not satisfying SLOs,
mentioned in the contract, the customer generally receives service credits as compensation
[1]. However, the consequences of breaking the agreement depends on the contract itself.
The key distinction between SLO and SLA is that SLOs are often internal or informal
targets, while an SLA carries legal and financial accountability for meeting the stated

quality of service.

2.2 Zero-Knowledge proofs

Zero-Knowledge Proof (ZKP) is a cryptographic protocol that enables one party (the
prover) to convince another party (the verifier) that a statement is true without revealing
any information beyond the validity of the statement itself. In this process, the prover
uses secret information, called the witness, to prove the validity of the statement. Several
cryptographic primitives are used in ZKP, such as commitments, which is a cryptographic
value that is both binding and hiding, and challenge, a random value to test prover’s
knowledge. In other words, they enable information verification with mathematical proofs,

while not revealing any sensitive information, from the prover’s side.

The theoretical concept of ZKPs originates in 1980s, and ZKPs have matured into practical
tools in recent years. They have been successfully matured and applied in domains like
blockchain, Privacy Enhancing Technologies (PET), and digital identity (for instance,
end-user is in control of of what attributes (e.g the age) are shared and how (e.g more than
18, not the exact age nor date of birth) [12].

A ZKP system must satisfy the following properties [12]:

s Completeness: If the prover provides accurate information, the protocol must ensure
that an honest verifier can confirm the validity of prover’s claim.

m Soundness: If the prover provides false information, the protocol must not allow the
verifier to successfully validate prover’s claim.

m Zero-knowledge: The protocol must reveal nothing to the verifier, except whether

the prover’s claim is true or not.

In context of SLA monitoring, a ZKP-based approach will allow a service provider to

prove that telemetry data meets the pre-agreed threshold, as specified in the agreement
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(e.g that Virtual Machine (VM) instance was uptime > 99.9% over the last month without
revealing any raw telemetry data) [13]. This approach ensures transparency — service
consumer or auditor can verify the cryptographic proof that the SLA is being complied

with, while maintaining confidentiality of all sensitive operational details.

2.2.1 Types of Zero-Knowledge Proofs
ZKPs can be broadly categorised into two main types:

Interactive ZKPs: introduce an interactive session between prover and verifier. The
interactive session consist of the prover and the verifier exchanging commitments and chal-
lenges in order for the verifier to reach near-certainty and validate the prover’s claim. Such
discourse introduces negligible, but non-zero, probability that a false prover’s claim was
successfully validated [14]. An important feature of interactive ZKPs is their requirement

for ongoing communication between the prover and verifier.

Non-interactive ZKPs: allow the prover to produce a single immutable proof that any
verifier can check at any time. This is achieved by removing the interaction between prover
and verifier in exchange for computational overhead on prover’s side [14]. This removal
enables the proofs to be stored in persistent storage and verified without any interactions
between parties at any time. Therefore, non-interactive proofs are commonly used in

distributed and blockchain technologies.

2.2.2 zk-SNARKSs and gnark

zk-SNARK (Zero-Knowledge Succinct Non-interactive Argument of Knowledge) [15] is a
ZKP system with four defining characteristics:

m Succinct: The proof size is relatively small compared to the complexity of the
statements being proven.

m Non-interactive: The proof system does not require interaction between the prover
and the verifier.

» Argument: The proof system is secure only if the prover has bounded computational
resource. This means that the prover with enough computational resources can
convince the verifier that the false statement is true.

» Knowledge-sound: The prover is not able to construct a valid proof without knowing

a witness (information that makes the statement valid).
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In practice, zk-SNARK protocol consists of three algorithms:

m GGen: A setup algorithm responsible for generating required parameters, including
proving and verifying keys, for the protocol.

m Prove: A proving algorithm that ingests parameters, statements, and secret witness
to produce a proof.

m Verify: A verifying algorithm that validates a proof with a verification key and

returns a boolean value.

Regarding available ZK-SNARK tooling, we highlight gnark [16], which is a Go library
that offers developers to embed zk-SNARK into their applications. This framework allows
constructing arithmetic circuits and generating zk-SNARK proofs through a well-defined
high-level APL. It prioritises runtime speed and supports multiple proving systems - notably
Groth16[17] and PLONK][18]. Also, gnark provides GPU acceleration support for the proof
generation. In a recent comparison of ZKP frameworks [5], gnark showed a competitive

performance, producing succinct proofs with reasonable solving times for complex circuits.

2.2.3 ZK-SecreC

ZK-SecreC [19] is a domain-specific language (DSL) with strictly separated data domains
(public, verifier, prover) and support for witness and instance expansion (adding more
inputs to the circuit while verifying that they are correctly related to previous inputs).
It improves data integrity and confidentiality, as well as improving the efficiency of
computations, by mixing the computations on and off the circuit. As ZK-SecreC uses
interactive ZKP protocols, it is especially useful in a bilateral scenarios (one prover - one
verifier). Additionally, ZK-SecreC performs some part of the computation locally by both
sides to distribute the computational resources [20].

ZK-SecreC’s syntax resembles Rust and its compiler translates high-level program code to
SIEVE IR !, which is a standard under development as a joint work of several ZKP research
teams for expressing modular arithmetic circuits for ZKP in both text and binary formats.
This makes ZK-SecreC interoperable with a number of backends such as EMP-ZK [21]
and Mac’n’Cheese [22].

"https://github.com/zk-secrec/compiler
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2.3 OpenTelemetry

Both continuous ZKP-based SLA monitoring approaches should rely on trustworthy data
collection. OpenTelemetry [9] is an open-source, industry adopted framework and protocol
for telemetry data. OpenTelemetry provides a standardised way to collect traces, metrics
and logs across the systems. The OpenTelemetry Protocol (OTPL) defines how telemetry
data is encoded, transmitted, and delivered between systems. Typically the telemetry data is
send by an application to an OpenTelemetry Collector or a monitoring backed using OTPL
over gRPC or HTTP. OpenTelemetry Collector is a core element of the OpenTelemetry
observability framework, acting as a neutral intermediary for collecting, processing, and

forwarding telemetry signals (traces, metrics, and logs) to an observability backend.

A custom OpenTelemetry Collector is the backbone of our continuous ZKP-based SLA
monitoring pipeline. It incorporates custom logic written in Go to act as a prover, by
either composing a zk-SNARK proof using gnark or starting a ZK-SecreC process as a
prover, depending on the implementation. The key benefit of using OpenTelemetry is that
it is vendor-neutral and interoperable, which allows to easily integrate custom logic for

processing telemetry data.

Nonetheless, we acknowledge that OpenTelemetry does not guarantee the integrity, authen-
ticity, and trustworthiness of incoming telemetry data. Typically the application or service
1s responsible for exporting traces, metrics, and logs to the OpenTelemetry Collector. This
allows the application to tamper the data it exports to the collector. To ensure that the
telemetry data was not tampered with, several techniques can be used such as digital
signatures, canaries?, or Trusted Execution Environments [23]. However, the integration of
such techniques falls outside of scope of this thesis. This represents an emerging research

topic in the field of TrustOps [4], and provides room for future research.

2https://github.com/zk-secrec/examples/tree/main/log-processing
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3. Methodology

In this section, we outline the approaches to building and evaluating a privacy-preserving
data pipeline for continuous SLA monitoring using ZKPs. The comparison of interactive
and non-interactive ZKPs-based data pipelines will be carried out by implementing each
and evaluating the core differences in the implementation and architecture. We describe
the testbed, design of mock applications, responsible for exporting metrics, the tools and

libraries used for ZKP implementation, and the procedure for verification of the pipelines.

3.1 Implementation of Non-Interactive ZKPs in SLA monitoring

For non-interactive implementations of SLA monitoring pipeline, gnark and its zk-SNARK
tooling was select after research and evaluation of available frameworks. Being written in
Go, it enables seamless integration with OpenTelemetry Go-based collector, eliminating
additional integration complexity. The selection of gnark is further supported by its
extensive documentation providing well-defined descriptions of its API, which ease the
development and integration efforts. Moreover, gnark supports a number of proving
systems - notably Groth16[17] and PLONK][18]. For POC implementation, Groth16
was chosen as a proving system for its speed and efficiency. The technology stack is
further supported by a gnark’s strong results in comprehensive comparative analysis of

Zero-Knowledge Proof frameworks conducted by Sheybani et al [5].

3.2 Implementation of Interactive ZKPs in SLA monitoring

For interactive implementations of SLA monitoring pipeline, Zk-SecreC was selected based
on its ZKP-based design and feature rich compiler. This domain-specific language provides
an extensive framework tailored for developing ZKP applications. The restrictive nature of
domains and types gives stronger assurances of confidentiality guarantees, ensuring that
no private data can leak, which is highly beneficial in case of SLA monitoring pipelines. A
particularly valuable feature of ZK-SecreC compiler is witness and instance expansion,
which allows for addition of input to already compiled circuit. Additionally, ZK-SecreC
is computationally efficient, distributing load between prover and verifier, by mixing
computation on and off circuit. The EMP-ZK[21] backend was chosen as it is the only
backend to be supported in the ZK-SecreC documentation !. Other backends can be used,
notably Mac’n’Cheese[22], as ZK-SecreC is compiled into SIEVE IR. These combined

"https://github.com/zk-secrec/compiler
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capabilities make ZK-SecreC the optimal choice for our ZKP-based SLA monitoring

pipeline.

3.3 Mock application

For the purpose of controlled experiment, a mock application responsible for generating
and exporting telemetry data was developed. The application consist of light-weight
Go-based web server exposing two distinct endpoints /good and /bad. These endpoints
were specifically developed to simulate service responses with well-defined latencies.
The /good endpoint responds with a random latency under 100ms, oppositely the /bad
endpoint responds with the latency above 100ms. This approach ensures a controlled

environment, allowing for precise control over exported metrics.

3.4 Testbed

To ensure a controlled and reproducible evaluation setting, the testing environment is
created in a containerised way using Docker and Docker Compose, as an orchestrator. All
components of SLA monitoring pipeline, including metric-producing mock-application,
custom OpenTelemetry metrics collector responsible for generating proofs, Grafana in-
stance with custom plugin to verify the proofs, and Minio object storage for storing and
exchanging proofs in non-interactive ZKP implementation. This setup provides a con-
sistent and reproducible environment, eliminating discrepancies in software and library

versions.

As for POC, the testbed is hosted on two Debian 12 VMs (Virtual Machines) with 4
vCPUs and 4 GB of RAM. The Docker Compose acts as an orchestrator and sets up two
distinct sub-systems: Prover and Verifier. Either of the sub-systems is only allowed to
communicate with each other through a single interface, therefore providing the network

isolation between two sub-systems.

3.5 Comparison of interactive and non-interactive ZKPs

The comparison is achieved by implementing both an interactive zero-knowledge proof
(using ZK-SecreC with EMP backend [19]) and a non-interactive zero-knowledge proof
(using zk-SNARK, provided by gnark library [16]). To ensure a systematic evaluation of

both implementation, a common testing scenario and a set of metrics were established.

The testing scenario has a duration of 10 minutes, during which one request per second
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is made to mock application. Throughout the test, SLA monitoring pipelines are con-
tinuously generate and verify the mock application’s metrics, recording resource usage
and verification times concurrently. The test is run on the testbed, providing identical
testing conditions. This ensures that performance differences are inherent properties of

ZKP implementations rather than environment factors.

For thorough evaluation, the following comparison metrics were measured:

m CPU utilisation: Average and low/high CPU usage during proof generation and
verification.

= Memory consumption: Average memory usage during proof generation and verifi-
cation.

m Proof generation time: Average time required to create a proof.

m Proof verification time: Average time required to verify a proof.

» Proof size: For non-interactive ZKPs, the size in bytes of the generated proof. For

interactive ZKPs the total amount of data exchanged during the interactive session.

These metrics provide quantitative measures for comparing the efficiency, resource re-
quirements, and performance of both ZKP approaches in the context of continuous SLA
monitoring. Additionally, the comparison focuses on the core differences in the imple-
mentation of such pipelines, highlighting variations such as proof generation, interaction
between prover and verifier, and constraints set by each method. These implementation
differences directly impact the suitability of interactive and non-interactive ZKPs for
continuous SLA monitoring, especially considering that efficiency and real-time respon-
siveness are crucial. This analysis aims to outline the distinct benefits and limitations of
each approach, providing practical insights for implementing an optimal ZKP-based SLA

monitoring pipeline.
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4. Encoding SLA Predicates in zk-SNARK and in ZK-
SecreC

This section illustrates the process of translating SLAs into provable logical statements
suitable for zero-knowledge circuits. We demonstrate how common SLA metrics such
as latency threshold and uptime percentages are encoded into logical statements and then

implemented as cryptographic circuits both in zk-SNARK and in ZK-SecreC.

4.1 SLA to Logical Statement

Service Level Objectives in an SLA can be translated into logical statements, in other
words, a mathematical condition that evaluates to true if the service meets the required
performance metrics. This translation is a first step in building a privacy-preserving SLA
monitoring pipeline. The idea is that each SLO becomes a logical statement that can be
checked cryptographically without revealing the raw input telemetry data. In a ZKP, the
Service Provider proves that the logical statements are true i.e. SLO requirements are
satisfied, while the verifier learns nothing about the actual metrics, except the fact that the
SLO conditions are met. Below are two examples of how typical a SLA statement can be
formulated as a logical statement, suitable for the use in ZK circuits, in zZk-SNARK or in
ZK-SecreC:

m Latency SLA - "average latency over a calendar month of 100 milliseconds or
less for the 95th percentile of traffic'' [24]: This requirement can be rephrased
into "95% of responses should be under 100ms". Equivalently, if we let N to be
a total number of responses in a month, and let Ng,q be a number of responses
under 100ms, the logical statement is % > (.95. This statement can be further
transformed to 100 X Nggoq > 95 X N to avoid floating-point arithmetic in the circuit
in order to have a better performance.

» Uptime SLA - '"'monthly uptime of a service will be no less then 99.95%" [13].
This SLA has a wide presence in the CSP such as AWS, GCP, and Azure. Taking
the AWS SLA for their API Gateway as an example, it states that the uptime is
measured in 5 minute intervals during the month, with a note that the uptime is
considered 100% if no request were made to the API. To prove this with a logical
statement, one can translate the time intervals into a binary indicator e.g. 1 if the
service is up and running, O if the service is down. Let 7" be the total number of

minutes in a time period, the SLA can be proved by calculating the sum of minutes
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the service was up Sum = Zle uptime;. Then, by comparing the Sum with a
threshold Sum > 0.9995 x T or 1000 x Sum > 9995 x T we avoid floating point

arithmetic.

4.2 Representing Histogram Data and Thresholds

To prove an SLA condition regarding response times, the data is typically represented as a
histogram of latency buckets. Each bucket contains the count of responses whose latency
falls into certain range. For example, a system used in the POC has 15 latency buckets
covering ranges of response time (with one bucket covering 0-5 ms, another 5-10 ms, etc).
The threshold of 100 ms in the SLA definition determines which buckets count as good
(under threshold) and which buckets are bad (over threshold).

In the zk-SNARK circuit, the histogram is encoded as fixed-size inputs to the circuit. There
are 15 private input variables, each holding the number of responses in a given latency
bucket. The circuit is compiled with the fixed size (15 buckets), meaning the structure
(number of buckets) cannot be changed at the proof time. The threshold can be treated as a
public input that determines a boundary for SLA compliance. The percentile, in case the
latency SLA is 95%, is a fixed parameter of the SLA, it influences the inequality check.
All numbers in the circuit have a maximum value limit, and the calculation exceeding this
limit will cause errors, so the numerical boundaries must be considered when defining the
circuit[25].

In the ZK-SecreC circuit, the histogram can be represented as list of secret integers with
a known length. The length of a list must be known at the compile-time. In the case of
our POC, the length of the list is a public value. Each bucket count is kept in the prover’s
data domain, ensuring the secrecy of the data, while other data structures (e.g. number
of buckets and bucket latencies) can be public knowledge. The SLA latency threshold
is provided as a public value, since this values is part of SLA specification. ZK-SecreC
compiler offers an important feature, by allowing the prover and verifier to do some parts
of the computation off circuit, which makes the execution much faster. This property
is defined by stage qualifiers: $pre, meaning the value lie outside the circuit, and $post,
meaning the value is part of the circuit. This is can be used in summation of all responses,
however, in our POC, the summation needs to be part of a circuit as it contains private

input.
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4.3 Conditional Logic and Summation

A big part of encoding the SLA into the circuit is summing all the responses that meet the
latency threshold. This involves the conditional logic (e.g. if the request latency in less or
equal 100 ms, include it to the set of good requests). Some programming concepts used in
a traditional programming languages are un-natural in most zk-SNARK constructs, this

includes floating numbers and conditional statements [25].

In the zk-SNARK circuit, use of traditional conditional statements are not supported (e.g. if
and else clauses). Therefore the use of grnark’s API is utilised to achieve the desired output.
The gnark’s API will be used to replace this piece of code using the build-in functions
in the API. The first function used is Cmp which returns 1, 0, -1 depending on whether
the first variable (threshold) is bigger, equal or smaller than the second variable (latency)
respectively. The second function IsZero is called two times to determines whether the
threshold is bigger (with additional substitution - Sub function) or equal to the latency,
as a result two boolean variables are returned. As a next comparison these two variables
are passed to the Xor function that does the exclusive disjunction operation returning a
single boolean value which defines whether the threshold is bigger or equal to the latency.
Finally the function Select is used, which represents a simple implementation of if-else
statement, returning number of request where the latency is smaller than the threshold, or

zero if the latency is higher. The pseudocode of this circuit can be seen in Algorithm 4.1.

Algorithm 4.1. Code snippet of gnark Circuit

s all =0

s_good = 0

threshold = 100

percentageThreshold =95

for i := 0; 1 < 16; 1i++ {
s_all = api.Add(s_all, circuit.BucketCount[i])
cmpRes := api.Cmp(threshold, circuit.HistConfigl[il])
cmpIsMore := api.IsZero(api.Sub (cmpRes, 1))
cmpIsEq := api.IsZero (cmpRes)
cmpIsMoreOrEqual := api.Xor (cmpIsMore, cmplIsEq)
s_good_tmp := api.Select (cmpIsMoreOrEqual,

circuit.BucketCount[i], 0)

s_good = api.Add(s_good, api.Select (cmpIsMoreOrEqual,

circuit.BucketCount[i], 0))
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In regards to the ZK-SecreC circuit design, it is more conventional to traditional program-
ming languages as can be seen on Algorithm 4.2. This includes the support of conditional
if-else statements. The variables good and all are mutable and part of on-circuit com-
putations, as specified by $post qualifier. The circuit starts by reading the input values
and continues by iterating through latency buckets and checking if the latency is lower or
equal to the threshold. The SLA is considered proved, when the A11 x 95 < Good x 100
statement is true, given A1l is a total number of requests and Good is a number of request

under 100 ms.

Algorithm 4.2. Code snippet of ZK-SecreC Circuit

let mut good : uint[N] S$post @prover = 0;
let mut all : uint[N] $post @prover = 0;
for i in 0 .. 16 {

all = all + bucketcount[i];

if (histconfig pre[i] <= threshold_pre) {

good = good + bucketcount[i];

bi
let mut sizeassert = sizeasserter_new(32);

assert_le(allx95, good*100, ref sizeassert);

4.4 Considerations

Implementing SLO logical statements using zk-SNARK (gnark) or ZK-SecreC has distinct

differences that needs to be considered when settling on a specific ZKP approach.

The gnark framework, while easy to set up and integrate in existing Go code, requires
developers to translate common programming patterns into constrained-based equivalents
using its API. As demonstrated in Algorithm 4.1, simple conditional logic requires multiple
operations involving comparison, boolean logic, and selection functions. This makes the

circuit definition harder to write and more prone to logical errors.

From a development perspective, ZK-SecreC libraries provide plenty of ready-made
function for common cryptographic operations. This streamlines the development and
allows for a wider range of computation and logic to be included. Considering the
SLA monitoring pipeline our POC does not have many conditions or a need for data
preprocessing, so both circuits design are rather simple. If the circuits required more

sophisticated logic, Zk-SecreC would be much simpler to develop, as can be seen in its
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examples', which just require general programming knowledge to understand. Additionally,
ZK-SecreC syntax heavily resembles the syntax of Rust programming language[26], which
is easy to adopt for a developer, even considering that ZK-SecreC requires more setup,

including compiling the compiler, than gnark, which is a Go library.

"https://github.com/zk-secrec/examples
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5. SLA Monitoring Pipeline Architecture

Our continuous SLA monitoring pipeline can be deployed through two distinct ZKP
pipeline architectures. Each architecture provides required application and communication
channels for ZKPs to be created and verified in a single pipeline. Both architectures
share common components: an APl Gateway, as a source of telemetry data, custom
OpenTelemetry Collector for data handling, a Prover server, responsible for creating
proofs, a Verifier server, responsible for verifying proofs, and a custom Grafana plugin for
continuous monitoring on the verifier side. They differ in ZKPs approaches, specifically in
the prover and the verifier communication and proof transfers. This section describes each
architecture in details, providing architectural diagrams, and details as well the benefits

and drawbacks of both approaches.

5.1 Interactive ZKP Pipeline Architecture

First, we propose an interactive ZKP architecture, as depicted in Figure 1. Our design
process involved evaluating architectural component and selecting suitable technologies,
considering their benefits and drawbacks. The pipeline works as follows. API Gateway
serves as a source for telemetry data, it exports the histogram with latency buckets and
respective number of requests in each bucket. The histogram is exported to a custom
OpenTelemetry Collector, which gathers and preprocesses data to be used in the ZKP
circuit — this includes creating a witness input data consisting of bucket counts. After the
preprocessing is complete, OpenTelemetry collector starts the ZK-SecreC binary, which

serves as a Prover server.

The Prover and Verifier server must operate synchronously and be able to interact with
each other. Go was selected as the implementation language for integrating ZK-SecreC
binary execution, as it offered several advantages, such as OpenTelemetry SDK integration,

support for preprocessing logic and API endpoints, and concurrency capabilities.

The responsibility of the Prover server is to compute a proof with private data and convince
Verifier Server of its validity. The Prover server starts an interactive session consisting of
commitments from Prover server and challenges from the Verifier server. The interaction
continues until the Verifier server is convinced that the proof is valid, consequently the

Verifier party is ensured that API Gateway is SLA compliant.
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Figure 1. ZK-SecreC Architecture.

The final point of the pipeline is Grafana, which provides a front-end for the Verifier.
Grafana is an open-source visualisation platform that allows to query and display metrics,
including setting alerts and notifications if certain metrics fail the desired thresholds. In
the POC, a custom Grafana datasource plugin was developed to support the Verifier server
endpoints. The verifier can continuously monitor the SLA compliance in real-time, through
a Grafana dashboard showing the SLA gauge with boolean values — true if the service is

compliant, or false if the service is not compliant.

5.2 Non-Interactive ZKP Pipeline Architecture

In the non-interactive architecture on Figure 2, some components are the same as in the
interactive approach, such as API Gateway for telemetry data source and Grafana, for
visualisation along with custom datasource plugin. The fundamental differences are in
Prover server, Verifier server, and an addition of intermediary database for storing the proof

artifacts.

As described in the interactive ZKP architecture, the API Gateway exports raw telemetry
data in the form of an histogram. This telemetry data is aggregated by a custom Open-
Telemetry Collector with gnark integration. This integration is achievable because both the
gnark library and OpenTelemetry SDK are available in Go. This architecture allows gnark
to compute a proof as soon as the metrics are exported to the OpenTelemetry Collector,

creating an efficient pipeline for ZKP generation based on real-time data.

On the startup, the Prover server compiles the circuit, and generates proving and verification
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Figure 2. zk-SNARK Architecture.

keys. The latter one is uploaded to a persistent object storage, in this case, MiniO [27].
The MiniO object storage was chosen, as it provided the balance between the ease of
deployment and speed. The object storage serves as a middle ground between Prover
and Verifier servers. The persistent storage between servers is required, as the servers
can work asynchronously and even be decoupled in time or be in different environments.
Upon successful proof creating, the Prover server uploads the binary representation of
the proof along with the encrypted witness data. In the future, MiniO can be replaced by
integrating blockchain technology to improve the trustworthiness of the operations and

prevent retroactive falsification of the proof artifacts.

The Verifier server was developed to operate in pulled-based manner. It monitors the
MiniO database for new proofs, by querying for the newest uploaded proof, and pulls it to
verify. The verification process also facilitates gnark API to verify the validity of proof,
using verification key and public witness. Upon successful validation of the proof, the

Verifier can examine the SLA compliance on Grafana dashboard.
One notable feature of non-interactive design is its support for distributed and asynchronous
systems. The proofs stored in object storage can be pulled and verified by a number of

Verifier parties, provided that they were granted access to the database and verification key.
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6. Analysis

This section evaluates the architectural and implementation characteristics of the interactive
and non-interactive ZKP-based pipelines for continuos SLA monitoring, focusing on the
system design, reflecting on how each design choice influences modularity, integration
complexity, and communication overhead. Through this analysis, we highlight which ZKP
approach (interactive or non-interactive) is more suitable for continuous SLA monitoring

pipeline.

6.1 Modularity and Integration Complexity

Both pipelines were built using modular components (mock API Gateway, OpenTelemetry
Collector, Prover Server, Verifier server, and Grafana visualisation). However, the degree of
coupling and integration differed significantly between two approaches. In the interactive
ZXKP pipeline, despite logical separation and modular design, the Prover server and the
Verifier server had to operate at the same time and were dependant on each other. This
dependency makes all modules tightly coupled by the real-time interaction, which makes
the pipeline not efficient by design. Additional complexity is added with the integration
of ZK-SecreC binary in the Prover and Verifier servers. Both servers are Go-based and
are responsible for invoking the external binaries (compiler ZK-SecreC applications).
Setting up, maintaining, and providing reliable connection between such tightly coupled

components introduces notable complexity.

In contrast, the non-interactive pipeline demonstrated a more decoupled integration, even
though it introduced an extra storage component. The ZKP related logic was directly
integrated into OpenTelemetry collector, as both application are in Go, which simplified
the software stack by eliminating a need for external binary execution. From an integration
standpoint, using a persistent storage as an intermediary is much simpler in comparison to
direct prover-to-verifier connection. This decoupling reduced the integration complexity,
as in this case the Verifier server can be shut down without disturbing Prover’s operation,
as long as the persistent storage was available. The only issue present in the design is
an addition of a new component, which requires deployment and maintenance. The non-
interactive approach proved to be more modular in POC: each party (Prover, Verifier) can

be run independently making the design modular.
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6.2 Interaction approaches

The interactive and non-interactive approaches have a fundamental difference in their inter-
action and proof exchange approaches, which significantly influence their applicability for
continuous SLA monitoring pipeline. Such pipelines require specific set of characteristics:

real-time responsiveness, up to date information, and resilience against component failures.

The non-interactive ZKP pipeline utilised an asynchronous proof exchange method through
an intermediary persistent storage. This decoupled architecture provides a considerable
fault tolerance, making it very hard for internal or external threat to influence the creation
or verification of a proof. The introduction of persistent storage increased the system’s
architectural complexity. However, this additional topological complexity is mitigated by

the operational simplicity and increase of system’s modules independence.

One of the fundamental properties of zk-SNARK is succinct proof size and computationally
efficient verification process, allowing the verifier to efficiently retrieve and validate the
compliance status of SLA. Thus maintaining the real-time responsiveness, required for

continuous monitoring.

The interactive ZKP pipeline provides a simpler architectural topology with fewer compo-
nents, it introduces a strong reliance on network connection, which is inherent to interactive
protocols used in ZK-SecreC. This heavy reliance on network connection makes the system

vulnerable to network issues and external threats.

Various mitigation techniques may be imposed in the system. One such approach is
converting continuous monitoring approach to periodic monitoring. This involves the
Prover Server to be operated on webhook-based model. Subsequently, the Verifier server
would be responsible for initiating interactive ZKP sessions at predefined intervals (e.g.

every 5 minute or 10 minute) or at random intervals.

However, it is important to note, that under specific operational condition, especially
guaranteed high-reliability and low-latency network connection, the interactive ZK-SecreC
approach provides a number of distinct benefits. In particular, the extensibility and
development simplicity are particularly beneficial in case of big and complex ZKP circuit,

while maintaining high security guarantee.
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6.3 Performance Metrics Comparison

The comparison of performance metrics reveals significant differences between two im-
plementations. Table 1 and Table 2 present the measurements during the testing scenario
described in Section 3.5.

Table 1. Execution Time Comparison

Metric ZK-SecreC zk-SNARK
Prover Avg. Execution Time 3432.12 ms 306.48 ms
Prover Min/Max Execution Time | 3073.00/3673.00 ms | 252.00 / 367.00 ms
Verifier Avg. Execution Time 3332.17 ms 5.30 ms
Verifier Min/Max Execution Time | 2978.00 / 3553.00 ms 3.00/11.00 ms

Table 2. Resource Usage Comparison

Metric ZK-SecreC | zk-SNARK
Prover Avg. CPU usage 33.11% 7.13%
Verifier Avg. CPU usage 29.68% 1.02%

Prover Avg. Memory usage | 1231.55 MB | 1608.27 MB
Verifier Avg. Memory usage | 1545.53 MB | 962.24 MB

The performance metrics demonstrated a clear advantage for zk-SNARK-based monitoring
pipeline. The verification cycle, which includes proof generation by a prover and proof veri-
fication by a verifier, is approximately 10 times faster than ZK-SecreC’s interactive session,
while being more efficient in CPU utilisation and verifier’s Memory usage. The perfor-
mance characteristics align with the theoretical expectations for both ZKP approaches.
Non-interactive zk-SNARK are designed to shift the computational complexity to the proof
generation phase while making the verification time and complexity efficient. Interactive
ZXK-SecreC approach with EMP-ZK backend shares the load between the prover and the

verifier.

Since ZK-SecreC-based monitoring pipeline does not produce persistent data, the proof
sizes cannot be directly compared, therefore the network traffic was collected and interac-
tive sessions were analysed. For the duration of the testing scenario 177 interactive TCP
session took place with an average data volume per session of 7144.48 bytes. In contrast,
zk-SNARK-based implementation generated 185 proof consisting of the proof itself and
public witness with the succinct size of 704 bytes. The verification key, which is circuit

specific, has a size of 976 bytes.

An important aspect about zk-SNARKSs that was not considered in the continuous SLA
monitoring pipeline is the requirement for a trusted setup phase. zk-SNARK require

a one-time trusted setup for each new circuit. This dependency brings a magnitude of
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complexity to the existing implementation. However, the trusted setup is not required in
case of a different proving scheme, such as PLONK][18]. Recent works also introduced
zk-SNARKS that support universal trusted setup [28] [5].

6.4 Comparative Suitability Assessment

During the evaluation of both approaches for continuous SLA monitoring, the non-
interactive POC utilising zk-SNARK demonstrated better operational characteristics,
despite added complexity in form of the database. The asynchronous nature of non-
interactive proofs proved to be reliable in distributed system, where component failures
must be expected. While the performance of gnark implementation showed impressive
performance metrics, the complexity of developing a cryptographic circuit requires a lot of

attention.

On the other side, the interactive ZK-SecreC implementation offered a simpler and stream-
lined development process through its extensive number of libraries and Rust-like syntax.
This framework suits sophisticated and complex cryptographic circuits better, allowing
developers to easily define advanced logic. However, the system is vulnerable to net-
work discrepancies, making it less suitable for continuous SLA monitoring, despite it

development benefits.

Taking into account the context of continuous SLA monitoring, our comparative assessment
concludes that both approaches offer distinct set of advantages and drawbacks that must
be considered according to specific deployment scenario and trust assumptions. The
non-interactive zk-SNARK solution provides a superior performance, better fault tolerance,
and reduced coupling between components, making it preferred option for long-running
monitoring where systems reliability is key, while requiring one time trusted setup. A
significant advantage of non-interactive proofs is their ability to be stored and verified
later, which is crucial for audits and compliance verification that may occur days or month
after telemetry is collected. Meanwhile, the interactive ZK-SecreC approach offers better
programmability, more intuitive circuit design, and eliminates the need for trusted setup,
which is advantageous in scenarios where the development is high-paced and circuit

modifications are frequent.

The decision between these two approaches depends on the specific operational require-
ment, network reliability, and development constraints. This evaluation demonstrated that
non-interactive ZKP-based SLA monitoring pipelines generally provide better operational
characteristic. Final selection must consider broader system architecture, and specific trust

assumptions in each implementation scenario.
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7. Future Work

While this research has demonstrated technical feasibility of using ZKPs in continuous
SLA monitoring, it highlighted the limitations and potential areas for development, such

as:

» Enhanced telemetry integrity: While ZKP enhances confidentiality of telemetry
data, it inherently trusts the integrity of raw telemetry data. The telemetry data may
be tampered in favour of the prover party, which is unacceptable in real deployment.
This can be addressed through integration of Trusted Execution Environments (TEEs)
or canary-based verification mechanisms [4, 23, 29].

= Improved storage solution: The current implementation utilises object storage for
storing non-interactive proofs, which is a working solution. However there may be
better ways to implement persistent storage in continuous SLA monitoring pipeline
e.g. blockchain or time-series database [7, 8].

s Standardised SLA translation: Implementation of PoC required manual translation
of SLA logic into circuit logic. A standardised way to translate machine-readable
SLA format that automatically translate into circuit logic would rapidly reduce

adoption efforts.

This research contributes to the emerging field of trust-enhancing infrastructure that
are becoming critical in today’s decentralised ecosystem. The integration of ZKPs in
SLA monitoring represents an important step towards cryptographically-secure service

agreements in distributed systems.
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8. Conclusion

This research has explored the application of Zero-Knowledge Proofs (ZKPs) for con-
tinuous privacy-preserving Service Level Agreement (SLA) monitoring pipelines. The
work demonstrated technical feasibility of such privacy-preserving technologies in SLA
compliance verification context, through presenting two distinct architectures comprising
of non-interactive ZKPs and interactive ZKPs and proof-of-concept for both approaches,
followed by comparative analysis. This study has identified the strength, limitations, and
practical considerations for each method. Thus contributing to the TrustOps and DevSec-
Ops ecosystems by proving a technical foundation for verifying SLA compliance without

disclosing raw operational telemetry data.

The comparative analysis provided important insights, which must be addressed during the
adoption of ZKP in SLA monitoring, such as computational overhead, verification latency,
and implementation complexity. The research concludes that while ZKP integration
introduces additional complexity, the privacy benefits outweigh the complexity where data

confidentiality is essential.
Key areas for future work include enhancing data integrity, improving proof storage

solution, and developing a standardised framework for translating SLA statements into

cryptographic circuits.
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